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Abstract
Enhancing the Cybersecurity Root of Trust Through
Hardware Layer Logic Obfuscation
Kyle Juretus
Supervised by Professor Ioannis Savidis

While the security of software has garnered signiﬁcant attention in the cybersecurity landscape, the expanding utilization of untrusted third parties within the
hardware supply chain raises concern over the security of the hardware layer. This
dissertation focuses on 1) developing low-cost logic locking solutions, 2) incorporating
logic locking into the electronic design automation (EDA) ﬂow, and 3) enhancing the
security of logic locking against oracle guided attacks.
When an oracle guided attack is not part of the threat space, the main constraint
limiting the application of in-cone logic locking techniques is the overhead in area,
power, and performance needed to add the locking elements to the circuit. Gate level
logic locking techniques are presented that reduce the overhead of logic locking, which
results in a 34.54% increase in performance, 41.50% reduction in power, and a 43.58%
reduction in area as compared to XOR-based logic locking methodologies.
When oracle guided attacks are considered as part of the threat model, the security
of in-cone logic locking techniques is signiﬁcantly reduced. The security of in-cone
logic locking against oracle guided attacks is, therefore, characterized. The analysis
is then utilized to develop three gate selection algorithms that result in an increase

xxxiv
of the average number of iterations to complete an oracle guided attack by 61.8%
when securing 5% of the logic gates of a netlist. The results demonstrate that while
the security of in-cone logic locking techniques is improved, oracle guided attacks still
prove eﬀective due to the logical masking of key gates within the circuit.
To increase the security against oracle guided attacks, a sequential logic locking
methodology utilizing hidden state transitions is developed. By reducing the information leakage of the structure of the circuit added to secure the IC, the key space
for an adversary to search greatly increases. The larger search space results in an
increase in the average expected time to determine the key from 48 hours to 1.64 x
1012 years for the ISCAS’89 s15850 benchmark circuit.
A methodology to increase the output corruption of out-of-cone logic locking techniques while maintaining a high level of security against oracle guided attacks is also
developed. The methodology results in an increase in the number of iterations required to complete a SAT attack for a 20 input circuit implementing a ﬂip function
by 34.41x over SFLL-HD n/4 and 82.36x over SFLL-Flex.
Overall, the methodologies presented in this dissertation increase the security
of logic locking while limiting the impact on power, performance, area, and design
time. The presented work, therefore, allows for the addition of security as a design
constraint, which provides a more secure cybersecurity landscape.

1
Chapter 1: Introduction

“I have always wished that my computer would be as easy to use as my
telephone. My wish has come true. I no longer know how to use my
telephone.”
– Bjarne Stroustrup

Technology continues to rapidly penetrate society, which, as Dr. Stroustrup suggests, has created more complex telephones. In addition to an increase in the diﬃculty
of utilizing technology, the increased complexity of technology has also resulted in various security vulnerabilities [1]. The vulnerabilities receiving most of the attention are
typically in the software layers of the computing stack, as shown in Fig 1.1. However,
the evolution of both the integrated circuit and the manufacturing process has led
to increased concern in the security of the hardware layers. Since the hardware layer
provides the foundation for computing, security vulnerabilities in the hardware pose
signiﬁcant concern across all higher layers of the stack.
The hardware layer heavily relies on integrated circuits (ICs), which are ubiquitous
in society today. Traditional uses of ICs, such as computers and cell phones, along
with more non-traditional applications such as smart refrigerators and lightbulbs,
provide entry points for adversaries to exploit. Ensuring the security of ICs, and
therefore the hardware layer, is vital to a secure technological landscape.
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Figure 1.1: Overview of the typical computing stack.
The chapter begins with an introduction to ICs, providing background into the
evolution of IC technology and drivers for the growth of the industry. The security
vulnerabilities of ICs are then introduced, along with an overview of countermeasures
that secure an IC.
1.1

The Evolution of the Integrated Circuit

The primary building block of all ICs is the transistor, where the fundamental
functionality of the transistor is simpliﬁed to that of a switch. All complex functionality of an IC, such as for computer and cell phone processors, is the on/oﬀ control
of these very fast switches.
The ﬁrst transistor, a point contact transistor shown in Fig. 1.2a, is most commonly attributed to John Bardeen, Walter Brattain, and William Shockley at Bell
Laboratories in 1947 [2–4]. The more common bipolar junction transistor was introduced just a year later by William Shockley in 1948 [2, 3, 5]. The point contact
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(a)

(b)

Figure 1.2: The (a) ﬁrst point contact transistor developed by Bardeen, Brattain,
and Shockley at Bell Laboratories in 1947 [2, 3] and (b) the ﬁrst integrated circuit
developed by Jack Kilby at Texas Instruments in 1958 [3].

transistor shown in Fig. 1.2a demonstrates that while the transistor was a monumental achievement, the size of the original device and the required wiring prevented the
integration of many such transistors to form a single circuit.
As an employee of Texas instruments in 1958, Jack Kilby changed the paradigm
of separately fabricating transistors by utilizing a single piece of material to integrate
multiple devices [6–8]. Placing multiple devices on a single substrate credited Kilby
with the production of the ﬁrst IC. While the IC developed by Jack Kilby integrated
multiple devices, external interconnects were needed to transmit signals between the
transistors, as shown in Fig. 1.2b. In addition to Jack Kilby, Robert Noyce concurrently developed an IC at Fairchild Semiconductor that was publicly disclosed a few
months after Kilby’s initial IC in 1959 [6–9]. The IC developed by Robert Noyce
Chapter 1: Introduction

4
integrated both the transistors and the interconnects within a single substrate to
form a monolithic process, which is more similar to the fabrication process utilized
to produce modern ICs [9].

1.1.1

Drivers of Integrated Circuit Development

Fairchild oﬀered early commercial ICs in the 1960s, three of which are shown in
Figs. 1.3a, Fig. 1.3b, and Fig. 1.3c. The small number of large size transistors in early
ICs, which is evident as individual transistors are visible in the microphotographs,
along with the cost to fabricate, limited the viable commercial applications. Only
customers with critical size and weight constraints, such as the NASA Apollo Guidance Computer [10–12], were able to justify the cost. As process technology advanced,
decreasing development cost and increasing functionality provided a catalyst for the
commercial adaptation of ICs.
As the IC industry continued to advance, there was a near doubling of the transistor count each one to two years, which is often referred to as Moore’s Law, after
Gordon E. Moore, who published a paper in the mid 1960’s describing the trend of
increasing transistor count [18–21]. The trend is evident from the data plotted in
Fig. 1.4, where there is a clear exponential increase in transistor count from 1971 to
2019.
The exponential growth in the number of transistors allowed for the integration of
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

(h)

Figure 1.3: The evolution of the IC from the Fairchild integrated circuits of the 1960’s
(a)-(c), to early Intel processors including the (d) 4004, (e) 8008, and (f) 80386, to
the Intel Pentium IV (g), and ﬁnally to the recent (h) Intel i7 Coﬀee Lake 6-core
processor [13–17].
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Figure 1.4: Number of transistors in select Intel processors from 1971 (Intel 4004)
to 2017 (Core i7-8700k Coﬀeelake) [22–42] and the 2019 AMD Epyc Rome processor
[43].

greater functionality, which resulted in an increase in the commercial market for ICs.
At a high level, the visual depiction of the increasing device density is evident from
the ICs shown in Fig. 1.3, where only system level blocks are discernible in modern
processors, such as shown in Fig. 1.3h, as compared to early ICs where individual
transistors are discernable.
In addition to the number of transistors on an IC, the scaling of the fabrication
process of the transistor provides signiﬁcant beneﬁts to other IC design criteria as
well. One criterion that improved signiﬁcantly is performance, as evident by comparing the 4700 MHz clock frequency of the Intel Coﬀee Lake Core i7-8700k 0.014
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Table 1.1: Evolution of Intel microprocessors from 1971 to 2017 [22, 28, 36, 38, 42, 44].

Processor

Year

Process
Technology
(um)

4004
80186
Pentium 4
Willamette
Core 2 Duo
Conroe
Core i7-975
Bloomﬁeld
Core i7-8700k
Coﬀee Lake

1971
1982

10
2

0.6
3

15
5

Maximum
Clock
Frequency
(MHz)
0.108
20

2000

0.18

75.3

1.75

1600

1

2006

0.065

65

0.85-1.5

3000

2

2009

0.045

130

0.8-1.3

3700

4

2017

0.014

95

1.385-1.437

4700

6

Power
Consumed
(Watts)

Supply
Voltage
(Volts)

Number
of
Cores
1
1

μm process to the 20 MHz clock of the Intel 80186 fabricated in a 2 μm process, as
listed in Table 1.1. In addition, until approximately 2006, process scaling allowed for
transistors to not only become faster but also consume less power and occupy less
area for each subsequent technology generation, which is often referred to as Dennard
scaling [45]. The ability to oﬀer better performance, power, area, and reduced cost
drastically increased demand for ICs, signifying the main drivers of the semiconductor
industry.
After 2006, novel circuit and architectural paradigms were introduced to further
improve the performance and functionality of the IC. One such shift was an increase
in the number of IC processor cores per die, with the early Intel Core 2 Duo processor containing two cores, while the more recent Intel i7-8700k includes six processing
cores, as listed in Table 1.1. The additional transistor count of more modern ICs, such
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as the i7-8700k, also resulted in increased application speciﬁc functionality, including
the integration of a graphical processing unit (GPU), advanced encryption standard
(AES) accelerator, and random number generator [44]. The focus on power, performance, area, cost, and functionality has undoubtedly lead to signiﬁcant technological
progress, however, the lack of security as a design objective leaves ICs vulnerable to
a variety of threats.

1.2

Introduction to Hardware Security

The optimization of the power, performance, and area of an integrated circuit is
becoming increasingly challenging to achieve as 1) scaling of transistor technology
is approaching physical limits, or in other words, the ability to reduce the size of a
transistor is becoming a challenge and 2) the complexity of ICs is increasing. As the
functional complexity of an IC increases, design ﬁrms must ensure that the development cost of an IC is minimized in terms of both time and resources. Meeting strict
time constraints requires a shift from a once vertical manufacturing process, where
the entire IC design, fabrication, and packaging was completed by a single entity, to a
horizontal process where multiple third-parties are involved in the design, fabrication,
and test of an IC [46].
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Figure 1.5: Typical IC development, manufacturing, and test ﬂow along with associated threats at each stage.

1.2.1

Security Vulnerabilities of a Horizontal IC Design Flow

One third-party entity within the IC design and manufacturing process is the
fabrication facility, which was formed due to the prohibitive multi-billion dollar investment required to establish an advanced fabrication node [47]. Another common
strategy when developing modern ICs is to utilize third-party intellectual property
(IP) in order to integrate advanced functionality without signiﬁcantly increasing the
IC design time [46]. In addition to third-party foundries and IP, third party tools
for electronic design automation (EDA) and third party testing facilities are utilized.
Finally, the ICs are potentially sold to untrusted end-users, which introduces a variety
of security threats to an IC.
A horizontal IC design and fabrication ﬂow is vulnerable to IP theft, counterfeiting and overproduction of ICs, and the insertion of harmful circuit modiﬁcations
(hardware Trojans). The threat models require varying levels of access and knowledge
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of the IC. In order to steal IP, an adversary must have access to an IC and be able
to reverse engineer the netlist of the circuit, where the netlist describes the types of
logic gates and the connections between gates. Counterfeiting an IC is distinct from
IP theft as an adversary is not required to possess the netlist. The use of the IC while
lacking possession of the netlist is reﬀered to as a black-box attack [48]. Having physical access to the IC allows for the counterfeiting and resale of a circuit. The threat
of overproduction describes an adversary that produces excess ICs, with the extra
ICs sold for additional proﬁt. In the case of overproduction, an adversary must have
the complete design speciﬁcation in order to fabricate the circuit. The insertion of
hardware Trojans also requires that an adversary gain knowledge on the design of the
circuit by either reverse engineering the netlist or through physical experimentation
and analysis.
An overview of the various untrusted third-parties within the IC design, manufacturing, and test stages is shown in Fig. 1.5. One of the foremost threats currently
facing the IC industry is the use of third-party fabrication facilities, as these facilities have access to the IC design and possess the required tools and knowledge to
reverse engineer the IC from the provided masks used to produce the IC [49]. Having
access to the photolithographic masks of an IC allows an untrusted foundry to steal
IP, counterfeit and overproduce ICs, and insert hardware Trojans into the circuit.
Another critical threat model to consider is an untrusted end-user, as IP theft and
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counterfeiting are viable vulnerabilities when direct access to a fully functional IC
and image based reverse engineering are available [49]. Untrusted packing and board
level testing facilities are of a similar threat as an untrusted end-user, as a system is
vulnerable to the replacement of the original ICs with cheaper or malicious components prior to delivery of the fully packaged circuit. The design stage, as shown in
Fig. 1.5, includes unique challenges as third party EDA tools, IP, and process development kits (PDKs) utilized for the eﬃcient design of an IC often contain black box
components or algorithms that are used by a trusted IC designer. The lack of access
to details regarding a component, tool, or process results in increased challenges of
determining if any malicious functionality is included.
At the very least, the threats pose a serious concern in terms of ﬁnancial loss.
The estimated percentage of the IC semiconductor market eﬀected by counterfeiting
is between 7% and 10%, equating to an estimated ﬁnancial loss of 22 billion dollars
in 2014 [50]. The monetary concerns are overshadowed by the potential harm caused
by an IC that does not function to design speciﬁcations. An IC that fails to meet the
original speciﬁcations results in increased system failure rates, produces logical errors,
and potentially includes hardware Trojans embedded in the circuit. Hardware Trojans
provide additional challenges as many diﬀerent attack vectors exist, including denial
of service, stealing information, and/or corrupting functionality [51]. The challenge
in security then becomes protecting against the wide variety of possible threats.
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1.2.2

Countermeasures to Security Threats

There are a variety of countermeasures that have been proposed for the threats described in Section 1.2.1. Overall, the countermeasures are divided into two categories:
1) attack detection and 2) attack prevention. Techniques for detection are based on
either on-chip or oﬀ-chip characterization to determine if a malicious modiﬁcation
was made to a circuit. Techniques for prevention typically modify the structure or
topology of an IC to increase the diﬃculty an adversary faces to execute an attack.

1.2.2.a

Detection

Both hardware Trojan detection and IP watermarking fall into the category of
detection. There are a variety of methods to detect foreign hardware or activity,
including adding circuits to increase the switching activity of components [52–54],
utilizing path delays [55–57], utilizing built in self-test [58, 59], and using side-channel
analysis [60–76].
The most prominent form of hardware Trojan detection is side-channel analysis,
where power, delay, electromagnetic (EM), and/or thermal information is utilized to
detect abnormalities in circuit functionality. For example, consider the noise signature
generated by a NAND gate as shown in Fig. 1.6. The diﬀerence in the voltage as
the various combinations of inputs are applied to the NAND gate provides a sidechannel that allows for the prediction of the executing operation of the circuit. Any
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Figure 1.6: Input dependent current noise generated by a NAND gate on the power
distribution network [77].
malicious modiﬁcation to the IC potentially alters the noise signature, which allows
for the detection of the malicious component. For example, the eﬀects of a hardware
Trojan integrated with a NAND gate are shown in Fig. 1.7. The transition of both
the Hardware Trojan and NAND gate from logic one to logic zero reveals the insertion
of malicious functionality.
While the example in Fig. 1.7 allows for easy detection of the hardware Trojan,
the original circuit and the Trojan circuit are of equal size. When the original circuit
is signiﬁcantly larger than the Trojan circuit, the diﬀerence in voltage noise on the
power network due to the activity of the Trojan becomes much more diﬃcult to
detect. Referring to Table 1.1, modern ICs include billions of transistors, whereas
a hardware Trojan is able to maliciously alter an IC with only a single transistor
[78]. The problem is akin to ﬁnding a needle in a haystack, as abnormalities in a
given signature are not easily detected. Process, voltage, and temperature variations
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Figure 1.7: Increased voltage noise on the power rail caused by activation of a hardware modiﬁcation when a) the non-Trojan NAND switches from 1-0, and b) both the
Trojan and non-Trojan NAND switch from 1-0.
also increase the diﬃculty of detecting a hardware Trojan as the Trojan free circuit
response also varies over time and for each IC produced.
IP watermarking introduces a signature to an IC that is ideally not detected by an
untrusted foundry, but at the very least is diﬃcult to physically remove from the IC
[79]. The two categories of watermarking techniques are described as 1) constraintbased watermarks and 2) ﬁnite state machine (FSM) watermarks. A generic constraint based watermarking technique is introduced in [80]. The technique is not
limited to a speciﬁc circuit parameter, but rather parameters such as clock frequency,
restrictions to the functionality of logic gates, or placement of logic gates allow for designs to be generated with a unique signature. Since no speciﬁc imposed constraint on
the circuit is required, the added constraint is diﬃcult for an adversary to determine.
Another method of inserting a watermark into a circuit is through modiﬁcations
to the FSM. The work described in [81, 82] both present methods that create a
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unique identiﬁer based on added sequences to an FSM. The work in [82] implements
a watermark utilizing the unused transitions of a state machine graph (STG) and
inserting a new sequence through the state space based on the unused transitions.
In [81], a unique string is generated that serves as an identiﬁer of the circuit. The
STG is then modiﬁed to include a transition to a speciﬁc state when the identiﬁcation
sequence is applied [79]. Watermarking techniques provide a way to detect if IP is
stolen, counterfeited, or overproduced, but do not oﬀer any means to prevent such
threats.

1.2.2.b

Prevention

The alternative to detection is to modify the IC to prevent a set of threats. Techniques that alter a circuit to prevent security vulnerabilities predominantly fall into
the category of obfuscation. Techniques that obfuscate a circuit mask portions of the
functional and structural information of an IC from an adversary. Possible circuit
properties to obfuscate include the connections between logical gates and the functionality of the logic gates, with an overview of split manufacturing, IC camouﬂaging,
and logic locking techniques provided in Chapter 2. By obfuscating portions of the
circuit, IP theft, IC counterfeiting and overproduction, and hardware Trojan insertion become more diﬃcult to execute. The remainder of the thesis focuses on attack
prevention methodologies due to the potential to protect against a wide variety of
threat vectors.
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1.3

Thesis Outline

The primary focus of this research eﬀort is the development of secure and low-cost,
in terms of overhead in power, performance, and area, logic locking methodologies.
Logic obfuscation is introduced in Chapter 2, with a discussion of split-manufacturing,
IC camouﬂaging, and logic locking. The content described in Chapter 2 emphasizes
in-cone logic locking methodologies as well as techniques to optimally select locations
to place logic locked gates or interconnects within the circuit. An overview of attack
vectors on logic locked circuits is presented in Chapter 3 with a discussion on sensitization attacks, hill climbing attacks, and satisﬁability (SAT) solver based oracle
guided attacks.
An introduction to out-of-cone logic locking techniques is provided in Chapter 4.
The out-of-cone techniques aim to address the vulnerabilities of in-cone logic locking to the attacks described in Chapter 3 by adding a circuit feedback path that
strategically corrupts, or corrects, the original primary outputs of the IC. Attacks on
out-of-cone logic locking techniques are also described in Chapter 4.
Background on sequential logic locking is provided in Chapter 5. Techniques that
partition the state machine into an obfuscated and functional mode are described.
In addition, methods that generate incorrect transitions within the original state
machine are discussed. Attack vectors on sequential logic locking techniques are also
presented in Chapter 5.
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Reducing the overhead of in-cone logic locking techniques through the development
of novel logic structures that allow for increased performance, reduced power, and
reduced area overhead as compared to XOR or look-up table (LUT) based in-cone
logic locking methodologies are discussed in Chapter 6. In addition, a technique to
expand the search space of a key sequence is described, which increases the diﬃculty
for an adversary to extract the key. For a locked AND gate, a reduction in power
of 41.50%, an estimated reduction in area of 43.58%, and an increase in performance
of 34.54% is achieved when using the developed gate level logic locking technique
instead of the LUT-based locking technique described in Chapter 2. The developed
logical structures reduce the cost of implementing in-cone logic locking, but do not
address the SAT based attack vectors described in Chapter 3.
A characterization of methods that increase the resiliency of in-cone logic locking
against SAT based attacks is provided in Chapter 7. The chapter begins with an
analysis of the parameters of the SAT solver that impact security and a characterization of the eﬀect netlist topology has on the overall security of the circuit. The
analysis of SAT solver parameters and logic structure is used to develop three novel
logic locking gate selection algorithms based on maximum fanout free cones (MFFCs) and gate controllability. Applying the MFFC algorithms with XOR, LUT, and
2x1 MUX based obfuscation resulted in an average increase of, respectively, 61.8%,
123.6%, and 38.5% in the minimum number of iterations required to complete the
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SAT attack across 1,000 diﬀerent variable orderings of the netlist while applying the
locking techniques to 5% of the gates of the circuit. In addition, the resiliency to the
SAT attack and the corruption of outputs when applying the developed algorithms
is compared with out-of-cone locking techniques, with results indicating that in-cone
techniques are only able to provide greater security for limited cases. The topologies
that are better suited for in-cone methods include circuits with a limited number of
inputs and with logic cones of large logical depth.
A methodology to increase the security of sequential logic locking is presented
in Chapter 8. Speciﬁcally, hidden state transitions and logic cone modiﬁcations are
utilized to further enhance the security of sequentially locked circuits. An algorithm
to insert hidden transitions and logic modiﬁcations into a netlist is developed that
results in an average overhead of 6.05% in area, 10.30% in power, and 8.97% in
performance across all of the ISCAS’89 sequential benchmark circuits. To modify
the logic cone with two altered minterms, the average increase in area and power,
beyond what is needed for the implementation of hidden state transitions, is 26.46%
and 30.30%, respectively, with no additional overhead in performance. The developed
algorithm that implements hidden state transitions for partitioned state machines is
the only current algorithm that protects against extraction of the transition between
the obfuscated and functional mode of the FSM, which results in an increase in
the number of paths an adversary must search to determine the key sequence that
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activates the circuit.
A novel out-of-cone logic locking methodology described as CORruption Adaptable Logic Locking (CORALL) is presented in Chapter 9. CORALL provides increased resilience to the SAT attack for circuits that require a large corruption of
outputs between the original logic cone and the modiﬁed logic cone of an obfuscated
version of the circuit. The CORALL architecture results in an increase in the number
of iterations required to complete a SAT attack for a 20 input circuit implementing
a ﬂip function by 34.41x over SFLL-HD n/4 and 82.36x over SFLL-Flex. CORALL
provides a large increase in the resilience against the SAT attack while also increasing
the percentage of output corruption by at least 40% over SFLL-HD n/4 and SFLLFlex. The improvement in the resilience of a circuit to the SAT attack is provided
with similar overheads in area and timing as compared to SFLL-HD. A 20% reduction
in area and a 2.14% increase in performance on average was observed as compared
to SFLL-HD when implementing the CORALL architecture utilizing four protected
cubes and a LUT size of four. An algorithm that generates protected cubes by applying iterative cofactors is also presented, which increases the resilience of the circuit
to the execution of structural attacks on the modiﬁed logic cone. The varying implementations of the logic structures of the perturb unit and the mapping of the logic
of the perturb unit into the LUTs of the CORALL architecture provide protection
against all known structural attacks.
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A summary of the primary contributions of this dissertation is provided in Chapter 10. The primary goal of this research eﬀort is the development of secure and
low-cost logic locking methodologies. The dissertation describes methods to generate
low overhead logic locking gates, characterize in-cone logic locking against the SAT
attack, and develop sequential and combinational logic locking techniques that are
highly resilient to SAT attacks while minimizing the overhead in power, performance,
and area when implementing the techniques on an unobfuscated IC. Therefore, the
material presented in this dissertation provides design insight to properly secure integrated circuits, which is vital to secure the cybersecurity root of trust.
Future research directions are provided in Chapter 11. Research directions into
evaluating the security of logic locking, validating the security of tamper proof memory, and developing eﬃcient algorithms to apply subtractive logic cone modiﬁcations
are discussed. Future work on the proposed areas will provide more secure and accessible logic locking methodologies.
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Chapter 2: Logic Obfuscation Techniques

The overarching goal of obfuscation is to limit the amount of information recoverable by an adversary. A comparable scenario is removing pieces from a puzzle to
obscure the image. If too few pieces are removed, or the pieces are of a unique shape,
an adversary is able to recover the puzzle image. Therefore, logic obfuscation techniques must carefully consider which portions of the circuit are to be obscured and if
the added security features leak information to an adversary. This chapter provides
an overview of the methodologies to obfuscate an IC, including 1) split manufacturing, 2) IC camouﬂaging, and 3) logic locking. The associated threat models and
security limitations of the techniques are also discussed. The chapter concludes with
a comparison of the provided security and circuit overhead when implementing the
three obfuscation methodologies.

2.1

Split Manufacturing

Split manufacturing divides the fabrication of an IC into two portions, one of
which is completed by a trusted foundry while the other is completed by an untrusted third-party foundry. A cross sectional view of an IC divided into front end of
the line (FEOL) layers and back end of the line (BEOL) layers is depicted in Fig. 2.1a.
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(a)

(b)

Figure 2.1: Partitioning of an IC for split manufacturing. The a) cross sectional view
and b) top view of a partitioned circuit are shown [83].
The FEOL layers include the advanced process technology features, such as the transistors and often metal layers 1 and 2, while the BEOL layers are fabricated in older
process nodes and include higher level metal layers. Allowing the untrusted foundry
to only produce the FEOL obfuscates information about connections between logical
elements within the IC, which prevents an untrusted foundry from knowing the entire
functionality of the circuit.
The primary security threat with split manufacturing is the amount of information provided by the FEOL layers [83], which an untrusted foundry has access to.
The information leakage primarily occurs due to the proximity between connected
components, which is utilized in [83] and [84] to determine the missing connections
of the BEOL. The proximity of connected components is the result of EDA design
tools optimizing the area, power and performance of the circuit.
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Figure 2.2: Application of the placement perturbation algorithm where (a) depicts
the original unmodiﬁed placement, and (b) gate A and gate B are swapped. Dashed
lines represent the missing connections to the BEOL and red lines indicate the gates
with the closest proximity to A and B, respectively. Wirelength is further reduced
from 70% overhead by the placement shown in (c) by applying a smaller perturbation
to gates A and B [85].

One source of information leakage is the physical direction of the unconnected interconnects in the FEOL. An unconnected vertical or horizontal interconnect provides
unintended information regarding the direction to search for the correct connection
point of the dangling interconnect. Creating only horizontal or vertical connections
in a given metal layer, such as shown in Fig. 2.1b, is one potential approach to reduce
the amount of information leaked regarding the connections of the interconnects.
The proximity of the unconnected interconnect to the devices in the FEOL also
provides an adversary with information since one objective of EDA algorithms is to
minimize wirelength. To reduce the amount of information leaked due to the proximity of devices, a placement perturbation algorithm is utilized in [85] that shifts
interconnects such that the nearest FEOL devices and corresponding wires are not
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always connected through the BEOL metal layers. An example of applying the technique is shown in Fig. 2.2, where the original connection shown in Fig. 2.2a is modiﬁed
such that gate A is closer to the FEOL connection location meant for node B as shown
in Fig. 2.2b. To further minimize wire length, the gate placement shown in Fig. 2.2c is
applied, which reduces the wirelength from 70%, as produced by the gate placement
shown in Fig. 2.2b, to 30% [85]. Preventing the overhead in wirelength due to the
false connections is also important as the adversary is able to deduce the operating
frequency of the IC from the clock source. Therefore, any connections that result in
a timing violation or cyclical logic connection within the IC allow an adversary to
eliminate possible connections [85].

2.2

IC Camouﬂaging

IC camouﬂaging aims to obfuscate a circuit by inserting gates that exhibit the
same structure as multiple diﬀerent logical functions. Therefore, an adversary reverse
engineering an IC observes a cell that is classiﬁed as a set of functions, rather then
one speciﬁc gate function. For example, consider the NAND and NOR gates, where
each is depicted in Fig. 2.3a, designed to appear identical to the other. An adversary
is not privy to whether the correct functionality is that of a NAND or NOR for the
given gate placement.
One methodology to camouﬂage an IC is to utilize dummy contacts, as shown in
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(a)

(b)

Figure 2.3: IC camouﬂaging of a gate with dummy contacts, where a depiction of
a) the top view of standard NAND and NOR gates and camouﬂaged NAND/NOR
gates, and b) the cross section of dummy and true contacts are provided [86].
Fig. 2.3b. When delayering the IC, an adversary only observes the top view of the
metal and poly layers. Assuming the limited resolution of the delayering process, an
adversary is not able to discern between a true contact and a dummy contact.
The primary limitation of IC camouﬂaging is due to the diﬀerence in physical appearance between camouﬂaged and non-camouﬂaged gates. Since camouﬂaged gates
result in signiﬁcant overhead in power, performance, and area, only a subset of the
gates of an IC are camouﬂaged [86]. An adversary is, therefore, able to replace the
camouﬂaged gates with a choice between the set of possible standard gates. An
oracle-guided attack utilizing a satisﬁability (SAT) solver is, therefore, possible [87],
which are discussed in greater detail in Chapter 3.
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2.3

Protecting Against a Diverse Threat-Model

As discussed in Section 1.2.1, the threat space for hardware security is diverse. An
untrusted foundry, testing facility, and end-user all are potential security vulnerabilities. Split manufacturing protects against a malicious foundry, however, there is no
means to thwart a malicious end-user. As such, an end-user has the ability to reverse
engineer and counterfeit an IC without any additional obstacles. IC camouﬂaging
protects against an untrusted end-user, but the foundry must be aware of the true
functionality of each camouﬂaged cell, or else the produced circuit will not function as
intended. Therefore, an untrusted foundry is able to steal and over-produce ICs. In
addition, the end-user is able to counterfeit the IC as the functionality of the circuit
is not impacted by the implementation of camouﬂaging.
An obfuscation methodology that provides security against IP theft, IC counterfeiting and overproduction, and hardware Trojan insertion must, therefore, follow
certain criteria: 1) The foundry must not have access to the entire design speciﬁcation, and 2) the circuit cannot be used as a black-box. If the foundry does not have
the entire design speciﬁcation, the diﬃcultly to reverse engineer the circuit and/or
insert Trojans increases signiﬁcantly. If the circuit cannot be used as a black-box, the
possibility to overproduce and counterfeit the IC is substantially lower as the correct
functionality is not achieved without input from a trusted party.
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2.4

In-Cone Logic Locking

Logic locking requires the application of a key to locked logical gates to allow for
the correct operation of the IC. The key is not known by the untrusted foundry or enduser without being released by the designer. Requiring a key within the IC to activate
correct functionality satisﬁes the security requirements described in Section 2.3, as
the integrated circuit is not completely released to the foundry and black-box usage
is not possible without the key. Logic locking, therefore, provides protection against
IP theft, IC counterfeiting and overproduction, and hardware Trojan insertion. An
overview of the diﬀerent methodologies, including strategies to optimally select nodes
to apply logic locking, is discussed in this section.

2.4.1

In-Cone Logic Locking Methodologies

The three primary in-cone logic locking methodologies are XOR-based [88], multiplexer (MUX)-based [89], and look-up table (LUT) based [90]. While the implementation of the three techniques varies, all three methodologies require a key as input
that, when incorrect, results in the erroneous functionality of the IC.

2.4.1.a

XOR-Based Logic Locking

XOR-based logic locking is implemented by inserting an XOR/XNOR gate after a
selected gate within a netlist, with a key bit as the second input to the XOR gate. An
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(a)

(b)

(c)

Figure 2.4: In-cone logic locking methodologies, including (a) XOR-based [88], (b)
MUX-based [89], and (c) LUT based [90].
example of locking an AND gate with an XOR gate is depicted in Fig. 2.4a. When
KEY0 is 0, the XOR gate acts as a buﬀer, whereas when KEY0 is 1 the XOR gate
acts as an inverter [88]. The KEY0 input to the XOR gate then controls the output
OUT0, which permits correct functionality only when the correct key input, logic 0,
is applied. The same concept is applicable to an XNOR with only a simple inversion
to the key input of the gate.
One concern with logic locking based on XOR/XNOR gates is that the correct
key is known when only an XOR/XNOR gate is inserted [89]. For example, observe
in Fig. 2.4a that the correct functionality of the AND gate is achieved when KEY0 is
set to 0. To prevent an adversary from determining the key bit, an inverter is added
before or after the key gate to further obscure the key. The goal is to bubble push
the inverter away from the key gate so that an adversary is unaware of the addition
of the inverter [89].
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2.4.1.b

MUX-Based Logic Locking

MUX-based logic locking utilizes the select inputs of a MUX as the key inputs,
as shown in Fig. 2.4b for a 2x1 MUX. The A input in Fig. 2.4b is then the original
net and B is a “false” input from another gate in the circuit. The inherent beneﬁt of
the 2x1 MUX-based locking technique as compared to the XOR-based technique is
that no additional inverters are needed to mask the key bits [89]. The challenge of
implementing the 2x1 MUX-based logic locking technique is selecting the false input,
as inputs to the MUX must be logically diﬀerent from one another a majority of
the time to be eﬀective. If the inputs to the MUX are of the same value for a high
percentage of the time, then a circuit with an incorrect key will not often diﬀer from
an activated circuit with the correct key applied.

2.4.1.c

LUT-Based Logic Locking

LUT based logic locking replaces a gate within the original netlist with the 4x1
MUX structure shown in Fig. 2.4c, which allows for the implementation of any 2input function. The logical function is implemented by setting the key inputs to
target values. For example, if KEY0, KEY1, and KEY2 are set to logic 0, and KEY3
is set to logic 1, then an AND gate is realized.
The LUT-based methodology provides two signiﬁcant beneﬁts over the XOR and
MUX-based methodologies. First, the key space is larger as each locked gate requires
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more than one key bit. The larger key space results in an increase in the number of
key combinations an adversary must attempt to deduce the correct key combination.
Second, the original gates in the circuit are replaced by the reconﬁgurable LUTs [90].
Replacing the original gates also oﬀers a distinct advantage over XOR-based logic
locking, as a portion of the gates are replaced with unknown functions, in contrast to
XOR-based locking which adds an XOR gate to the circuit, but does not remove the
original gate.
The cost for the larger key space comes in the form of a greater overhead in power,
performance, and area. Given a target overhead in power, area, and performance,
XOR-based logic locking allows for the insertion of a greater number of gates into
a circuit, which obfuscates a larger portion of the IC. An additional consideration
is that the original gate and a LUT that includes an incorrect key often share some
common functionality, which decreases the relative corruption of the output when
comparing between an activated and locked IC.

2.4.2

In-Cone Logic Locking Gate Selection Algorithms

In addition to the utilized logic locking technique, the selection of the nets within
an IC to lock is also critical. There are various gate selection algorithms utilized for
in-cone logic locking including 1) randomly selecting the nets within the circuit based
on the number of gates or overhead budget [88], 2) selecting gates to reach a desired
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Figure 2.5: Number of combinations P that an attacker must consider when a key of
size N is 128 for diﬀerent values of incorrect bits Q [89].

level of output corruption [89, 90], and 3) selecting gates to limit key sensitization
attacks [91].

2.4.2.a

Fault Analysis-Based XOR Gate Selection

The criteria to select which gates to apply locking on with the XOR/XNOR
methodology described in [89] is based on choosing locations that produce a 50%
Hamming distance. The Hamming distance, as relating to logic obfuscation, is the
number of bits that diﬀer between the correct circuit output and an output when an
incorrect key is applied. The methodology is such that the ambiguity an attacker sees
at the output of an IC is maximized. If the Hamming distance between an incorrect
output and a correct output is zero, then the attacker sees no ambiguity between
a locked and un-locked IC. Similarly, when the Hamming distance is equal to the
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number of output bits, the attacker is able to ﬂip all bits to produce the correct
output.
A combinatorial example,

N 
Q

, is shown in Fig. 2.5, where N is the number of

outputs and Q is the number of incorrect outputs. The maximum number of combinations occurs when Q = N/2, which is equivalent to a 50% Hamming distance, and,
therefore, motivates corrupting 50% of all outputs for every input pattern [89].
A fault analysis-based methodology is proposed in [89] to satisfy such a metric,
and is based on three key properties: 1) Fault excitation, 2) fault propagation, and
3) fault masking.
1) Fault excitation: When applying an incorrect key, an incorrect output is
generated at the location of the key gate. The incorrect output is modeled as a
stuck-at-0 (s-a-0) or stuck-at-1 (s-a-1) fault. For the obfuscated AND gate shown in
Fig. 2.4a, applying the inputs A = 0, B = 1, and KEY0=1, the locked gate produces
an output of 1. The correct operation of the circuit results in an output of 0 when
A = 0 and B = 1, which implies that the incorrect output is modeled as a s-a-1 fault.
2) Fault propagation: In addition to generating a fault at the output of a
locked gate, the observability of the fault at the output of the IC is also important.
A fault does not propagate if a controlling input is applied to a down-stream gate.
For example, consider an OR gate with an input A connected to a fault from a locked
gate and input B connected to a non-obfuscated node. If input B is 1, the output
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of the OR gate is 1 independent of input A. The fault no longer propagates towards
the outputs of the circuit.
3) Fault masking: An extension to fault propagation is fault masking, which
considers the eﬀect of applying multiple incorrect key bits on a given output bit. One
fault from a locked gate, therefore, potentially masks the fault from another locked
gate. For example, consider the AND gate shown in Fig. 2.4a, where input A is also
locked with an XOR-gate along with the output. If the key applied to the A input and
KEY 0 at the output are incorrect and input B is a logic 1, then the faults produced
by the two XOR gates cancel each other out.
A fault simulation tool is utilized to model the eﬀect of faults, but the primary
challenge is that the tools are only capable of modeling a single stuck-at-fault. The
limitation of the fault model is addressed by implementing a greedy and iterative
based insertion method that inserts one key gate at a time [89]. After the ﬁrst
iteration, the key bits are set to random incorrect values to limit the eﬀect of fault
masking.
A fault impact criteria is introduced in [89] to evaluate the eﬀect of locking a single
gate, which is provided as (2.1). The NO P0 term represents the number of patterns
that detect the s-a-0 fault, while NO O0 represents the number of output bits altered
by the fault. The eﬀect of a s-a-1 fault is also accounted for in (2.1).
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F ault Impact = (NO P0 ∗ NO O0 + NO P1 ∗ NO O1 )

(2.1)

The fault impact criteria is then applied, which is a sub-routine of Algorithm 1.
There are two primary phases to the algorithm. The ﬁrst is the location selection,
which computes the impact of the fault for each gate in the netlist and selects the
gate with the highest fault impact. The second, a modiﬁcation phase, inserts inverters
into the circuit based on a generated random number and replaces certain XOR gates
with XNORs.
In addition to the XOR based locking methodology, a fault-analysis selection
algorithm for 2x1 MUXes is also introduced in [89]. In order to ensure the true and
false inputs to the 2x1 MUX diﬀer for a signiﬁcant percentage of the input patterns
of the circuit, a contradiction metric, as given by (2.2), is introduced.

Contradiction M etric = (P0,true ∗ P1,f alse ) + (P1,true ∗ P0,f alse )

(2.2)

The probability of a 0 or 1 on the true input is represented as, respectively, P0,true
and P1,true . Algorithm 1 is modiﬁed to include the contradiction metric, which results
in Algorithm 2. The execution of the algorithm, to determine the false input for a
single locked gate, now requires a computation of the contradiction metric for each
net in the circuit that does not form a combinational loop with the net being locked.
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Algorithm 1: Fault analysis-based insertion of XOR/XNOR gates [89]
Input: Netlist, KeySize, EncryptionKey
Output: Encrypted Netlist
// Location Selection Phase
for i ← 1 to KeySize do
foreach gatej ∈ N etlist do
Compute FaultImpact;
end
Select the gate with highest FaultImpact;
Insert XOR gate and update the Netlist;
Apply the Test Patterns;
end
// Modification Phase
Generate R; // a random number
foreach bit i ∈ R do
if i == 1 then
Insert an inverter at the o/p of the corresponding key-gate;
end
end
GateType = EncryptionKey ⊕ R;
foreach bit i ∈ R do
if i == 1 then
Replace the XOR key-gate with an XNOR key-gate;
end
end

The computation of the contradiction method adds O(n) time complexity [89] to
an already time consuming algorithm. For the 2x1 MUX obfuscation technique, a
random Boolean value is chosen and the true and false inputs are ﬂipped accordingly
during the modiﬁcation phase of the gate selection algorithm to switch the value of
the key input.
The fault analysis-based insertion method achieves a Hamming distance of 50%
at the outputs in much less time than a random insertion methodology, as indicated
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Algorithm 2: Fault analysis-based insertion of MUXes [89]
Input: Netlist, KeySize, EncryptionKey
Output: Encrypted Netlist
// Location Selection Phase
for i ← 1 to KeySize do
foreach gatej ∈ N etlist do
Compute FaultImpact;
end
Select the gate with the highest FaultImpact as the true wire;
List of false wires = Φ;
foreach wire j ∈ N etlist andj = true wire do
if CombinationalLoop(j, true wire) == F alse then
ListOfFalseWires = ListofFalseWires ∪ j;
Compute Contradiction metric;
end
end
Select the wire with the highest contradiction metric as false wire;
Insert MUX and update the Netlist;
Apply Test Patterns;
end
// Modification Phase
foreach bit i ∈ EncryptionKey do
if i == 1 then
Connect true and false wires to the second and ﬁrst inputs of the
MUX;
end
end

by the results shown in Fig. 2.6. The results from the analysis of random insertion of
XOR and MUX gates is shown, respectively, in Fig. 2.6a and Fig. 2.6c. The results
from the characterization of the fault analysis-based insertion methodology are shown
in Fig. 2.6b and Fig. 2.6d for insertion of XOR and MUX gates, respectively. Note
the increasing challenge of achieving a Hamming distance of 50% for the 2x1 MUX
logic locking methodology.
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Figure 2.6: Hamming distance of the outputs of ISCAS benchmark circuits when
applying the correct key and a random incorrect key for a) random insertion and b)
fault analysis-based insertion of XOR gates, and c) random insertion and d) fault
analysis-based insertion of MUX gates [89].

Reducing the number of key gates to achieve a 50% Hamming distance results in
improved overheads in power, area, and performance when securing an IC with logic
locking. The average overhead in power of randomly inserting XOR gates to achieve
a 50% Hamming distance is 46.8% as compared to an unobfuscated equivalent circuit,
while the overhead in power when applying the fault analysis-based method is 25.9%
[89]. Similarly, the overhead in delay of the random XOR based method is 56.9%,
while logic locking implemented with the fault analysis-based methodology results
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in a 46.3% penalty in delay. Finally, the overhead in area of the random insertion
method on the ISCAS benchmark circuits is 80.3%, while the fault analysis-based
technique requires 65.3% greater area [89].

2.4.2.b

Observability Don’t Care Gate Selection

The work in [90] also utilizes the 50% Hamming distance criteria described in
Section 2.4.2.a. However, the gate selection algorithm provided in [90] diﬀers from
the selection criteria described in [89].
The selection algorithm described in [90] relies on node observability. Observability is a measure of the ability to discern the digital value of an internal node at
a primary output and is evaluated with observability don’t care (ODC) values [90].
Controllability is also considered in the algorithm, which is a measure of the ability
to control the value of a node from the primary inputs of the circuit. In addition, cut
height is used in [90] as a heuristic metric to select nodes, which is a measure of the
shortest simple height or nodal distance (number of gates in a logical chain) from a
primary input to a given gate.
The gate selection algorithm is provided as Algorithm 3. First, the ODC values
and height of each node in the logical network are calculated. Once the ODC values
are calculated, the nodes are sorted into topological order and the various logical cuts
are applied. A node is added to the cut and the children are then trimmed from the
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Algorithm 3: ODC cut based selection heuristic [90]
forall ni ∈ nodes do
Calculate ODC set of ni ;
Calculate height of ni ;
end
forall ni ∈ |nodes| in topological order do
Add ni to cut;
Trim children of ni ;
Cutscore[ni ] =
cutODCSum
max Height − 2 × cutHeight
| + (1 − α) × (
);
α× |
max Height
max ODCSum
end
Select best cut C;
forall ni ∈ C do
Tag ni ;
end

given node. The cutscore is then computed, which includes a weighting term α to
favor either the ODC or cut height. A component of the cutscore is calculated using
the 2 × cutHeight criteria, as nodes in the middle of the logical network are favored
for better controllability and observability [90]. When selecting a gate, moving farther
from a primary input reduces the controllability of a node, while moving away from
a primary output reduces the observability.
After calculating the cutscore for each node, the cut with the best score is selected.
The nodes are then marked for use during the technology mapping portion of the
modiﬁed synthesis ﬂow [90], completed with MVSIS, an open source tool from UC
Berkeley.
Similar to [89], the heuristic based selection methodology achieves a 50% Hamming
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Figure 2.7: Analysis of Hamming distance as a function of the percentage of gates
encrypted in a circuit [90].

distance at the outputs much quicker than the heuristic that applies random gate
selection, as shown in Fig. 2.7. On average, about 8% of the gates in the circuit were
encrypted to achieve a single cut, which eﬀectively produces a Hamming distance
close to 50%. The k2 benchmark circuit (1201 gates) required the largest overhead,
as measured by the number of selected gates, with approximately 20% of gates being
locked [90].
The security against an attack where the oracle is altered one key bit at a time
is also analyzed. The attack is performed by applying input patterns to the circuit
and observing the corresponding output patterns. The number of correct outputs is
then used to conﬁgure the inputs to a LUT. The process is repeated for each LUT
within the circuit. The analysis provides an evaluation of the value(s) of α that result
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Figure 2.8: Impact of α on the amount of information learned [90].

in the most secure circuit. The results of the analysis are shown in Fig. 2.8, and
indicate that the minimum average amount of information learned (thick line) occurs
at an α of approximately 0.5. The described attack applies principles of both a key
sensitization attack and hill climbing attacks, both of which are discussed in detail in
Chapter 3.

2.4.2.c

Strong Logic Locking Gate Selection

In contrast to the fault-analysis and observability don’t care gate selection techniques that target a 50% Hamming distance, the strong logic locking technique proposed in [91] aims to prevent the sensitization of the keys to the outputs of an IC.
The key sensitization attack introduced in [91] demonstrates that key extraction is
possible even when gate selection for logic locking is judiciously applied. Greater
Chapter 2: Logic Obfuscation Techniques

42

Figure 2.9: Example of mutable and non-mutable key gates. Key gates K1 and K2
are pairwise secure. K3 is mutable and can be sensitized to the output.

detail regarding the key sensitization attack is provided in Chapter 3.2.
To prevent a key sensitization attack, the algorithm proposed in [91] generates nonmutable key dependencies between the inserted key gates. A pair of non-mutable key
gates implies that one of the two key gates is not logically masked by a given input
pattern. An example is shown in Fig. 2.9, where key gates K0 and K1 are pairwise
secure, whereas K3 is sensitized to the output. To sensitize K1 to the output, the
other input to G2 must be known. However, since I2 is secured by K2, an adversary
is unable to determine the internal value of the second input to G2, which makes K2
non-mutable with regard to K1.
The logic locking gate K3 is mutable, as setting input I5 to logic 0 removes any
dependence on K3 at the outputs of the IC. In addition, by setting I3 to logic 0 and
I5 to logic 1, OUT0 is only dependent on K3 and I4, which allows an adversary to
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determine the correct value of K3. By creating pairwise security and avoiding mutable
key gates, the strong logic locking technique minimizes the amount of information
leaked though a key sensitization attack [91].
The algorithm utilized to generate high levels of pairwise security is provided
as Algorithm 4. The algorithm begins with an initialization phase by calling the
Initialize() function. The Initialize() function greedily chooses the node with the
highest convergence score, which is a measure of the number of converging nodes at
a given gate [91].
After initialization, groups of gates are generated that are pairwise secure, which
are referred to as cliques [91]. Pairwise security is checked ﬁrst by Theorem 1, which
states:
If node n1 and node n2 are pairwise secure, node n2 and node n3 are
pairwise secure, and n2 is a dominating key gate (more detail provided in
Chapter 3.2) of n1, then n1 and n3 are pairwise secure as well [91].
The utilization of Theorem 1 eliminates unnecessary computation by an automated
test pattern generation (ATPG) tool, which is required if Theorem 1 is not satisﬁed.
If the algorithm is unable to insert a pairwise secure key gate with the currently
inserted key gates, the algorithm returns to the initialization phase to start a new
clique.
The overheads in delay and power are dependent on whether or not the critical
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Algorithm 4: Strong Locking Locking [91]
Input: Original netlist, KeySize
Output: Locked Netlist
SETKG = {}; KeyGateCount = 0;
CLIQcur = {}; cliqueCount = 0;
Initialize();
while KeyGateCount ≤ KeySize do
Find the set C of new candidates for pairwise secure locations that have
not been marked as processed;
foreach Gatei ∈ C do
if Gatei is dominated by any key-gate in CLIQcur and Gatei is
pairwise secure then
Insert a key-gate at the output of Gatei ;
Add (Gatei , cliqueCount) to SETKG ; Add Gatei to CLIQcur ;
KeyGateCount += 1; Mark Gatei as processed;
break;
else
foreach KGj ∈ CLIQcur do
if Gatei and KGj are pairwise secure using ATPG then
mark Gatei and KGj as pairwise secure;
else
break;
end
if Gatei is marked pairwise secure with all key-gates in SETKG
then
Insert a key-gate at the output of Gatei ;
Add (Gatei , cliqueCount) to SETKG ; Add Gatei to CLIQcur ;
KeyGateCount += 1;
break;
else
Mark Gatei as insecure; Mark Gatei as processed;
end
end
if all gates ∈ C are insecure then
KGnew = Initialize();
if KGnew = {} then
break; //Terminate the algorithm
end

Chapter 2: Logic Obfuscation Techniques

45
path was secured. For example, when securing the ISCAS’89 s444 benchmark circuit, a 42% overhead in delay is incurred when utilizing strong logic locking whereas
only a 3% overhead in delay is incurred when utilizing fault analysis based insertion
[91]. However, for the c432 ISCAS’85 benchmark circuit, a 30% overhead in delay is
incurred when implementing strong logic locking while the fault analysis based gate
selection algorithm results in a 45% increase in area. The resulting overhead in area
due to the strong logic locking methodology is similar to that incurred when implementing the fault analysis MUX-based technique, where the average area overhead
for strong logic locking is 2.94% and the average area overhead of the fault analysis
MUX-based gate selection methodology is 2%, when 1% of the gates of a circuit are
locked [91].

2.5

Comparison of Logic Obfuscation Methodologies
Split manufacturing, IC camouﬂaging, and logic locking represent three diﬀerent

methodologies to obfuscate an IC. The overall objective of the three methodologies
is to remove critical design information available to an adversary. However, the
diﬀerences in the implementation of each technique results in dissimilar threat models
and overheads in power, performance, and area.
Splitting the IC design and manufacturing ﬂow into stages that include design,
fabrication, test and validation, and the end user, all three obfuscation techniques
are vulnerable to threats within at least one stage of the ﬂow as listed in Table 2.1.
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Table 2.1: Overview of protection split manufacturing, IC camouﬂaging, and logic
locking provide for the design, fabrication, test and validation, and end user stages
of the IC design ﬂow. The protection against each threat vector is rated from None,
meaning no protection is provided, to High, meaning signiﬁcant protection is achievable against that threat vector.

Threat Vector

Malicious Insertion
(Hardware Trojan)

IC Counterfeiting

IP Theft

Overproduction

Design Stage
Test &
Fabriction
Validation
Low
Low

Obfuscation
Type

Design

SM

None

IC CAMO

None

Low

Low

Low

Logic Locking

None

Low

Low

Low

SM

N/A

High

None

None

IC CAMO

N/A

None

None

None

Logic Locking

N/A

High

High

High

SM

N/A

High

None

None

IC CAMO

N/A

None

High

High

Logic Locking

N/A

High

High

High

SM

N/A

High

N/A

N/A

IC CAMO

N/A

None

N/A

N/A

Logic Locking

N/A

High

N/A

N/A

End User
Low

Note that none of the three obfuscation methodologies protect against the insertion of
hardware Trojans in the IC design phase. The vulnerability is due to the opaqueness
of using untrusted third parties in the design of a circuit including for IP integration,
EDA tools, and PDKs. Since the resulting IC fundamentally relies on the untrusted
features, adding any obfuscation measures does not provide additional security against
malicious modiﬁcations or use of untrusted third parties.
After the design stage of the IC manufacturing ﬂow, the logic obfuscation methodologies oﬀer some protection against the insertion of malicious circuitry as less is
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known regarding the correct operation of the circuit once obfuscation is added to an
IC. However, the level of protection against hardware Trojan insertion is described
as low in Table 2.1 since an adversary is still able to add malicious components to an
IC, even if modiﬁcations to the speciﬁc functionality of the circuit are more diﬃcult
to implement.
In the fabrication stage of the IC ﬂow, IC camouﬂaging does not oﬀer protection
from an untrusted fabrication facility as listed in Table 2.1. The requirement of
photolithographic masks for the production of the IC limits the protection against an
untrusted fabrication facility. Since the fabrication facility has the masks, the true
functionality for each of the obfuscated cells is known. Split manufacturing and logic
locking limit the amount of circuit information provided to a fabrication facility by,
respectively, 1) splitting the fabrication of a circuit between an untrusted and trusted
facility and 2) requiring a key to activate the correct functionality of the IC.
After fabrication, when the IC is undergoing testing or is in the ﬁeld (end user),
split manufacturing is vulnerable to counterfeiting and IP theft as all design information is available to an adversary that reverse engineers the circuit. IC camouﬂaging
prevents IP theft since the camouﬂaged cells are unknown, but is vulnerable to counterfeiting as the IC can be used as a black box, which allows an adversary to fabricate
a correctly operating circuit without knowledge of the internal functionality. Logic
locking protects against both counterfeiting and IP theft at both the test and end
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user stages by requiring a key to set the correct functionality of the circuit. Since
neither the test facility nor end user has the correct key without acquiring access
from the IC designer, logic locking protects against both threat vectors. Note that
the protection against counterfeiting is dependent on the life-cycle of the key. If the
key is set when activated and is not removed when the IC is stripped from a printed
circuit board (PCB), then counterfeiting is still possible.
While logic locking oﬀers protection against the widest variety of threat vectors,
the implementation of the technique results in the greatest overhead in power, performance, and area (PPA) of the three obfuscation methodologies. The additional
overhead is due to the required modiﬁcations/additions to the standard cells and the
logic to store and apply the key. The keys can be applied oﬀ chip, but additional
I/O overhead results. IC camouﬂaging typically requires less overhead than logic
locking as there is no key storage circuitry, while the modiﬁcation to the standard
cells results in similar overhead in PPA to logic locking. Split manufacturing provides the lowest overhead since standard cells remain unchanged and no key logic
is needed. However, the resulting overhead from split manufacturing is due to the
increased length of interconnects required to implement the technique. The longer
interconnects are a result of avoiding dangling interconnects and proximity leakage as
described in Section 2.1. The choice of obfuscation methodology is then dependent
on the threat vectors addressed and the tolerable overhead in PPA.
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Chapter 3: Logic Locking Attack Vectors

The introduction to logic locking provided in Chapter 2 demonstrates the implementation of key dependencies added to a circuit. Introducing a key dependency
changes the logical functionality of a circuit from that represented by the truth table
shown in Fig. 3.1a to the functionality given by Fig. 3.1b, where the set of possible
keys each represents a diﬀerent possible function at the output of the IC. When an
adversary is unaware of the correct output of the IC for a given input, determining
the key becomes very diﬃcult. The determination of the key is possible through 1)
bias in the algorithm implementing a given security technique, such as a skew in
the amount of key values that produce a given output, or 2) structural/topological
leakage of information regarding the key, such as only using XOR gates for a logic 0
key.
While the key is diﬃcult to determine when no input-output pairs are known,
the assumption that an adversary has access to an activated IC with the correct key
applied is reasonable. For example, an adversary is able to legitimately purchase an
activated IC to gain access to the correct input-output pairs. Access to an activated
IC with the correct key applied is referred to as oracle access, which provides black
box responses to input queries. For example, if an adversary applied input 010 to
the logical function shown in Fig. 3.1b, then an oracle response of 0 eliminates three
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(a)

(b)

Figure 3.1: Example of transformation of (a) original logic function to a (b) logic
locked functional representation.
possible keys. The focus of this chapter is to characterize three diﬀerent oracle guided
attacks, speciﬁcally, 1) hill climbing, 2) key sensitization, and 3) SAT solver based
attacks, and to analyze the beneﬁts and drawbacks of each attack from the perspective
of an attacker.
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3.1

Hill Climbing Attack

Hill climbing is an optimization algorithm that iteratively improves a solution by
1) generating possible solutions, 2) evaluating those solutions, and 3) applying the
solution with the best score. The steps of the algorithm are then repeated until the
desired solution is found or a pre-determined number of iterations is completed.
The hill climbing attack proposed in [92] utilizes random test vectors to iteratively
improve the eﬀective error rate of the circuit. The pseudocode for the hill climbing
attack is provided as Algorithm 5. The initial step sets each key bit to a random value.
The response of the circuit to a random bit is then evaluated with test(), and the bit
value (0 or 1) that produces the fewest diﬀerences when compared with the oracle
is kept. If there are no diﬀerences, then the circuit is evaluated with the correct()
function, which assesses the given key against a set number of oracle responses. If the
applied key and oracle match for the set number of responses, then the key is deemed
correct and returned. If the correct function returns that the key is incorrect, but no
diﬀerences were determined for the provided key bit ﬂip, then the algorithm resets
all key bits [92].
In the context of a hill climbing attack on logic locking, the correctness of an
applied key is evaluated based on the number of errors that are produced when comparing against the output from an oracle IC. However, the security of logic locking is
dependent on the number of input combinations to the circuit, where the total number
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Algorithm 5: Hill Climbing Attack [92]
Input: Locked Circuit: ckt, Patterns: patterns,
Expected Test Response: resp
Output: CK ∈ {0, 1}n
found = false;
while found do
CK ← list random{0, 1};
foreach random ck in CK do
resp1 = test(ckt(CK), patterns);
diﬀs1 = diﬀ(resp1, resp);
// flip one random bit
ck = !ck;
resp2 = test(ckt(CK), patterns);
diﬀs = diﬀ(resp2, resp);
if diﬀs1 < diﬀs then
// original value of random bit
ck = !ck;
diﬀs = diﬀs1;
if !diﬀs then
if correct(ckt) then
found = true;
break
end
end

is large enough that an adversary is unable to apply all possible input combinations
in a reasonable amount of time. For example, if there are 64 inputs to a circuit, then
exhaustively searching the number of possible inputs results in 264 combinations. If
the input patterns are applied at a rate of 10 GHz, then approximately 58 and a half
years are required to verify all input combinations on a single CPU.

Chapter 3: Logic Locking Attack Vectors

53
Since the number of possible input-output combinations is so large, the hill climbing attack is only able to explore a small portion of the possible input-output combinations for a given key. While the search potentially returns a key with zero errors
on the evaluated input-output combinations, there is no guarantee that the correct
key has been returned. As the number of inputs increases, the attack searches a
smaller percentage of all possible input combinations to the IC, which results in a
greater likelihood that a local minima is obtained when applying an incorrect key as
the analyzed subset of input-output pairs do not show any error. The hill climbing
attack is able to return an approximate key that evaluates well on a sub-space of the
input-output responses of the IC, but there is no formal bound on the number of test
patterns that are required to guarantee a correct key for a given circuit.

3.2

Sensitization Attack
The sensitization attack described in [91] generates testing patterns that propagate

the value of speciﬁc key bits to the outputs of the IC. The targeting of a single key
bit at a time is in contrast to the hill climbing attack described in Section 3.1, where
an entire key vector is applied and evaluated each iteration of the algorithm. The
advantage of the key sensitization attack is that each iteration results in the correct
determination of a single key bit, which provides partial information regarding the
circuit even if all key bits cannot be resolved.
The key sensitization attack targets four types of logical interference between key
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gates, which includes 1) runs of key gates, 2) isolated key gates, 3) dominating key
gates, and 4) convergent key gates. Interference based on runs of key gates, which
are multiple key gates in a row, results in a simpliﬁcation to the circuit and a reduction in the number of eﬀective keys. The simpliﬁcation results from the functional
equivalence of a run of key gates to a buﬀer or inverter [91]. Therefore, any number of consecutive key gates collapses to two possible functions, which permits the
replacement of a run of key gates by a single XOR key gate.
An isolated key gate describes the logical structure where the output of a key gate
is propagated to an output of the IC. An isolated key gate, therefore, results when no
other key gates with unknown key values exist in the logical path from the output of
the given key gate to a primary output of the circuit. An example of an isolated key
gate is shown in Fig. 2.9 that includes a key bit K3, since setting input I3 to logic 0
and input I5 to logic 1 allows an adversary to propagate the output of K3 to OUT0.
The output of the oracle IC for the given input test pattern then reveals the correct
value of K3.
A dominating key gate describes the logical structure where another key gate exists
in the transitive fan-in cone of the key gate under evaluation. In order to determine
the bit value of the target key gate, the other key gate within the transitive fan-in
cone of the target gate must be muted, which implies that the applied input pattern is
independent of the other key gate. Consider the example shown in Fig. 3.2, where K2
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Figure 3.2: Example of a dominating key gate K2. The key gate K1 must be muted
since the gate is part of the transitive fan-in cone of K2. Applying a logic 0 to I0 or
a logic 1 to I2 mutes the eﬀect of K1, which allows for the determination of K2 at
OUT0.
is a dominating key gate with respect to K1. The value of K1 is muted by applying a
logic 0 to I0 or a logic 1 to I2. After muting the value of K1, then the value of OUT0
is only dependent on K2.
Lastly, convergent key gates merge at a downstream node within the circuit. Just
like dominating key gates, one of the key gates must be muted in order for the other
key gate to be sensitized to an output of the IC. If both key gates are independently
mutable, which allows for the determination of the value of the other key gate, then
the gates are termed concurrently mutable. If the key gates must be muted in a certain
order, then the two key gates are termed sequentially mutable [91]. An example of
a sequentially mutable circuit is shown in Fig. 3.3, where both K1 and K2 converge
at G4. K2 cannot be muted in this example. K1 must, therefore, be muted ﬁrst to
determine the value of both key gates. Once K1 is muted by setting I5 to logic 1,
then the value of K2 is determined. K1 is then ascertained after setting K2 to the
determined value.
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Figure 3.3: Example of a sequentially mutable circuit. The key gate K1 must be
muted ﬁrst since K2 cannot be muted. Applying a logic 1 to I5 mutes K1 and allows
for the determination of K2 at OUT0 [91].

The pseudocode of the key sensitization attack that applies the four interference
rules is provided as Algorithm 6. Prior to the execution of the primary loop of the
algorithm, the check for runs of key gates is completed. If any runs of key gates are
found, the run is replaced by a single functionally equivalent key gate and the netlist
is updated.
For isolating, dominating, and convergent key gates, the attack relies on the generation of input patterns that are able to determine a given key bit. The algorithm
utilizes automatic test pattern generation (ATPG) to produce the patterns, where the
unknown key values are treated as don’t cares (logic X’s). More information regarding
ATPG tools and algorithms is provided in [93]. The attack ﬁrst prioritizes isolated
key gates within the loop, since determining the sensitization pattern of isolated key
gates is the most straightforward as no other key gates must be muted. If any key
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Algorithm 6: Key Sensitization Attack [91]
Input: Locked netlist, Functional IC, Key-inputs
Output: Original Netlist
Determine Runs of Keys;
Replace them with XOR gates;
Update Netlist;
for the remaining keys do
foreach Isolated Key do
Compute and apply sensitization pattern;
Determine Key-bits and update Netlist;
end
foreach concurrent sequential key do
if there exists a golden pattern then
Apply the golden pattern;
Determine Key-bits, Update Netlist, Break;
ApplyBruteForce(), Break;
end
foreach Non-mutable Key do
ApplyBruteForce(), Break;
end
end
ApplyBruteForce();
foreach possible key combination do
Generate random input patterns;
Simulate the patterns and obtain the outputs OPsim ;
Apply the patterns on IC and obtain the outputs OPexe ;
if OPsim == OPexe then
Valid Key = current key combination;
Update netlist;
end

gates are found to satisfy the criteria of an isolated key gate, the netlist is updated
by replacing the given key gate with a buﬀer or inverter depending on the correct
value of the key. Since the netlist is updated after each iteration a key is determined,
the type of interference of the key gates potentially changes, which implies that the
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classiﬁcation of the interference for each gate type must be redetermined before the
execution of the next iteration [91]. Concurrent and sequential gates are then evaluated, where the netlist is examined for an input pattern that exposes the value of
the key bit. An ATPG test pattern that determines the key bits for concurrent or
sequential gates is termed a golden pattern. If a golden pattern is not found, then a
brute force attack is executed to determine the given key bit. The remaining key bits
that are not determined fall under the category of non-mutable key gates, which also
require the execution of a brute force attack to ascertain the correct value.
As previously mentioned, the key sensitization attack provides a guarantee that
the determined key bit values are correct, which is a beneﬁt over the hill climbing
attack discussed in Section 3.1. However, there are many cases where non-mutable
key gates exist within a design. Under such scenarios, applying a brute force attack
to determine the key values quickly becomes ineﬃcient as the number of inputs is
increased. The key sensitization attack is then of most use when only a few nonmutable gates exist and the fan-in cone for the non-mutable gates has a limited
number of inputs. However, by judiciously selecting the key gates using the strong
logic locking gate selection algorithm described in Section 2.4.2.c, quite a few nonmutable key gates exist, which results in an ineﬃcient key sensitization attack.
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3.3

SAT-Attack

The example of the logic locked functional space shown in Fig. 3.1b indicates that
applying a single input pattern to an oracle IC prunes more than a single key. The
hill climbing attack evaluates a subset of the key space at a given time, which implies
that only certain columns are evaluated for the applied test inputs to estimate an
error rate. Therefore, the evaluated inputs are only used to constrain the current
keys under evaluation, which implies that the inputs are not optimally utilized to
constrain the key space.
The key sensitization attack discussed in Section 3.2 utilizes test patterns generated with an ATPG tool to ﬁnd input patterns that determine the value of key bits.
Each one of the applied input values eﬀectively constrains the key space by a factor
of 2 since the value of the key bit is constrained to either logic 0 or logic 1. When
test patterns are found that sensitize a single key bit to an output, such an attack
is eﬃcient since the number of input patterns required to determine the correct key
grows linearly with key size. However, the requirement of propagating the key bit
to a primary output becomes challenging, as discussed in Section 3.2, since key gate
insertion algorithms are able to create a large percentage of non-mutable key gates
that prevent the execution of an eﬃcient attack.
Satisﬁability (SAT) based attacks diﬀer as the attack simply selects an input
pattern and uses the oracle response as a constraint for the next iteration. Any key
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value that does not satisfy the constraint is not a part of the solution space for future
iterations, which allows for an eﬃcient use of each input pattern. Unlike the key
sensitization attack, SAT based attacks look for the set of generated constraints to
be satisﬁed as opposed to the logical propagation of a single key gate to an output
of the circuit. Therefore, groups of key sequences are able to inﬂuence the output,
and while a single key bit is not determined in a given iteration, the attack eﬀectively
constrains the functional space.
The backbone of SAT based attacks are SAT solvers, as the name of the attack
suggests. Boolean SAT solvers function by attempting to prove the existence of a
solution to a given problem, rather than searching for an optimal solution. SAT
solvers rely on a set of clauses, which collectively form the constraints applied to the
solver. For example, a set of clauses in conjunctive normal form (CNF) for a SAT
solver to solve are provided in (3.1). For the given example, one possible solution
that satisﬁes the clauses is A = 0, B = 1, and C = 1. However, switching B to logic
0 also satisﬁes the formulated clauses. More information regarding the eﬃciency of
SAT solvers resolving such constraints is available in [94] and [95].

(A ∨ B̄ ∨ C) ∧ (B ∨ C) ∧ (Ā)

(3.1)

The SAT attack presented in [96] relies on a miter circuit as the original problem
formulation provided to the SAT solver. A miter circuit logically represents two copies
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Figure 3.4: Miter circuit with replicated A and B versions of the reverse engineered
netlist that includes obfuscated gates. Corresponding outputs between the A and B
versions of the circuit are XORed. Each XORed signal is then passed to an OR gate
to check for any diﬀerentiating output.
of a locked reverse engineered circuit with each output of the two copies XORed for
equivalence checking. The outputs from the XORs are then connected to an OR
gate, as shown in Fig. 3.4. The logical representation of the miter circuit is eﬃciently
converted into conjunctive normal form (CNF) via a Tseytin transformation [97],
where the Tseytin transformation of an AND gate with inputs A and B and output
C is provided as (3.2). The CNF representation of the circuit is then provided to a
SAT solver.

(Ā ∨ B̄ ∨ C) ∧ (A ∨ C̄) ∧ (B ∨ C̄)

(3.2)

For the miter circuit to produce an output of logic one, there must be a diﬀerence
in the logical output between the two copies of the circuit. Since only the key values
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Algorithm 7: SAT Attack Algorithm [96]
Input: C and eval
→
−
Output: K C
i := 1;
→
− −
→ →
−
→
− −
→ →
−
F1 = C( X , K1 , Y1 ) ∧ C( X , K2 , Y2 );
→
−
→
−
while sat[Fi ∧ (Y1 = Y2 )] do
−→d
→
−
→
−
→ [Fi ∧ (Y1 = Y2 )];
Xi := sat_assignment−
X
−
→
−→
Yid := eval(Xid );
−→ −
→
−→ −
→
→ −
→ −
Fi+1 := Fi ∧ C(Xid , K1 , Yid ) ∧ C(Xid , K2 , Yid );
i := i + 1;
end
−→
→ (Fi )
KC := sat_assignment−
K1
diﬀer between the two copies of the locked circuit, the applied pattern represents an
input that is guaranteed to reduce the key space by at least one key sequence. This
is true as at least one key value diﬀers from the oracle response. The generated input
pattern is referred to as a distinguishing input pattern (DIP) [96].
The pseudocode of the SAT attack is provided as Algorithm 7. The notation
→
− →
− →
−
utilized to describe the combinational logic space is C( X , K , Y ) ⊆ BM +L+N , where
→
−
→
−
B is the binary domain of {0, 1}, X ∈ BM represents the M primary inputs, Y ∈ BN
→
−
represents the N primary outputs, and K ∈ BL represents the L key inputs.
The primary steps of the algorithm include 1) generation of a distinguishing input
pattern (DIP), 2) evaluation of the DIP on an oracle IC, and 3) adding the constraints
generated from the oracle response to the SAT model of the circuit. As previously
−→
→
−
→
−
→ [Fi ∧ (Y1 =

Y2 )], is
described, the generation of a DIP, Xid := sat_assignment−
X
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completed through the use of a miter circuit of the locked netlist obtained by reverse
engineering the IC. The generated DIP values are then provided to an activated IC
−
→
−→
as inputs, Yid := eval(Xid ), where the unlocked IC is utilized to determine the correct
outputs of the circuit for the given input pattern.
The applied inputs and resulting outputs generated from the oracle IC are then
propagated through the CNF equivalent representation of the locked IC netlist, leaving a set of logical constraints that are appended to the original SAT formulation,
−→ −
→
−→ −
→
→ −
→ −
Fi+1 := Fi ∧ C(Xid , K1 , Yid ) ∧ C(Xid , K2 , Yid ). The process of 1) DIP generation, 2)
evaluation on an oracle IC, and 3) adding input/output constraints to the SAT model
is repeated until no further generation of DIPs is possible.
An example of the algorithm executing on the circuit shown in Fig. 3.5 is provided.
−→
Evaluating the output y for the input vector X1d = (1,0,1) results in a logic one.
Adding the new input/output condition to the SAT solver eliminates (k1 ,k2 ) = (0,1)
−→ −
→
→ −
as a valid key combination since y = 0 when evaluating C(X1d , K1 , Y1d ). The next
−→
iteration of the algorithm selects X2d = (0,0,0), for example, that evaluates to y =
0, which forces k2 to 1 and leaves (k1 ,k2 ) = (1,1) as the only valid key combination.
One important result of the algorithm is that the actual key does not need to be
observed at a primary output. Rather, diﬀerences in correct and incorrect outputs,
independent of the value, result in the discarding of incorrect keys. The ability to
trim the keyspace with constraints generated through groups of key gates increases
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Figure 3.5: Encrypted circuit with (k1 , k2 ) = (1,1) [96].

the eﬃciency of SAT based attacks over key sensitization attacks, as no brute force
attacks are required.
The eﬃciency of the SAT attack is evident through the results shown in Fig. 3.6,
where six in-cone logic locking methodologies are evaluated. The evaluated logic
methodologies include random insertion (RND) [88], fault-analysis XOR (ToC’13/xor)
and MUX (ToC’13/mux) based insertion [89], observability don’t care selection LUTbased insertion (DTC’10/LUT) [90], strong logic locking (DAC’12) [91], and a technique to increase the switching probability of nets to facilitate hardware Trojan detection (IOLTS’14) [54]. Background material providing an overview of the RND,
ToC’13/xor, ToC’13/mux, DTC’10/LUT, and DAC’12 gate selection strategies is
provided in Section 2.4.2. The allowed overhead in area, as given by the number of
additional gates added to the original circuit, was set to 5%, 10%, 25%, and 50%.
DTC’10/LUT does not provide a means to limit the overhead in the area of the circuit, so only a single circuit topology was implemented, and the overhead was not
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Figure 3.6: Analysis of the execution time (left) and number of input/output combinations needed to decrypt the circuit (right). Each color represents a diﬀerent locking
technique and each marker represents a diﬀerent allowed percentage overhead [96].

analyzed. The ISCAS’85 and Microelectronics Center of North Carolina (MCNC)
benchmark circuit suites were utilized for evaluation.
A SAT attack executed on the ToC’13/XOR and DAC’12 logic locking techniques
resulted in the longest execution time to determine the key when the overhead in
area was set to 50%. However, the increase in time to decrypt the circuit is not very
signiﬁcant over random placement (RND). The LUT based technique (DTC’10/LUT)
requires more time to decrypt than other locking methodologies. However, the comparison with other techniques is not equivalent as the overhead in area and the number
of applied key bits is not known for the LUT based technique. When analyzing the
number of input-output pairs (DIPs) required to determine the logic locking key, the
DTC’10/LUT based technique provides the strongest results as measured by the minimum number of DIPs required to determine the key. As the state space of the LUT is
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Figure 3.7: Box plot of the runtime of Algorithm 7 [96].

larger than the XOR gate, the number of DIPs is expected to increase. The primary
concern from the results shown in Fig. 3.6 is that 95% of the evaluated benchmark
circuits were decrypted within 10 hours.
The box plot shown in Fig. 3.7 is provided as a means to analyze and compare the
security of various benchmark circuits [96]. The c2670 benchmark circuit provides
interesting results, as c2670 is relatively small, 1193 gates, but oﬀers one of the higher
levels of security as measured by time to decrypt. The AND-tree structure within the
circuit provides additional security against the SAT attack [96], which is discussed in
further detail in Chapter 7.

3.3.1

Partial Break Algorithm

In addition to the algorithm that attempts to fully decrypt a circuit, an algorithm
that partially-breaks the key is also introduced in [96]. Instead of attempting to
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Algorithm 8: Algorithm to partially decrypt a key value with SAT analysis
using an ILP formulation [96].
Input: C and eval
→
−
Output: K C
Cslice := f indSliceU singILP (C);
−→ −
→
−→ −
→
{(X1d , Y1d ), ..., (Xλd , Yλd )} := decrypt(Cslice , eval);
−→ →
→
− −
G := ∀λi=1 C(Xid , K , Yid );
−→
KC := f indBackbones(G)
determine the key across the entire circuit, a sub-set of the circuit, called a slice,
is utilized. By applying the algorithm on a slice, the primary memory needed to
decrypt the IC is reduced, which is a bottleneck for large circuits [96]. A slice of the
circuit must 1) contain the transitive fanin cone of each included output, 2) have a
transitive fanout cone of at least one key value, and 3) be limited to a fraction P
of the entire circuit, where a P of 0.3 was applied in [96]. A transitive fanin cone
includes all previous gates that connect to the inputs of the given node in a circuit,
and a transitive fanout cone includes all the nodes that are connected through the
outputs of a given node in a circuit.
An integer linear program (ILP) is formulated to maximize the number of key inputs contained within the slice [96]. The determination of the slice by applying integer
linear programming (ILP) is the ﬁrst step of pseudocode described by Algorithm 8.
The resulting slice is then provided to the decrypt algorithm, previously formulated
in Algorithm 7, which provides a set of distinguishing input-output combinations.
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The input-output constraints, given by G, deﬁne required conditions for the correct key. However, simply abiding by the constraints formed in G does not guarantee
the returned key decrypts the entire circuit. As a result, a set of backbones, key values
→
−
ki ∈ K that must be true in G (G =⇒ ki ), are determined to obtain individual key
bits. Such a case is observed for the example circuit shown in Fig. 3.5 when applying
the decrypt algorithm. For the given circuit, when (a,b,c) = (0,0,0), the output y
evaluates to 0, which leaves k2 = 1 as the only satisfying input. The assertion must
then hold for the entire circuit as well, implying that a portion of the correct logic
locking key was determined.
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Chapter 4: Out-of-Cone Logic Locking

The attack vectors on logic locked circuits described in Chapter 3 demonstrate
that an oracle guided attack is able to prune the key space. The eﬃciency of the
pruning of the key space is directly related to the number of keys eliminated from
the search space for each executed iteration of the attack. When utilizing the in-cone
logic locking methodologies discussed in Chapter 2, oracle guided attacks tend to be
eﬃcient as suﬃciently limiting the number of keys eliminated for each DIP is not
easily achieved.
Instead of inserting the key gates within the logic cone, as in-cone logic locking methodologies do, this chapter examines alternative techniques that control the
pattern of corruption induced by the insertion of logic locking. The typical circuit
resembles a structure similar to that shown in Fig. 4.1, where the ﬂip function ensures that corruption at the OUT net is strategically generated to prevent a single
DIP from signiﬁcantly pruning the key space. Since the ﬂip function exists outside
of the original logic cone, such methods are referred to as out-of-cone logic locking
methodologies [98–102]. By limiting the number of keys that produce an incorrect
response for each input to the circuit, attacks such as the SAT attack [96] are no
longer eﬃcient. Each iteration of the SAT attack produces a DIP that guarantees
that at least one key is eliminated from the key space. However, the attack is unaware

70

Figure 4.1: Generalized circuit topology to defend against the SAT attack utilized in
[98–101]. Signals represented by X, which are extracted from the inputs to the logical
cone or the internal signals of the logical cone, are combined with key signals K to
generate a function that controls the assertion of the ﬂip function.
of whether the generated DIP eliminates one or all but one of the keys, which implies
a reduced SAT attack eﬃciency if a given locking technique results in the elimination
of as close to one key per iteration as possible. The control provided by out-of-cone
architectures regarding the number of keys eliminated for each DIP is discussed in this
chapter. While the controlled corruption of out-of-cone logic locking methodologies
provides resilience to SAT attacks, the techniques also result in novel vulnerabilities,
which are also discussed in this chapter.

4.1

Methodologies that Implement Unmodiﬁed Logic Cones

The general operation of the ﬂip-function shown in Fig. 4.1 is that for each input pattern, the output is corrupted for speciﬁc key combinations. Two ﬂip function
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Figure 4.2: The ﬂip function of the Anti-SAT [99] technique where the two functional
complements g and ḡ are ANDed together. For the given circuit, the AND gate
implements g and the NAND gate ḡ.
techniques are evaluated: 1) Anti-SAT [99] and 2) SAR-Lock [98]. Both methodologies include a ﬂip-function that generates controlled corruption for each input-output
pair, but neither technique modiﬁes the original logic cone. Vulnerabilities of each
technique are discussed after describing the implementation of each methodology.

4.1.1

Anti-SAT

The Anti-SAT methodology described in [99] utilizes two complemented functions,
referred to as g and ḡ, to generate a ﬂip function. An example of Anti-SAT implemented on a simple circuit is shown in Fig. 4.2, where the g and ḡ functions are AND
and NAND, respectively. Since g and ḡ are complements of each other, no incorrect
output responses are observed when the applied key values are the same between g
and ḡ. For example, for the circuit shown in Table 4.1, K0, K5, K10, and K15 all
produce the correct circuit response, which corresponds to when the key to g and ḡ
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Table 4.1: The complete key space for the Anti-SAT ﬂip function shown in Fig. 4.2
applied to the original logic cone of an OR gate with inputs A and B.

Table 4.2: The reduced key space for the Anti-SAT ﬂip function shown in Fig. 4.2
applied to the original logic cone of an OR gate with inputs A and B.

match. However, when the keys to g and ḡ do not match, one input response is corrupted at the output of the function. To characterize the resilience of the technique
to the SAT attack, the key space given by Table 4.1 is reduced to that of Table 4.2 by
only retaining the unique columns of the table. Only unique columns are retained as
any DIP constraint that removes a single key also eliminates any key that results in
duplicate functionality, which implies no security is gained through having multiple
keys that result in the same functionality. The reduced key space shown in Table 4.2
demonstrates that each input response only results in a single incorrect output response, which forces an adversary to apply every input response to extract the correct
key. The resilience to oracle guided attacks then matches a brute force attack.
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Figure 4.3: Logic diagram of SAR-Lock, which utilizes a comparator to compare an
applied key value and the primary inputs of an IC. A mask function then prevents a
logic ﬂip when the correct key is applied [98].

4.1.2

SAR-Lock

The SAR-Lock technique [98] utilizes a comparator and a logic masking block to
create a point function structure as shown in Fig. 4.3. No error is observed in the IC
when the correct key is applied, whereas an incorrect key results in error for a single
applied input pattern. In order to ensure no error is observed when applying the
correct key, the mask sub-block must guarantee that the output of the ﬂip function
is 0 when the correct key is set. While the implementation of the mask function
is not described in detail in [98], a second comparator with a set key applied as an
input represents a circuit that masks the eﬀect of the original comparator. The only
input that then does not result in a ﬂipped output for a given applied key is the
masked response. The functional representation of the circuit is then described as
O = F (I) ⊕ ((I == K) ⊕ (I == Ks )), where O is the output(s) of the circuit, K is
the key inputs, and Ks is the correct key input [103].
The resulting key space from implementing SAR-Lock on a two input OR gate is
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Table 4.3: Key space of a two input OR gate logic cone locked with SAR-Lock [98]
with the logic mask occurring for input pattern 10.

provided in Table 4.3. Note that SAR-Lock provides the same property as Anti-SAT,
where only a single key is eliminated for each applied DIP. The use of the mask does
eliminate the evaluation of a single DIP, which provides a slightly less SAT resilient
topology. However, as the number of input responses increases, the reduction in the
number of DIPs by only one is insigniﬁcant when characterizing the SAT resilience
of the circuit. Note that SAR-Lock achieves a similar key space without the addition
of the non-unique columns that were observed in Anti-SAT, which allows SAR-Lock
to provide SAT attack resilience with fewer keys.

4.1.3

Vulnerabilities of Unmodiﬁed Logic Cone Methodologies

While the Anti-SAT [99] and SAR-Lock [98] techniques provide signiﬁcant resilience against the SAT attack, the introduction of a ﬂip function to the circuit
results in additional security concerns that include 1) removal attacks [103] and 2)
bypass attacks [104].
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Removal attacks [103] utilize the set structure of the ﬂip function added to control
the corruption when an incorrect key is applied. One type of removal attack targets the logical properties of the ﬂip functions utilized in Anti-SAT and SAR-Lock.
Both Anti-SAT and SAR-Lock, as implemented on the circuits shown in, respectively,
Fig. 4.2 and Fig. 4.3, utilize AND and NAND gates within the ﬂip function circuitry.
As AND and NAND gates include only a single input condition that leads to, respectively, a logic one or logic zero, the probability of a logic zero or logic one at
the output of the ﬂip function is highly skewed. The skewed probability is utilized
in the signal probability skew (SPS) attack [103] to ﬁrst determine the ﬂip function
and then to remove the circuit implementing the ﬂip function. Once the ﬂip circuit
is removed, the original logic cone is left, which implies that an oracle IC is no longer
required to determine the logic locking key.
The structure of the circuit implementing the ﬂip function also reveals information
that allows for the removal of the block. For example, the connections to the memory
elements storing the logic locking key further limits the key space an adversary must
search. The limited logic connected to the memory elements, therefore, allows for the
discernment of the circuit implementing the ﬂip function from the original logic cone.
In addition, the original logic cone is XORed with the ﬂip function at a primary
output of the circuit. If the synthesis tool does not suﬃciently integrate the two
logic cones, which is highly probable, then an adversary is able to directly isolate the
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original logic cone and the ﬂip function logic. The ability to partition the two logic
structures allows for the removal of the circuit implementing the ﬂip function.
Bypass attacks [104] to circumvent the errors induced by the ﬂip function when
applying an incorrect key have also been proposed. For example, consider the truth
table of the key space after implementing SAR-Lock, which is provided in Table 4.3.
Consider the case where two random keys are applied to the miter circuit of the SAT
attack, for example K0 and K3. Each of the two keys only diﬀers from the correct key
for only one input response, which implies that the miter circuit either returns input
pattern AB = 00 or input pattern AB = 11 as the DIP. The single oracle response
can then be used to correct either K0 or K3. For example, assume the input pattern
00 is returned. In this case, the oracle response is a 0, meaning that K0 is incorrect.
By adding a logic mask to prevent the logical ﬂip of K0 when 00 is applied, K0 now
functions as a correct key.

4.2

Modiﬁed Logic Cone Methodologies

To addresses the vulnerabilities of unmodiﬁed logic cone techniques to removal
and bypass attacks, modiﬁed logic cone methodologies modify the original logic cone
to provide incorrect functionality when the ﬂip function is removed. Early techniques
apply in-cone logic locking to modify and secure the logic cone, while the ﬂip function
provides the resilience to the SAT attack [98]. However, multiple attack vectors
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including 1) AppSAT [105] and 2) Double DIP [106], were developed to extract the
in-cone logic locking key without the need to determine the key used for the out-ofcone logic locking.
AppSAT [105] exploits the fact that out-of-cone techniques provide low output
corruption rates in comparison to in-cone logic locking techniques. AppSAT allows
the user to set the error threshold that is calculated after every n iterations of the
SAT attack, where n is also user deﬁned [105]. If the calculated error rate, which
consists of the evaluation of x random patterns, falls below a set error threshold, then
the attack stops. The early stop criteria of the attack prevents the generation of the
low error rate DIPs induced by the ﬂip function. Since the error threshold, n, and x
are all set by the user, there is no guarantee the correct key utilized for the in-cone
logic locking is returned. However, execution of the attack typically results in the
return of the correct key as shown in [105].
The method developed in [106] described as Double DIP instead forces DIPs to
eliminate at least two keys for each iteration of the SAT solver, which bypasses the
artiﬁcial corruption of the outputs generated by the ﬂip function and targets the key
of the in-cone logic locking elements. For example, consider the key space described
by the truth table provided in Table 4.3, where the ﬂip function generates only a
single error per input pattern. Adding in-cone logic locking increases the number of
corrupted outputs for each input pattern. Double DIP then targets the patterns with
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increased corruption, which allows for extraction of information regarding the in-cone
key while avoiding any ineﬃciencies due to the ﬂip function when executing the SAT
attack.
Methodologies that modify the logic cone directly without the use of key gates
are discussed in this section. For example, if the input pattern 00 of the original
circuit produces a logic 0 at the output under normal operation, changing the output
to a logic 1 requires modiﬁcations to the original functionality of the circuit. The
ﬂip function then corrects the output of the circuit back to a logic 0 when a correct
key is applied. For this scenario, attacks such as AppSAT and Double DIP do not
apply as the in-cone logic locking techniques no longer dominate the error rate in the
outputs. Three diﬀerent methodologies are examined in this section that modify the
original logic cone, which include 1) stripped functionality logic locking (SFLL)-HD,
2) diversiﬁed tree logic (DTL), and 3) SFLL-Flex. The structural vulnerabilities of
each approach are also analyzed.

4.2.1

SFLL-HD

The topology of the circuit implementing SFLL-HD, where HD stands for Hamming distance, is shown in Fig. 4.4. The original logic cone is XORed with a perturb
unit, which is shown in dashed lines in Fig. 4.4. For SFLL-HD, the perturb unit is a
Hamming distance checker that includes a set key. Any input to the circuit that is a
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Figure 4.4: Block diagram of the SFLL-HD logic locking technique, where the perturb
unit is shown within the dotted box and with the correct key labeled as K*. The
restore unit corrects any modiﬁcations introduced by the perturb unit.
speciﬁed Hamming distance away from the key value results in an incorrect response
at an output of the IC. After inserting the Hamming distance checker, the circuit
is re-synthesized to integrate the Hamming distance checker with the original logic
cone. The same Hamming distance circuit utilized as the perturb unit is also used
as the ﬂip function, which is now referred to as a restore unit [101] since the original
functionality is restored with the correct key.
The truth table indicating correct and incorrect output responses for two functional representations of an AND gate locked with SFLL-HD0 and SFLL-HD1 are
provided as Table 4.4 and Table 4.5, respectively. When locked with SFLL-HD0 , all
of the input patterns produce a single error except for the protected cube of AB = 01.
Therefore, if an adversary applies AB = 01 as a DIP, the correct key is determined.
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Table 4.4: Truth table of a two input AND gate locked with SFLL-HD0 and a correct
key of K1.

Table 4.5: Truth table of a two input AND gate locked with SFLL-HD1 and a correct
key of K1 or K2.

The security of SFLL is then dependent on the size of the input space, since a large
number of possible input combinations provides a low probability of picking the protected cube as a DIP.
Modifying the locking technique to implement SFLL-HD1 increases the amount
of errors to two for each applied input pattern to the circuit, as shown from the data
listed in Table 4.5. Since the size of the key space does not change, the resilience
against a SAT attack is reduced. Therefore, there is a trade-oﬀ between the resilience
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provided against the SAT attack and the resulting input-output corruption generated.
The SAT attack resilience of SFLL-HD is formally deﬁned by the number of protected cubes c, the number of key bits k, and the number of queries q the adversary
performs on an oracle IC. The provided security of SFLL-HD is estimated as given by
(4.1) [101]. As c increases, the probability of an adversary ﬁnding a protected input
cube also increases, which results in a decrease in the average number of queries that
must be completed to determine the key bits. When the Hamming distance parameter is set to a low value, which results in a small c, the number of calls to the SAT
solver, on average, becomes large for a suﬃcient key size k.

c
c∗q
c
c
... + k
≈ k
+ k
k
2
2 −1
2 −q
2

(4.1)

The strongest resiliency against the SAT attack occurs when the Hamming distance parameter is set to 0, as the number of protected cubes is 1. The number of
iterations to determine the protected input cube is then estimated as approximately
uniform, as calculated by (4.1). In addition, non-protected input cubes only eliminate
a single key for each DIP, which results in SFLL-HD0 providing a high resiliency to
the average SAT attack execution. However, the number of corrupted outputs when
comparing an unlocked and locked IC is very low, with only two of 2n input patterns
corrupted when an incorrect key is applied to the locked IC, where n is the number
of inputs. Low levels of corruption of the input output pairs cause concern as an
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adversary essentially possesses a working IC, especially if the IC is tolerant to rare
errors.
Increasing the value of the Hamming distance parameter of SFLL-HD results in
greater corruption of the circuit input output pairs as the number of protected cubes
expands to k choose h

k 
h

, where h is the selected Hamming distance and k is the

number of key bits. Instead of a single incorrect output, each non-protected cube
now yields an incorrect output for any key that is a Hamming distance h away from
the applied input vector. The protected cubes now produce correct responses for

k 
h

combinations of keys, instead of the single correct key provided by SFLL-HD0 . The
total corruption of the outputs of the circuit is now given by (4.2), where
deﬁnes the corruption produced by a non-protected cube and (2k −

k 
h

k 
h

/2k

)/2k denotes

the corruption provided by a protected cube. While the corruption increases for larger
HD values, DIPs generated by the SAT attack for non-protected cubes now eliminate
a greater number of keys, which results in greater eﬃciency when executing a SAT
attack.
k 
h
2k

(2k −
+
2k
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(a)

(b)

Figure 4.5: The diversiﬁed logic tree (DTL) (a) alterations to the logic tree and (b)
the high level corrupt and correct DTL topology [107].

4.2.2

DTL

The diversiﬁed tree logic (DTL) method proposed in [107] utilizes the comparator
based restore unit of SFLL-HD0 , but replaces select gates within the tree logic to
generate increased corruption at the outputs of the circuit. The modiﬁcations to the
tree logic and the overall structure of the methodology are shown in Fig. 4.5a. Similar
to the SFLL-HD methodology, the DTL topology shown in Fig. 4.5b utilizes a tree
structure with a set key to perturb the original logic cone. However, the DTL tree
structure with a set key is also a portion of the restore unit. Since the restore unit
is easier to identify due to the topological structure of the key logic, the adversary is
able to remove the DTL structure with the unknown key and still achieve the correct
circuit functionality. To avoid removal based attacks, the DTL tree structure with the
correct set key in the restore unit must be removed, leaving the DTL tree structure
with an unknown key to serve as the entire restore unit.
Chapter 4: Out-of-Cone Logic Locking

84
Table 4.6: Key space of the DTL logic tree with all AND gates within the logic tree
[107].

The logic space of a DTL tree implemented as a standard AND-tree toplogy is
shown in Table 4.6, and the resulting logic space when a single gate of the AND-tree
is replaced with a NAND gate is shown in Table 4.7. Note that the logic space does
not include the eﬀects of a protected cube, which inverts the logic 0s and logic 1s for
each protected input pattern. Just like SFLL-HD, the dimension of the key space is
limited to a maximum of 2n , where n is the number of inputs to the circuit. Since
the space is limited to 2n , modifying the tree topology with gate functions other than
AND reduces the SAT resilience of the circuit while increasing the number of errors
observed at the output of the IC.
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Table 4.7: Key space of the DTL logic tree with a single NAND gate within the ﬁrst
layer of the tree logic [107].

4.2.3

SFLL-Flex

In addition to SFLL-HD, SFLL-Flex is also introduced in [101], which modiﬁes the
restore unit to a look-up table (LUT). The altered topology implementing SFLL-Flex
is shown in Fig. 4.6. The metric evaluating the security provided by SFLL-Flex as
described in [101] estimates the amount of iterations required to determine a single
protected cube. When only analyzing the security of a single protected cube, the
estimated security of SFLL-Flex simpliﬁes to that of SFLL-HD given by (4.1).
Estimating the security of SFLL-Flex by measuring the number of iterations to
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Figure 4.6: SFLL-Flex topology with 3 inputs connected to the LUT restore unit and
three ﬂip function vectors serving three outputs [101].
determine all of the protected cubes no longer simpliﬁes to that of SFLL-HD. The
primary cause of the disparity in the security of the two techniques is due to the
resulting diﬀerences in the key spaces of the two methodologies. Unlike SFLL-HD
and DTL, adding an additional protected cube increases the number of key bits
applied to the circuit, which in turn increases the size of the key space. Since the
key space expands beyond 2n , where n is the number of inputs, the SAT resilience
does not degrade when adding a protected cube, which is observed from the key space
produced by SFLL-Flex for two protected cubes provided in Table 4.8.
While SFLL-Flex provides SAT resilience when the number of protected cubes c is
increased, the overhead in power, performance, and area of adding a single protected
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Table 4.8: Key space of SFLL-Flex for a two input OR gate with two protected cubes.

cube c at a time becomes prohibitive if attempting to increase the output corruption
of the circuit when an incorrect key is applied. The alternative means of increasing
the input-output pair corruption for SFLL-Flex is to reduce the amount of key bits k
protecting each cube. While decreasing k allows for an eﬃcient means of increasing
the output corruption, the SAT resilience of the circuit then decreases as the key space
an adversary must search is much smaller. For example, if requiring 50% corruption
of the input-output pairs of a logic cone, the key space k reduces to one. An adversary
is, therefore, easily able to brute force the combinations of the protected cube, as a
cube with only a single input dependency has two possible values.

4.2.4

Structural Attacks on Modiﬁed Logic Cones

There are a variety of proposed structural attacks to determine the key of a logic
locked IC [108–110] that target the ﬁxed and predictable structure of the modiﬁcations
made to the original, unobfuscated, logic cones of the circuit. The majority of the
structural attacks are developed for the SFLL-HDh topology. The current structural
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attacks are capable of identifying the perturb unit and extracting the hard coded key
without access to an oracle IC when resynthesis of the original logic cone to integrate
the perturb unit does not produce signiﬁcant topological mixing.
The work described in [108] proposes two diﬀerent structural attacks. The ﬁrst
structural attack is based on the unnateness of the perturb unit of SFLL-HD0 , where
the perturb unit simpliﬁes to a single comparator. A Boolean function is described
as positive unate with regard to x if switching x from 0 to 1, while leaving all other
variables unchanged, never results in the function switching from 1 to 0. A negative
unate function behaves exactly the opposite, where x transitioning from 0 to 1 never
results in the function switching from 0 to 1 when all other variables are held constant.
The perturb unit of SFLL-HD0 is a comparator, which consists of XNOR gates on
the ﬁrst layer of logic feeding into an AND-tree, which is shown in Fig. 4.5a, where
each gate of the tree implements the same logical function. For a given key applied
to the comparator, each input to the AND-tree is either in the positive (buﬀered) or
negative (inverted) form. For example, consider a three input function with inputs
A, B, and C and a protected cube of ABC = 101. The logic of the perturb unit is
then Ā ∧ B ∧ C̄. When A = 1, the output of the perturb unit is logic 0, which implies
that the function never switches from 0 to 1 when A transitions from 0 to 1, making
A negative unate. Following a similar analysis, B is positive unate and C is negative
unate. Whether the input variable is negative or positive unate then also leaks the
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value of the key bit, which allows for the extraction of the protected cube. Out of
the 20 circuits analyzed in [108], the protected cube was extracted from 18.
In addition, an attack on SFLL-HDh that utilizes properties of the Hamming
distance checker is proposed in [108]. The attack exploits the property of protected
cubes being a Hamming distance h away from the key. Therefore, two diﬀerent
protected cubes are 2h apart from each other since both inputs are h distance away
from the key and cannot equal one another [108]. Any bits where the two protected
input cubes agree must, therefore, represent a portion of the correct key [108]. The
work described in [109] also applies the 2h property to determine the key within i − 1
queries once the ﬁrst protected cube is found, where i corresponds to the number
of primary inputs. Once the attack ﬁnds the ﬁrst protected cube, the 2h input
patterns from that input pattern are utilized as DIPs until all the correct key bits are
determined. As an example, consider the key space produced by SFLL-HD1 with a
key of 010 as provided in Table 4.9. If the protected cube pattern of 011 is initially
determined, then the adversary is able to search the patterns 000, 101, and 110 that
are 2h distance from 011. Examining any two of the three 2h patterns then reveals
the correct key, since the constraints limit the SAT solver to picking K2 in Table 4.9.
A functional reverse engineering approach is utilized in [110] instead of the separation in the Hamming distance. The BSIM tool described in [111] is applied to
identify comparators and adders within the circuit, which constitute components of
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Table 4.9: SFLL-HD1 key space for a three input function with a correct key of 010.
The protected cube patterns are shown in red and the key value is shown in green.

the circuit that implement the Hamming distance perturb and restore unit, allowing
for a greatly reduced search space for the perturb unit logic.
Structural attacks are prevented using cryptographic techniques including one-way
functions and an AES block as described in [109] and [87], respectively. Both one-way
functions and AES increase the diﬃcultly of determining the input conditions of the
circuit from the output constraints, but do not integrate well with the original logic
cone. Therefore, modiﬁed approaches such as described in [110] allow for identiﬁcation
of the perturb unit, which is then simply removed, exposing the original logic cone
to an adversary.
The work described in [112] prevents structural attacks by intentionally inducing
a stuck-at fault into the original logic circuit. An example of applying a stuck-at-1
(sa1) fault to net N11 of the ISCAS’85 c17 benchmark is shown in Fig. 4.7. The
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(a)

(b)

Figure 4.7: The (a) unmodiﬁed ISCAS’85 c17 benchmark and (b) the c17 benchmark
with a stuck-at-1 (sa1) fault applied to N11.
introduction of the stuck-at fault guarantees modiﬁcation to the original logic cone
without requiring re-synthesis to implement the changes to the original circuit. Such
a technique is referred to as subtractive, as logic is removed from the original logic
cone rather than adding modifying elements that are integrated through resynthesis.
The primary drawback of the SFLL-Fault methodology is the run-time required to
select a fault that is correctable with a limited ﬂip function circuit, as over an hour
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was required per fault on the evaluated benchmark circuits [112]. The limitation is
illustrated from the circuit shown in Fig. 4.7b, where applying the sa1 fault results
in the simpliﬁcation of G4 and G5 to inverters and the elimination of G3 and N6.
Finding a location to insert the fault then requires the trial of many nets within a
circuit until one with few protected cubes is determined. The modiﬁcation of additive
measures to protect against structural attacks while limiting the overhead in design
time is discussed in Chapter 9.
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Chapter 5: Sequential Logic Locking

While the in-cone logic locking techniques described in Section 2.4 modify the
combinational logic, the methods discussed in this chapter lock the sequential logic
of an IC. Sequential logic locking techniques target a speciﬁc sequence of states or
the current state of a ﬁnite state machine (FSM) to alter the behavior of the circuit.
The chapter begins with an introduction to sequential logic and continues with a
discussion of sequential logic locking techniques and vulnerabilities.

5.1

Introduction to Sequential Logic

Traditional combinational logic depends only on the input applied to the circuit,
where applying a speciﬁc input pattern results in a corresponding output from the
circuit. However, many functions are not eﬃciently represented without feedback
from internal signals of the given function. For example, consider the combinational
circuit shown in Fig. 5.1b that outputs the next value from 0 to 3 when the enable
EN signal is high and outputs 0 when 3 (AB = 11) is applied to the inputs of the
circuit. When the EN signal is low, the circuit outputs the current values of A and
B to A_OUT and B_OUT, respectively. However, the circuit representation shown
in Fig. 5.1b can only output the next value. For example, applying AB = 00 when
EN = 1 only outputs 01. If the combinational circuit had to transition between
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(a)

(b)

(c)

Figure 5.1: The (a) truth table of a 2-bit counter with an enable (EN ) and inputs
A and B, (b) the combinational logic implementing the circuit, and (c) the unrolled
combinational circuit.

multiple values, such as from AB = 00 to AB = 11, the circuit must be replicated
twice to accommodate the transitions, as shown in Fig. 5.1c, which is referred to as
an unrolling of the circuit. The need to replicate the circuit results in signiﬁcant
overhead in area and power. Furthermore, the circuit shown in Fig. 5.1c also requires
additional inputs and outputs to provide adequate control of the functionality. For
example, to produce an output after one, two, or three executions of the circuit, the
A1 , A2 , A_OU T , B1 , B2 , and B_OU T signals all need to be accessible at the outputs
of the circuit.
To create a feedback path within the circuit, a ﬂip-ﬂop is utilized to provide a
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(a)

(b)

Figure 5.2: The (a) circuit symbol of a D ﬂip-ﬂop and (b) the corresponding truth
table representation of the functionality of the D ﬂip-ﬂop.

sequential dependency. The truth table and circuit symbol of a D ﬂip-ﬂop are shown
in Fig. 5.2. In the case of a D ﬂip-ﬂop, the state is only updated on the rising edge
of a clock CLK signal. The insertion of ﬂip-ﬂops into a circuit removes the need to
unroll the combinational logic, which results in the circuit shown in Fig. 5.3a. Not
requiring the unrolling of a circuit results in less combinational logic, which reduces
the power and area needed to replicate the functionality of the circuit. Another
beneﬁt of implementing the sequential circuit shown in Fig. 5.3a over the unrolled
combinational circuit shown in Fig. 5.1c is that the sequential circuit functions for
any number of time steps, whereas the unrolled combinational circuit provides an
output for only three iterations of the clock.
A function, such as that shown in Fig. 5.3a, that relies on the internal state
of a circuit is termed a ﬁnite state machine (FSM). In addition to the truth table
representation of the function shown in Fig. 5.1, an FSM is also typically represented
as a state transition diagram or graph. The state transition graph (STG) for the
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(a)

(b)

Figure 5.3: (a) A 2-bit counter with an enable bit represented with two D ﬂip-ﬂops
and (b) the corresponding state transition graph (STG) representation.

state counter circuit is shown in Fig. 5.3b.
The challenge of including an internal circuit state is that the state is not inherently observable or controllable through the primary inputs and outputs of the
IC, which results in challenges when testing the functionality of the circuit. A scan
chain structure is, therefore, inserted to improve the observability and controllability
of the internal states of the circuit. One implementation of a scan chain utilizes a
multiplexer (MUX) based architecture [113], as shown in Fig. 5.4a.
The inserted scan chain allows for the control and subsequent observation of the
internal states of the circuit using a shift register like structure. The typical activation
pattern of a scan chain is shown in Fig. 5.4b. The scan enable (SE) signal is ﬁrst
applied high to set the ﬂip-ﬂops to shift register mode. Data is then read in from the
scan input (SI) port shown in Fig. 5.4a. A slower frequency is applied in test mode
to limit the power consumption and control the temperature of the IC as the greater
switching activity during test mode results in as much as a 2x increase in the nominal
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(a)

(b)

Figure 5.4: Representation of (a) the mux-based scan circuitry implemented to output
the internal state of an IC, where the scan enable (SE), clock (CLK), scan in (SI), and
scan out (SO) signals are applied, and (b) the activation pattern of the scan chain.
When SE is high, the ﬂip-ﬂops form a scan chain and sequentially output the internal
state of the IC through the SO pin. Activation of the scan chain begins with SE set
to logic high to scan in and store a speciﬁc data pattern to the registers. SE is then
transitioned to logic low to capture the circuit response through the combinational
logic at the functional frequency of the circuit, and then switched back to logic high
again to scan out the test response.

power consumption [114]. The SE signal is then set to low, with the clock (CLK)
returning to a functional frequency to capture the at-speed response of the IC for the
input vector provided through the scan chain. After the response is captured, the
SE signal is once again set to high while the clock signal is returned to the frequency
used for test, which allows for the readout of the captured response through the scan
out (SO) port.
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5.2

Sequential Logic Locking Methodologies

The traversal through an FSM is dependent on the input, starting state, and state
transition logic. Finding a single sequence out of the many possible sequences within
the FSM, therefore, results in a large search space, which provides an opportunity
to enhance the security of the circuit. In addition, the fundamental component of
the SAT attack discussed in Chapter 3.3, speciﬁcally the SAT solver, struggles with
feedback paths within the logic as the solution does not converge to a single value.
Multiple methodologies to capitalize on the potential security provided by sequential
dependencies have been developed, with methods falling into two primary categories:
1) FSM partitioning, and 2) application of incorrect state transitions within the original FSM. Prior work in both categories is discussed in this chapter, along with
vulnerabilities of each methodology.

5.2.1

FSM Partitioning

When utilizing a key sequence to activate an IC, the adversary must be limited to
observe only partially correct circuit functionality before the key sequence is applied.
A method that allows for diﬀerences in circuit functionality based on an applied key
sequence splits the FSM into an obfuscated state space and a functional state space.
The division of the state space into obfuscated and functional modes is referred to as
FSM partitioning, where only the correct key sequence transitions the circuit from
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Figure 5.5: Modiﬁed FSM with an enabling sequence of P0, P1, and P2 required to
enter normal circuit operation [115].

the obfuscated state space to the functional state space. Varying methodologies to
create partitioned state spaces are described in this section.

5.2.1.a

HARPOON

An example of FSM partitioning is shown in Fig. 5.5, where correct operation is
only achieved after applying the key sequence of P0, P1, and P2. The depicted partitioning is implemented by applying the HARPOON sequential logic locking technique
[115], which utilizes modifying cells to alter the combinational logic response when in
obfuscated mode. The logical structure of a modiﬁcation cell is shown in Fig. 5.6a,
which alters the function based on the application of an enable signal. When the
enable signal is high, the output function of the modiﬁcation cell (fmod ) is altered to
f g, which prevents an adversary from achieving functional operation until the correct
start-up sequence is applied, as shown in Fig. 5.5.
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(a)

(b)

Figure 5.6: The (a) modiﬁcation cell structure and (b) control circuit diagram for
HARPOON [115].

The control of the obfuscated FSM is performed by the logic structure shown in
Fig. 5.6b, which combines the initial FSM state and the key bits stored in a ROM. The
output of the FSM is provided as input to a physically unclonable function (PUF),
which utilizes process variations present in each circuit to generate a unique signature
for each IC. Background material on PUFs and the various types of PUF structures is
provided in [116]. The output of the control circuit then activates the IP of the circuit
by correctly conﬁguring the modiﬁcation functions to operate within the functional
mode of the partitioned FSM.

5.2.1.b

Interlocking Obfuscation

Another partitioned FSM scheme is proposed in [117] that alters the functional
mode to rely on a code word as shown in Fig. 5.7. The path through the obfuscated
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Figure 5.7: Partitioned FSM methodology that generates a code word when transitioning through the states of the obfuscated mode. Transitioning from state 2 is
dependent on the value of the code word [117].

mode, the entry mode in Fig. 5.7, determines the value of the code word. The addition
of the obfuscated mode and the code word is performed at the register-transfer level
(RTL), which forces the logic synthesis tools to implement the functionality of the
modiﬁed FSM as a logical representation. For example, a circuit with four state
registers and a single input includes modiﬁed RTL that sets the code word to 0100 if
the current state is equal to 0010 and the input is equal to 1. Each state transition
modiﬁes the code word to a speciﬁc value, and if the circuit enters the functional
mode without the correct code word then an incorrect transition still exists within
the functional mode FSM. The incorrect transition is generated by XORing the code
word with the state value, which is equivalent to XOR based in-cone logic locking.
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5.2.2

Vulnerabilities of FSM Partitioning

Methods that implement partitioned FSMs are potentially vulnerable to FSM
extraction [118], fault-injection attacks [119–121], and structural leakage from the
inserted security logic elements. Techniques that execute FSM extraction explore the
state space through analysis and characterization of the state transition logic between
the registers of the FSM. As the size of the FSM increases, analysis of the possible
transitions becomes exponentially more computationally expensive, which reduces the
vulnerability of the FSM to extraction.
Execution of a fault-injection attack without knowledge of the FSM state transitions is possible, as the objective is to transition to the activated mode of the
partitioned FSM. However, the adversary must have knowledge of the states that
fall within the functional and obfuscated state spaces of the partitioned FSM. An
adversary is able to determine the starting state of the activated circuit by resetting
the IC in scan mode and reading out the state. Glitching the IC into the speciﬁc
starting state from the obfuscated state space, however, becomes progressively more
diﬃcult as the number of states increases. In addition, even if an adversary is able to
glitch into the starting state of the IC, the activation key sequence has not been determined or applied, which implies that the correct functionality of the circuit is only
observable until the IC is returned to the obfuscated state after a power-oﬀ event.
Fault-injection attacks are also thwarted by introducing black hole states to an
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Figure 5.8: Modiﬁed FSM with black hole states that never return to the original
state transition graph (STG) [122].

FSM, as shown in Fig. 5.8, which are never functionally exited, or gray hole states,
which are diﬃcult to functionally exit [122]. If an adversary glitches into a black hole
or gray hole state, the circuit does not function as intended. The inclusion of separate
keys for the obfuscated and functional modes of the partitioned state machine is also
possible, where even if an adversary is able to transfer into the functional mode,
applying an incorrect key in the functional mode transitions the FSM back into the
obfuscated mode [123].
The technique described in [117] prevents fault-injection attacks by requiring a
code word for correct operation when in the functional operating mode of the circuit.
The code is determined by the sequence applied during the obfuscated operating
mode, which implies that if the correct code is not entered when bypassing the obfuscated mode of the FSM with a fault, then the functional mode does not result in

Chapter 5: Sequential Logic Locking

104
proper operation. When considering full scan chain access and access to an oracle
IC, the code word for the technique described in [117] is vulnerable to a SAT attack,
as the key dependency is equivalent to XOR based in-cone logic locking. Additional
background on SAT based oracle guided attacks is available in Section 3.3. The determination of the code word provides the adversary with the activation key sequence
needed to reach the functional state space.
When an adversary has reverse engineered the IC, partitioned state machines require additional security against attacks that leverage the logical structure of the
circuit. For example, in the case of HARPOON [115], the interconnects that modify
the FSM are determined from the connections to the physically unclonable function
(PUF) and the read only memory (ROM). The ability to determine the added interconnects that connect to the logic modiﬁcation cells provides an adversary with
the information needed to remove the circuitry. In addition, the determination of the
state transition from the obfuscated mode to the functional mode is possible when
the starting state only includes a small number of logical connections. For example,
consider the example FSM shown in Fig. 5.5, where only S10 and S2 logically transition to the starting state S5. Since S10 and S5 both transition to S6, the only
possible transition from the obfuscated mode to the functional mode is S2 to S5.
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5.2.3

Introducing Incorrect State Transitions into the FSM

As opposed to generating distinct partitions separating the obfuscated and active
states of an IC, as was discussed in Section 5.2.1, the work described in [124–126]
implement modiﬁcations to the functionality of the original FSM. The FSM then
includes a mix of correct STG transitions as well as incorrect transitions that are
only taken when an erroneous key is applied. An overview of techniques that modify
transitions within the STG is provided in this section, as well as a discussion of
vulnerabilities.

5.2.3.a

Remote Activation of ICs

The work described in [126] alters the STG through state replication to prevent an
unauthorized user from gaining correct functionality of the IC. The modiﬁcations to
the circuit are shown in Fig. 5.9a, where an unclonable random unique block (RUB)
is inserted into the circuit. The topology of the RUB is shown in Fig. 5.9b, where
delay elements and arbiters are utilized to eﬀect the value of the output bits. The
variations in delay across diﬀerent ICs results in the RUB producing diﬀerent outputs,
which in turn generates unintended state transitions within an IC. For example, if
both outputs from a SEL element shown in Fig. 5.9b have the same delay, then the
arbiter theoretically ﬂuctuates between choosing each delay line. However, process
variations within the IC results in one line having more delay than the other, which
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(a)

(b)

Figure 5.9: A depiction of a (a) modiﬁed FSM with replicated states and RUB to
alter the state transition, and (b) block diagram representation of the RUB [126]. The
key bits are utilized to correct the output of the RUB to ensure correct transition.

results in a more consistent output from the arbiter. The path taken through the
RUB is then dependent on the individual variations in the paths of the IC. In order
to generate the correct state transition within the IC, the output of the RUB block
is XORed with the key value, as shown in Fig. 5.9a.

5.2.3.b

Revisiting Sequential Logic Obfuscation

A technique that forces an adversary to unroll the FSM by an additional number
of cycles is described in [124]. As discussed in the introduction to sequential logic,
each unrolled instance adds new logic and input signals, which expands the number
of constraints required by the SAT solver. The increase in the number of constraints
results in an increase in the time to solve the expression, which makes the SAT attack
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less eﬃcient. The number of times the circuit has to be unrolled is then deﬁned as
the minimum depth between the reset state and the locked state [124]. An example
FSM is shown in Fig. 5.10 that requires two time steps to transition from the reset
state rst to state s3 . Note that if the starting state is set to rst, then unrolling to
allow for a two time step window does not provide information on o3 as the shortest
path from rst to o3 requires three time steps. Since the adversary is unaware of the
number of time steps required to access each of the FSM states, the recovery of the
correct FSM by an adversary is, therefore, very diﬃcult. Rather, the SAT attack only
guarantees that the states that are reached within the amount of unrolled time steps
exhibit the correct response. The work described in [124] does not provide details
on the modiﬁcations required to the state transition logic that introduce incorrect
transitions. As previously discussed, if the state values are conditionally XORed,
then the key is vulnerable to the SAT attack. In addition, unrolling is only required
if access to the scan chain of an IC is restricted. Otherwise, modiﬁcation to the
starting state of the IC by an adversary allows all states to be reached within a single
time step.
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Figure 5.10: Modiﬁed FSM to increase the number of unrollings required to successfully execute a SAT attack when scan chain access is restricted [124].

5.2.3.c

Dynamic State-Deﬂection

The work in [125] utilizes dynamic state deﬂection, which transitions into a black
hole state cluster if an incorrect key vector is applied. The STG of an FSM utilizing dynamic state deﬂections is shown in Fig. 5.11a, where each state transition
is dependent on the applied key. When an incorrect key is applied to the FSM, a
mapping function M apF unc and rotation function RotateF unc are applied to dynamically alter the state bits. The M apF unc and RotateF unc determine the value
of the F lipReg and F lipOut vectors, which ﬂip the register values or output values,
respectively, with an XOR gate, as shown in Fig. 5.11b.

5.2.4

Vulnerabilities of Incorrect Transitions within an FSM

Under a threat model where all register values are accessible through the scan
chain, all of the sequential logic locking techniques that introduce incorrect state
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(a)

(b)

Figure 5.11: The (a) STG of an FSM implementing dynamic state-deﬂections as
proposed in [125] and (b) the circuit modiﬁcations that allow for dynamic state deﬂections.

transitions are vulnerable to SAT based attacks. The vulnerability arises as the
circuit is eﬀectively only secured through combinational locking, with the in-cone key
dependencies eﬃciently determined by SAT based attacks due to the logical masking
that results from the distinguishing input patterns (DIPs), which is discussed in
greater detail in Chapter 7.
In addition, the techniques described in [125] and [126] primarily account for
unauthorized activation assuming a black box model. However, under a threat model
where the IC is reverse engineered, the techniques are vulnerable to structural attacks,
where an adversary is able to identify the memory locations containing the key and
determine the added circuitry for sequential locking. In [126], the RUB circuitry may
be identiﬁed and removed, which allows an adversary to determine the key with a
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Table 5.1: Comparison of the vulnerability of diﬀerent sequential logic locking
methodologies to an unauthorized activation executed through fault-injection or
FSM extraction. The reverse engineering of an IC is also considered through structural/removal and scan chain access attacks.
Locking Methodology

Unauthorized Activation

Reverse Engineering

Fault Injection

FSM Extraction

Removal/Structural

HARPOON [115]

Medium

Medium

High

Scan Chain
High

Code Word [117]

Low

Low

Medium

High
High

Remote Activation [126]

Low

Low

High

Revisiting Sequential Logic Obfuscation [124]

Low

Low

Low

High

Dynamic State Deﬂection [125]

Low

Low

High

Medium

SAT attack. Similarly, the F lipReg signals described in [125] and shown in Fig. 5.11b
are vulnerable to structural attack, since the signals must be set to logic 0 for correct
functionality. The F lipLogic signals are then determined by a SAT attack as the
signals are generated with in-cone logic locking.
Depending on the implementation of the modiﬁcations of the FSM described in
[124], the implemented changes are potentially vulnerable to structural attack. As
discussed, if the original transition is XORed with a key, then eﬀective execution
of a SAT attack is possible when access to the scan chain is available. In addition,
modiﬁcations to the FSM made by comparing the state values and adding logic that is
dependent on the activation state are possible. If the added logic does not integrate
well with the original logic cone, then the identiﬁcation and removal of the added
logic exposes the original state transition logic to the adversary.
A summary of the vulnerabilities of various sequential logic locking methodologies that are based on partitioned FSMs and incorrect transitions is provided in
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Table 5.1. All of the developed sequential logic locking techniques provide resilience
against unauthorized activation when the adversary is not able to reverse engineer the
netlist. When utilizing HARPOON [115], fault injection attacks are a concern as no
modiﬁcations are made to the functional FSM. In addition, when the FSM is small,
extraction of the FSM is possible. However, executing an FSM extraction attack becomes less eﬀective as the size of the FSM increases. Since [117] modiﬁes the original
FSM, fault injection and FSM extraction will not recover the correct functionality of
the FSM.
While the discussed sequential logic locking techniques assist in preventing unauthorized activation, the techniques either exhibit structural vulnerabilities when the
threat of reverse engineering is considered, or the added security elements are neutralized through scan chain access. The development of a sequential logic locking
methodology that reduces the structural information of a circuit leaked through reverse engineering is described in Chapter 8 . In addition, the technique reduces the
amount of information provided through the scan chain.
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Chapter 6: Reduced Overhead In-Cone Logic Locking
While the attacks against in-cone logic locking described in Chapter 3 demonstrate
serious vulnerabilities, the attacks are only pertinent when an oracle activated IC
is available to an adversary. Many threat models, including those considered for
military ICs, may never be exposed to the public or untrusted third parties in an
activated state. For threat models where an oracle IC is not available, the gate
selection algorithms discussed in Chapter 2 are applicable to meet the given security
requirements.
The primary limitation of applying logic locking techniques when the threat of an
adversary gaining access to an oracle IC is not pertinent is the resulting overhead in
power, area, and performance of implementing the security features. For example,
the performance and area of standard un-obfuscated gates are listed in Table 6.1.
In addition, both the average power and average leakage power of the un-obfuscated
standard cell gates are provided in Table 6.2.
Table 6.1: Analysis of the propagation delay and area of standard cells from a 180
nm fabrication process.
Standard Cell
AND
NAND
OR
NOR
XOR
XNOR

Propagation Delay (ps)
69.79
36.71
92.90
42.09
91.23
106.7

Area (μm2 )
30.73
23.25
30.73
23.25
45.69
41.62
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Table 6.2: Analysis of the average and leakage power of standard cells from a 180 nm
fabrication process.
Standard Cell

Average Power (nW )

AND
NAND
OR
NOR
XOR
XNOR

70.40
72.67
64.52
96.85
148.0
204.6

Average
Leakage Power (pW )
192.5
149.7
252.3
193.6
455.3
527.6

Table 6.3: Analysis of the propagation delay, power, and area of XOR based logic
locking. Per-gate overheads are provided as percent increases over the standard cell
values listed in Tables 6.1 and 6.2.
Logic Cell
AND
NAND
OR
NOR
XOR
XNOR
Average

Prop. Delay (ps)
151.3 (116.8%)
127.6 (247.6%)
157.5 (69.54%)
134.3 (219.1%)
181.8 (99.27%)
201.3 (88.66%)
140.2%

Power (nW )
150.4 (113.6%)
142.2 (95.68%)
174.6 (170.6%)
168.5 (73.98%)
219.3 (48.18%)
226.3 (10.61%)
85.45%

Area (μm2 )
63.73 (107.4%)
63.73 (174.1%)
63.73 (107.4%)
63.73 (174.1%)
84.50 (84.94%)
84.50 (101.4%)
124.9%

The circuits presented are implemented in a 180 nm technology. The power and
performance were determined by matching the drive strength of the gates to ensure
a fair analysis between the standard cells and the equivalent logic locking topologies.
The following simulation characteristics were applied:
1. All simulations were completed with a load capacitance of 5 fF.
2. The worst case propagation delay is determined from the low to high and high
to low transient delays.
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3. The area was obtained from a layout of the implemented topologies.
4. The duration and input transitions are held constant for each gate to measure
average power.
5. The highest average leakage power is reported from all possible input combinations to a gate.

Note that for the analysis of the overhead of the XOR and LUT logic locking
techniques, no inverters were added after the XOR logic locking gates and no memory elements were used for the LUT based approach. The values provided for the
per-gate overhead of each method are, therefore, highly optimistic as compared to
implementations that include the inverters and memory.
The per-gate overheads in power, performance, and area of the XOR based logic
locking technique are listed in Table 6.3. Similarly, the overheads due to implementation of the LUT based logic locking method are listed in Table 6.4. The leakage
power for both the XOR and LUT logic locking techniques is provided in Table 6.5.
The large overheads in power, area, and performance indicated by the results
listed in Tables 6.3, 6.4, and 6.5 limit the use of the XOR and LUT logic locking
techniques in many IC applications. In addition, the large per-gate overhead in
propagation delay of implementing in-cone logic locking limits the acceptable signal
paths to place gates without decreasing performance. The total number of locked
gates placed in a circuit is limited by power and area constraints as well. As ICs must
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Table 6.4: Analysis of the propagation delay, power, and area of 4x1 MUX based
logic locking. Per-gate overheads are provided as percent increases over the standard
cell values in Tables 6.1 and 6.2.
Logic Cell
AND
NAND
OR
NOR
XOR
XNOR
Average

Prop. Delay (ps)
122.5 (75.53%)
124.6 (239.4%)
120.8 (30.03%)
126.8 (201.3%)
124.0 (35.92%)
124.6 (16.78%)
99.82%

Power (nW )
146.0 (107.4%)
157.0 (116.0%)
142.2 (120.4%)
158.8 (63.96%)
191.8 (29.59%)
191.7 (6.310%)
73.95%

Area (μm2 )
90.58 (194.8%)
90.58 (289.6%)
90.58 (194.8%)
90.58 (289.6%)
90.58 (98.25%)
90.58 (115.9%)
197.2%

Table 6.5: Analysis of the average leakage power of the XOR and LUT based logic
locking methods. Per-gate overheads are provided as percent increases over the standard cell values listed in Table 6.2.
Logic Cell XOR Leakage (pW ) LUT Leakage (pW )
AND
673.8 (250.0%)
895.8 (365.3%)
NAND
581.0 (288.1%)
841.8 (462.3%)
OR
661.5 (162.2%)
863.4 (242.2%)
NOR
648.9 (235.2%)
973.7 (402.9%)

meet performance, power, and area constraints, it is, therefore, imperative to reduce
the per-gate overhead of logic locking techniques.

6.1

Gate Level Logic Locking

The motivation for gate level logic locking is due to the large performance, power,
and area overheads associated with the XOR (see Fig. 2.4a) and LUT (see Fig. 2.4b)
based logic locking topologies. Consider a standard, non-locked, AND gate as a way
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to demonstrate the ineﬃciencies of current logic locking methodologies. The XOR
method shown in Fig. 2.4a adds an additional XOR gate after the AND gate to mask
OUT0 with KEY0. However, the data must now propagate through both the AND
and XOR gates, resulting in a reduction in performance. The added XOR gate also
contributes power and area over the original non-secured AND gate.
The LUT based approach replaces the AND gate with a 4x1 MUX structure as
shown in Fig. 2.4b, which is used to implement any two input function. While
the per-gate security is enhanced, the performance, power, and area are negatively
aﬀected by the additional transistors required to implement a given function. Two
novel gate level logic locking methodologies are described in this section that enhance
the security of a gate while also reducing the power, performance, and area overheads
as compared to both the LUT and XOR techniques.

6.1.1

Stack-based Topology

The ﬁrst topology is termed stack-based (see Fig. 6.1) as portions, or stacks, of
logic are turned oﬀ/on depending on the key input. The topology depicted in Fig.
6.1 functions as either a NAND or NOR gate depending on the value of KEY0.
When KEY0 is 0, the PMOS stack is activated allowing the gate to behave as a
NAND. When KEY0 is set to 1, the NMOS stack is activated and the gate behaves
as a NOR. Placing the KEY0 transistors on the OUT net of the gate reduces the
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Figure 6.1: Stack-based topology implementing a NAND or NOR gate depending on
the value of KEY0.

capacitance connected to OUT by essentially disconnecting one of the logic stacks
during execution. A smaller output capacitance reduces the performance and power
overhead of implementing stack based logic locking.
The NAND/NOR stack-based topology has two important characteristics: 1) The
ability to share common input-output combinations between implemented logical
functions, and 2) implementations that do not require negated inputs. For example, the NAND and NOR gates have the same logical output when inputs A and B
are both 0 or 1, which permits shared functionality as indicated by the ﬁne dashed
box (shared func.) shown in Fig. 6.1. The shared logic does not require a key transistor as the NAND and NOR produce the same output for both the 00 and 11 input
combinations. The ability to forgo the key transistor reduces the area, power, and
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performance overheads of utilizing the stack-based approach.
The second characteristic of the NAND/NOR topology, is not requiring negated
inputs of A and B, which removes two additional inverters from the circuit and further reduces the overhead of the methodology. The negated inputs are required if
a NAND/AND stack-based topology is implemented instead. The negated logic is
needed as the same input combinations must either turn on a PMOS or NMOS stack
depending on the key.
While both characteristics of the stack-based topology allow for the reduction
in the overhead in performance, power, and area of the NAND/NOR gate, sharing
the two common output cases when inputs A and B are both 0 or 1 reduces the
percentage of inputs that produce incorrect outputs when an incorrect key is applied.
Both characteristics that reduce the overhead must be ignored to achieve complete
output corruption when an incorrect key is entered, which results in a larger overhead
in power and performance.

6.1.2

Transmission Gate Topology

The transmission gate topology shown in Fig. 6.2 is better suited to completely
corrupt the outputs of the implemented circuit functions. The key value is passed
through the transmission gates, eliminating the additional key transistors required in
the stack-based topology. The removal of the key transistors reduces the overhead
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Figure 6.2: Transmission gate based topology implementing an AND/NAND depending on the values of KEY0 and KEY1.

in the performance, power, and area, making the transmission gate topology better
suited to replicate the functionality of the XOR based logic locking method.
The transmission gate topology shown in Fig. 6.2 implements either an AND or
a NAND gate depending on the values of KEY0 and KEY1. When KEY0 is 0 and
KEY1 is 1, the topology behaves as an AND gate. When KEY0 is 1 and KEY1 is
0, the topology behaves as a NAND gate. Note that if KEY0 and KEY1 are 0 the
AND/NAND topology produces a constant low on OUT. Similarly, a constant high
output is achieved when KEY0 and KEY1 are 1. The use cases for the two constant
outputs are described in Section 6.2.
The transmission gate topology is modiﬁed slightly to implement a locked OR/NOR.
For the AND/NAND topology, if logic low is applied to either input A or input B the
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value of KEY0 is passed to OUT. Similarly, when input A and input B are both logic
high, the value of KEY1 is passed to OUT. A logic locked OR/NOR gate is achieved
by passing the value of KEY0 when input A or B is logic high, and the value of KEY1
when inputs A and B are both low.
While the implementation of a NAND, AND, OR, or NOR gate with transmission
gate logic provides a means to reduce the power, performance, and area overhead,
locking an XOR or XNOR gate does not include the same logic simpliﬁcations. The
only simpliﬁcation that is possible for the XOR or XNOR gates is to eliminate one
of the key inputs by tying the KEY1 and KEY2 inputs in Fig. 2.4b together. The
reduction in the number of key values is beneﬁcial when routing congestion is a
concern.

6.2

Key Expansion

The transmission gate topology shown in Fig. 6.2 has the ability to output a
constant logic low or a constant logic high independent of the inputs A and B. The
number of key combinations an adversary must consider eﬀectively doubles when
utilizing the constant outputs of the transmission gate topology, while still achieving
the reduction in overhead provided by gate level logic locking. The ability to utilize
the constant outputs to expand the key search space of an adversary is coined key
expansion. Circuit topologies that utilize the constant low and constant high output
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Figure 6.3: Key expansion utilizing net KE as a standard key input.

of the transmission gate logic locking family to force an adversary to consider a larger
key search space are provided in this section.

6.2.1

Key Expansion Topologies

Key expansion is successfully included into a circuit when the expanded key appears to be a standard case of logic locking. As a result, one secured gate must not be
directly connected to the key input of another secured gate. The ﬁrst topology that
locks the input keys is shown in Fig. 6.3, where the net labeled KE represents the key
expanded net. For the topology shown in Fig. 6.3, A and B are inputted from nearby
nets, providing the appearance that the locked gate is a NAND or AND. However,
when KEY0 is equal to KEY1, a constant value is generated on KE, essentially replicating the XOR based logic locking technique. The topology shown in Fig. 6.3 also
functions when the XOR gate is replaced by another standard gate such as an AND
or OR. For the case that the XOR is replaced with an OR, if a controlling value is
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Figure 6.4: Key expansion topology with two NAND/AND gate level logic locking
gates.

generated on KE, then OUT0 is a corrupted version of the output of the OR gate.
Another topology that allows for key expansion is shown in Fig. 6.4. The output of
a gate level logic locking instance is connected to one of the logical inputs of another
locked instance. The topology appears to be a standard logical connection within
the circuit, however, key expansion is implemented by holding the KE net constant.
When KE is held at a constant high, OUT0 is either C, the inversion of C, a constant
0, or a constant 1 depending on the values of KEY2 and KEY3. The AND/NAND
structure no longer functions as an AND/NAND gate, forcing an adversary to explore
more key input combinations.
The topology shown in Fig. 6.5 is an expanded use case of the topology in Fig. 6.4.
Instead of directly connecting the output of one locked gate to another, a controllable
path within the circuit is used to disguise the use of key expansion. The modiﬁed
circuit makes it more diﬃcult for an adversary to associate the given topology with
key expansion.
While the presented key expansion topologies present opportunities to utilize the
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Figure 6.5: Controllable path insertion to mask key expansion.

constant output cases of the transmission gate logic locking, the overheads of the
topologies are larger than a standard locked gate. As such, the ideal circuit candidate
is one that already includes the budget for the implementation of the XOR or LUT
based logic locked techniques. For example, the c432 ISCAS benchmark implemented
with the fault-based XOR logic locking technique has a performance overhead of
approximately 10%, a power overhead of 55%, and an area overhead of 57% [89].
Although the impact on performance requires further investigation, the use of gate
level logic locking reduces the power overhead to an estimated 32.3% and the area
overhead to 45.7% for the same implementation. The 22.7% diﬀerence in the power
overhead and 11.3% diﬀerence in the area overhead are available for key expansion.
The reduced overhead of gate level logic locking permits the addition of key expansion
to further increase the key combinations an adversary must search while maintaining
a similar overhead budget to current methodologies.
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Table 6.6: Propagation delay, power, and area analysis of the AND/OR implemented
with stack-based logic locking. Percent improvements over XOR and LUT logic locking are listed.
Comp. Logic Cell Prop. Delay (ps)
AND
119.8 (20.82%)
XOR
OR
116.7 (25.90%)
AND
119.8 (2.204%)
LUT
OR
116.7 (3.394%)

Power (nW ) Area (μm2 )
80.72 (46.33%)
41.62 (34.77%)
79.87 (54.26%)
80.72 (44.71%)
41.62 (54.05%)
79.87 (43.83%)

Table 6.7: Propagation delay, power, and area analysis of the NAND/AND implemented with transmission gate logic locking. Percent improvements over XOR and
LUT logic locking are listed.
Comp. Logic Cell Prop. Delay (ps)
AND
80.19 (46.99%)
XOR
NAND
98.54 (22.77%)
AND
80.19 (34.54%)
LUT
NAND
98.54 (20.91%)

6.3

Power (nW ) Area (μm2 )
85.41 (43.21%)
51.10 (19.81%)
101.0 (28.97%)
85.41 (41.50%)
51.10 (43.58%)
101.0 (35.67%)

Evaluation of Power, Area, and Performance

The improvements in the power, propagation delay, and area for both the stack
and transmission gate topologies are described in this section. The drive strengths of
the locked cells were matched with those of the XOR and LUT based logic locking
techniques. In order to match the drive strength, an inverter was added to the
output of both the stack and transmission gate topologies. The functionality of the
stack-based design is therefore an AND/OR gate as opposed to a NAND/NOR. The
improvement in performance is described as a reduction in propagation delay. An
analysis of the average power and average leakage power is provided for each gate.
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Table 6.8: Propagation delay, power, and area analysis of the NOR/OR implemented
with transmission gate logic locking. Percent improvements over XOR and LUT logic
locking are listed.
Comp. Logic Cell Prop. Delay (ps)
OR
86.99 (44.77%)
XOR
NOR
96.77 (27.94%)
OR
86.99 (27.99%)
LUT
NOR
96.77 (23.68%)

Power (nW ) Area (μm2 )
91.44 (47.63%)
51.10 (19.81%)
88.00 (47.78%)
91.44 (35.70%)
51.10 (43.58%)
88.00 (44.58%)

Table 6.9: Analysis of the average leakage power of the stack-based AND/OR and
transmission gate based AND/NAND and OR/NOR topologies. Percent improvement over the XOR based topology are listed.
Logic Cell Stack (pW ) Trans. Gate (pW )
AND
226.8 (66.34%)
405.1 (39.88%)
NAND
371.6 (36.04%)
OR
181.2 (68.81%)
528.2 (20.15%)
NOR
494.6 (23.78%)
The area improvement is based on an area estimate determined from a layout of the
locked gates as compared with layouts of the XOR and LUT locked methods. The
improvements over the XOR and LUT based logic locking techniques are listed in
Tables 6.6, 6.7, and 6.8 for, respectively, an AND/OR, NAND/AND, and NOR/OR.
The average leakage power of each of the topologies and the percentage improvement
over the XOR based technique is listed in Table 6.9. A comparison with the LUT
based technique results in larger improvements, as the LUT leakage power provided
in Table 6.5 is greater than the XOR based logic locking.
The results demonstrate a substantial reduction in the performance, power, and
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area overheads associated with locking a gate. The reductions allow for an expanded
key search space to further deter adversaries without increasing the overheads of
current logic locking methods. In addition, the lower per-gate logic locking overheads
allow for the placement of locked gates closer to the critical timing path within a
circuit.
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Chapter 7: Characterization of In-Cone Logic Locking Resiliency Against
the SAT Attack

When the IC design and manufacturing threat model includes susceptibility to
oracle guided attacks, as discussed in Chapter 3, gate selection of in-cone logic locking
techniques is of greater importance. The modiﬁcations to logic locking gate selection
algorithms that allow for increased resilience against the SAT attack and whether the
increased resilience provides suﬃcient protection against oracle guided attacks are
described in this chapter.
In order to provide a more robust analysis of security, the chapter begins with an
analysis of SAT solver parameters that eﬀect the measurement of SAT attack security,
and an analysis of the impact logic structure has on the eﬃcacy of the SAT attack is
provided. The analysis of in-cone logic locking is utilized to develop a gate selection
strategy based on maximum fanout free cones (MFFCs) and gate controllability for
the insertion of XOR gates, heterogeneously sized LUTs, and 2x1 MUXes. Guiding
principles to limit the generation of superﬂuous keys are also provided. The developed
in-cone MFFC based selection algorithms are compared to the out-of-cone stripped
functionality logic locking (SFLL) technique [101], discussed in Chapter 4, with regard
to SAT security and corruption of circuit outputs.
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7.1

Avoiding SAT Solver Speciﬁc Security

Each developed SAT solver includes diﬀerences that eﬀect the solution time and
number of iterations required to solve a given problem. This section analyzes variable
ordering, initial conditions, and phase heuristics to characterize the variability in the
execution of the SAT attack. The presented analysis is not a methodology to increase
the security of in-cone logic locking against the SAT attack, but rather to prevent
security solutions that target a speciﬁc implementation of a SAT solver.
The homogeneous tree structures shown in Fig. 7.1 are the fundamental logical structures used in the characterization of in-cone logic locking techniques as the
AND-tree was shown to provide increased resiliency against the SAT attack [96]. An
analysis of variable ordering, and, therefore, the clause order provided to the SAT
solver is provided in Section 7.1.1. The eﬀect of the applied initial DIPs on the number of iterations required to execute the SAT attack is described in Section 7.1.2.
The three phase heuristics of 1) all true, 2) all false, and 3) the advanced heuristic
included with Lingeling are analyzed in Section 7.1.3 to characterize the eﬀect that
the initial phase of the solver has on the SAT attack.

7.1.1

Eﬀect of Variable Ordering on the SAT Attack

The C++ implementation of the SAT attack described in [96] topologically sorts
the circuit, which results in a variable ordering of nodes at an equal logical level
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(a)

(b)

Figure 7.1: AND-tree topologies with a) an input at every level, and b) inputs at the
level farthest from the output.

Figure 7.2: Simulation of the gate tree structure from Fig. 7.1a with 1,000 random
netlist orders quantifying the number of iterations required for the SAT attack to
decrypt the tree. All nets within the tree are encrypted for the simulation. The
vertical line represents the netlist order used in [96].
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dependent on the structure of the netlist. Randomly re-writing the original netlist,
therefore, generates multiple variable orderings. Note that the topology of the circuit
is never altered, simply the structural order of the netlist is rearranged. The structure
in Fig. 7.1a with 16 inputs is implemented to analyze netlist reordering, where the
tree of AND gates is linearly connected. All nodes except for the output are logic
locked with an XOR, requiring a key gate at every input and internal net.
From the initial netlist, 1,000 random variable orderings of the linear AND-tree
structure shown in Fig. 7.1a are generated and provided as inputs to the SAT solver.
The results of executing the SAT attack on the reordered netlist are provided in
Fig. 7.2, with the unaltered netlist order shown as a vertical line. OR, NOR, NAND,
XOR, and XNOR trees are also analyzed, providing a quantiﬁed distribution of the
number of iterations of the SAT attack required to decrypt the keys as a function of
the variable ordering of the netlist.
For the linear tree structure shown in Fig. 7.1a, the results shown in Fig. 7.2
indicate NAND and NOR trees require more iterations on average to complete the
SAT attack than the AND and OR tree structures. The increase in the average
number of iterations is due to 1) the distribution of output values being biased towards
either logic 0 or logic 1 when applying the secured NAND and NOR tree structures
and 2) the SAT attack applying initial DIPs of all logic 0 and all logic 1. The initial
DIPs of all logic 0 and all logic 1 do not signiﬁcantly constrain the key space for the
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Figure 7.3: Simulation of the gate tree structure from Fig. 7.1b with 1,000 random
netlist orders quantifying the number of iterations required for the SAT attack to
decrypt the tree. All nets within the tree are encrypted for the simulation. The
vertical line represents the netlist order used in [96].

NAND and NOR tree topologies as much as the key space is constrained for the AND
and OR trees. As the linear NAND/NOR based tree structure shown in Fig. 7.1a is
vulnerable to a more limited number of signiﬁcantly constraining DIPs, the average
number of iterations required to execute the SAT attack increases. However, the
minimum number of iterations across all gates remains relatively constant as the
attack selects the more constraining DIPs in earlier iterations.
The pyramid tree structure in Fig. 7.1b is also analyzed for the same six standard gate types with 1,000 random netlist orderings of each, with results provided
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in Fig. 7.3. The AND and OR trees yield much stronger security on average than
the NAND and NOR tree topologies, exactly opposite from the results provided in
Fig. 7.2 for the tree topology of Fig. 7.1a. The small AND-tree topology shown in
Fig. 7.4 illustrates the cause of the increase in the number of iterations when executing the SAT attack. An output of 1 from the AND-tree forces all internal nodes of
the tree to logic 1 until an XOR key gate is reached, at which point the SAT solver
has an increased degree of freedom. The solver is now allowed to select either a logic
0 or 1 for each input of the XOR gate. The increase in the degrees of freedom result
in a decrease in the likelihood of the SAT solver generating an input of all ones as a
DIP. Any DIP that is not all ones results in a variety of key combinations that generate a zero at the output of the IC as the AND tree is signiﬁcantly skewed towards
a zero output. Similarly, a DIP of all logic zeros is less likely to be generated for an
OR-tree, which allows for the masking of incorrect key sequences and accounts for
the increase in the number of iterations provided by OR-tree structures as compared
to NOR, NAND, XNOR, and XOR gates, as indicated by results shown in Fig. 7.3.
Independent of the utilized circuit topology, the variation in the distribution of
the number of SAT attack iterations due to variable ordering is an important consideration. Without accounting for the variation, the level of perceived circuit security
does not necessarily match the true security provided by the implemented obfuscation
technique.
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Figure 7.4: SAT solver propagating a constant logic 1 at the output of the ANDtree. After a key gate is reached, the solver has an increased degree of freedom when
selecting input logic values.

7.1.2

Eﬀect of Initial DIPs on the SAT Attack

Before generating any DIPs with the miter circuit, the SAT attack, as described
in [96], applies the initial input constraints of all logic 0 and all logic 1. An analysis
of the number of iterations of the SAT attack with and without the initial constraints
of all logic 0 and all logic 1 inputs is performed with results listed in Table 7.1. Each
gate type is analyzed with 1,000 random variable orderings of the gate structure shown
in Fig. 7.1b with 8 inputs to the tree. A signiﬁcant diﬀerence is seen in the number of
iterations to complete the SAT attack when comparing the results with and without
the initial constraints of logic 0 and logic 1. The results listed in Table 7.1 indicate
a 443% and a 636% increase in the number of SAT attack iterations on average for,
respectively, the AND and OR trees when the initial constraints are removed. Similar
to variable ordering, the variation in the number of SAT attack iterations due to initial
constraints limits the assessment of the security of an IC when executing the SAT
attack only once.
Chapter 7: Characterization of In-Cone Logic Locking

134
Table 7.1: Minimum and average number of iterations to complete the SAT attack
with and without all 0/1 initial constraints for the tree structure of Fig. 7.1b.

Gate Type
AND
OR
NAND
NOR
XOR
XNOR

7.1.3

Number of SAT Attack Iterations
0/1 Constraints
No Constraints
Min.
Average
Min.
Average
12
24.26
15
131.7
9
17.63
10
129.8
9
16.77
9
22.59
8
14.02
8
15.63
1
1.00
2
2.00
1
1.00
2
2.00

Eﬀect of Phase Heuristic on the SAT Attack

SAT solvers employ varying phase heuristics to select between a true and false
assignment of a given variable. To analyze the eﬀect of the phase heuristic on the
eﬃcacy of a SAT attack, initial default phases of 1) all true, 2) all false, and 3) an
advanced phase heuristic included with the Lingeling SAT solver [127] are applied
to the circuit topology shown in Fig. 7.1b, where the pyramid structure includes 16
inputs for each gate type. Applying a default phase of true to all inputs results in the
OR-tree topology requiring more iterations on average than an AND-tree structure,
as indicated by the results provided in Fig. 7.5. The increase in the number of
iterations of the SAT attack for an OR-tree with a default phase of true is explained
in Section 7.1.1 through the example structure shown in Fig. 7.4. Defaulting to a
phase of true, or logic 1, results in a lower probability of the SAT solver selecting
a DIP of all zeros, which masks incorrect key information throughout the pyramid
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structure. As information regarding the circuit is masked, the number of iterations
increases on average as compared to an AND-tree structure.
As the AND-tree structure of the ISCAS’85 c2670 benchmark circuit was presented
as the primary factor that resulted in an increase in the security of the circuit in [96],
other researchers applied an AND-tree topology to increase the security of novel obfuscation techniques [128]. However, the analysis provided in this paper demonstrates
that utilizing a single tree topology leads to vulnerabilities as an adversary is able
to simply adjust the phase heuristic to more eﬃciently attack the implemented obfuscation technique. The analysis provided in Section 7.1 indicates that the use of a
speciﬁc circuit function to increase security provides limited gains as an adversary is
able to 1) transform the circuit to shift controllable inputs towards the outputs of the
IC, 2) add speciﬁc DIPs to the SAT formulation, and/or 3) alter the phase heuristic
of the solver to reduce the number of iterations required to determine the key.

7.2

Eﬀect of Logic Structure on SAT Attack Resiliency

The eﬀects of gate heterogeneity, logical reconvergence, and number of keys per
node are analyzed as each impacts the eﬃcacy of the SAT attack. The beneﬁts of
using an AND-tree structure to secure combinational logic are described in [96] when
the relatively smaller ISCAS’85 c2670 benchmark circuit was one of the more challenging to decrypt. Finding similar logical structures in a netlist that exhibit increased
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Figure 7.5: Simulation of the gate tree structure of Fig. 7.1b with 1,000 random netlist
orders. The number of iterations required for the SAT attack to decrypt the tree with
a default SAT solver phase of true is quantiﬁed, with the vertical line representing the
netlist order used in [96]. All nets within the tree are encrypted for the simulation.

resiliency to SAT attacks is, therefore, an important step to secure in-cone logic locking. The study of gate heterogeneity, where the logical structure of the circuit limits
the exposure of key sequences during a SAT attack, is described in Section 7.2.1.
Logical reconvergence is examined in Section 7.2.2 to further characterize the eﬀect
of the circuit structure on the ability to secure the logic cone. Lastly, the eﬀect on
the security provided against the SAT attack due to the number of keys per node is
analyzed in Section 7.2.3.
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7.2.1

Analysis of Gate Heterogeneity

The topology shown in Fig. 7.1b is utilized to characterize the eﬀect gate heterogeneity has on the resiliency of the circuit against the SAT attack. The topology
includes 16 inputs with a varying combination of distributions of logic gates. The gate
types varied from a homogeneous structure of AND, OR, NOR, and NAND gates to
a distribution where the gate type under evaluation occupied 10% of all the gates in
the netlist and the remaining three gate types occupied 30% each. In order to limit
the eﬀect due to random placement of key gates, ﬁxed locations representing 25% of
the inputs of the netlist are locked. Each circuit topology is evaluated for 100 random
gate types selected for each gate distribution. The 100 randomly generated circuits
are analyzed for 1,000 random variable orderings to quantify the level of security
provided by the logical structure of the circuit against the SAT attack. In order to
avoid the formation of homogeneous paths, connected gates are not permitted to be
of the same type unless all other gate types had already met or exceeded the target
selection percentage for the given netlist. The average number of iterations required
to execute the SAT attack for the 100 randomly generated netlists across the 1,000
variable orderings is shown in Fig. 7.6.
Both the homogeneous AND and OR trees provide a higher min and average
number of iterations than the other gate types and gate distributions as shown in
Fig. 7.6. Using more heterogeneous gate structures decreases the number of iterations
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Figure 7.6: Analysis of each gate type starting as a homogeneous tree (probability of
dominant gate = 1) and then decreasing the probability of selecting a dominant gate
to 0.1 (0.25 represents an AND, OR, NAND, and NOR selection probability of 25%).
XOR based logic locking is applied to 25% of the circuit inputs.

required to complete the SAT attack on average. However, there are cases where the
number of iterations increases signiﬁcantly above the average. Analyzing the structure
of the benchmark circuits that require a larger number of iterations indicates that
the circuit topologies limit the degree of freedom of the SAT solver, which results
in an increase in the number of iterations. Therefore, the circuits that are most
secure include a high disparity in the probability of the output being either logic 0
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or logic 1. The increased degrees of freedom for the SAT solver to generate DIPs
then favors an input pattern that produces the probabilistically favored output (i.e.
0 for an AND gate and 1 for an OR gate) even in cases where an incorrect key is
applied, decreasing the eﬃciency of the SAT attack. For example, the benchmark
circuit requiring the highest average number of iterations has an output probability
of 95.67% when producing a logic 0 and 4.33% when generating a logic 1 with a
topology consisting of 55% OR gates and 15% AND, NAND, and NOR gates. The
benchmark circuit with the lowest average number of iterations for a topology with the
same percentage of gate types has an output probability of 59.1% when producing
a logic 0 and 40.9% when generating a logic 1. The analysis demonstrates that
homogeneous tree structures are not the only circuit topologies providing increased
protection against the SAT attack. However, the likelihood of randomly generating a
heterogeneous circuit topology that suﬃciently skews the output probability is low.
The controllability of the gates, or the disparity between the probability of a logic
0 and 1, therefore, serves as an important quantiﬁable parameter to determine the
optimal locations to secure in the netlist.

7.2.2

Analysis of Logical Reconvergence

Logical reconvergence, where the fanout from a gate subsequently converges at a
downstream gate of the circuit, is evaluated to characterize the eﬀect on the eﬃcacy
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Figure 7.7: Analysis of the eﬀect of reconvergence on the number of SAT iterations
required to decrypt the key for a tree structure consisting of gates of the same type.
The largest minimum number of iterations across the 1,000 conﬁgurations of the
benchmark circuits for each gate type and reconvergence ratio is listed above each
data point.

of the SAT attack. Reconvergence of logic is controlled probabilistically by limiting
the number of available nodes that connect to the next level of logic. As n number
of 2-input gates require 2 ∗ n inputs at a given logic level l, limiting the number of
gates providing inputs to logic level l to less than 2 ∗ n requires logical reconvergence
within the netlist.
The reconvergence ratio is used to represent the reduction in the number of inputs
applied to logic level l. The maximum number of inputs is set to 2∗n, which indicates
a reconvergence ratio of 0. As an example, a reconvergence ratio of 0.4 implies
2 ∗ n ∗ (1 − 0.4) inputs are applied to logic level l. The results characterizing the
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eﬀect on the average number of iterations of the SAT solver due to probabilistically
controlling the logical reconvergence are shown in Fig. 7.7, where the reconvergence
ratio is swept from 0.0 to 0.4. The analysis consists of generating 1,000 random
implementations of logic locked circuits, each while assuming homogeneous gate types,
a maximum number of inputs of 16, and a 25% overhead in area. Each of the 1,000
generated implementations is then subjected to 100 random variable orderings to
further characterize the eﬀect on the eﬃcacy of the SAT attack, as discussed in
Section 7.1.1.
The results shown in Fig. 7.7 indicate that both the average number and the
largest minimum number of iterations (shown above each data point) decrease for
all gate types as the reconvergence ratio increases. The reduction in the number of
iterations to complete the SAT attack implies an increased challenge in masking key
information and, therefore, hiding the structure of the circuit as the reconvergence
ratio increases. As the level of logical fanout increases, incorrect key information
spreads across a larger segment of the circuit, resulting in a lower probability of
masking the applied key bit(s) at the output(s) of the IC.
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(a)

(b)

Figure 7.8: Characterization of the eﬀect the number of keys applied at a given netlist
location has on a) the number of iterations and b) the run time required to complete
the SAT attack.

7.2.3

Analysis of the Number of Keys per Node

The analysis of gate heterogeneity and logical reconvergence demonstrates that
the structure of a circuit has an impact on the resiliency against a SAT attack. Incone logic locking techniques, for the same overhead in area, either secure more nodes
of the circuit or implement additional key bits at a single node. The analysis is
completed by replacing a gate(s) within the ISCAS’85 c5315 circuit netlist with a
LUT, where the number of keys determines the size of the LUT and the number of
required LUT select lines is log2 (number of keys). Once the number of select lines
to the LUT increases beyond the total number of inputs to a functional block, false
inputs are added to the LUT. The false inputs are generated from nearby nets within
the circuit and have no eﬀect on the output of the LUT.
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LUT insertion at a single node is compared with random insertion of XOR gates
at multiple nodes within a ISCAS’85 c5315 benchmark circuit, with results shown
in Fig. 7.8. The number of keys is linearly correlated with the number of iterations
required to complete the SAT attack when replacing a gate, as shown in Fig. 7.8a.
The number of iterations increases at a much faster rate for LUT based logic locking,
as compared to random XOR insertion. The SAT attack has a linear correlation
with the number of keys at a given net as a single DIP only exposes a single key bit
of the LUT. In addition to the linear increase in the number of iterations, the run
time of the SAT attack increases exponentially due to the exponential increase in the
number of variables provided to the SAT solver. The random XOR insertion matches
more closely to LUT based insertion with regard to CPU run time as the SAT attack
spends more time searching for a satisfying assignment within the formulated miter
circuit. The trade-oﬀ between securing more nodes and increasing the number of keys
per node also depends on the allocated overhead in performance, power, and area.
Inserting a LUT requires the use of k 2-input MUXes, where k is the total number
of key bits, which results in a large power, performance, and area overhead within a
small section of the netlist.
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Table 7.2: Analysis of the number of correct keys for four gate selection methodologies
and benchmark circuits. The area allocated for logic locking is provided in parenthesis.
Benchmark [91] [89] MUX [89] XOR [88]
c432 (10%)
2
1
1
1
c499 (10%) 4 (5%)
2
1
32
c880 (5%)
2
2
2
2
i4 (5%)
128
1

7.3

Managing the Number of Correct Keys

In addition to eﬀecting the ability to secure against the SAT attack, the logical
structure of the circuit also generates conditions that lead to undesired working keys
for in-cone logic locking. To demonstrate, a set of four benchmark circuits are secured
and the key space of each is exhaustively searched to determine all functional keys.
The number of correct keys generated for four diﬀerent gate selection algorithms is
listed in Table 7.2. For the i4 benchmark circuit, 128 functional keys are present
when the logic locking algorithm described in [91] is implemented with a permitted
overhead in area of 5%.
The work in [91] highlights the importance of avoiding the selection of consecutive
gates for logic locking as the selected gates eﬀectively function as a single security
gate. Three new rules are, therefore, proposed to control the generation of functional
keys for in-cone logic locking, and are described as 1) buﬀer/inverter separation, 2)
insertion on XOR/XNOR gates, and 3) reconvergent fanout checks.
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Figure 7.9: Example of a buﬀer/inverter chain topology that must be accounted for
when selecting nets to secure. Selection of nets C, D, or E results in an increase in
the number of functional keys.

7.3.0.a

Buﬀer/inverter separation

The ﬁrst rule accounts for the presence of buﬀers or inverters within the netlist.
The circuit topology of concern is shown in Fig. 7.9, where a key gate is already placed
within the circuit and the selection algorithm is determining which net to secure next.
If the algorithm selects nets C, D, or E in Fig. 7.9, the number of generated functional
keys increases as the resulting topology is essentially the same as a series of key gates.
To prevent the selection and insertion of secure gates on nets of a buﬀer/inverter
chain, the netlist is traversed from the input(s) and the output(s) of a placed key
gate with buﬀers and inverters marked until a non-buﬀer or non-inverter is reached.
Referring to Fig. 7.9, the nets C, D, and E are marked with a penalty term, alerting
the selection algorithm that inserting a key gate at these locations creates multiple
functional keys.
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7.3.0.b

Insertion on selected XOR/XNOR gates

The concern with inserting key gates before or after an XNOR/XNOR gate is the
symmetric nature of the function. Securing both inputs of a two-input XOR/XNOR
results in a functional key when the two key bits are correct and when the correct key is
inverted. Netlists containing higher percentages of XOR/XNOR gates are, therefore,
susceptible to many working keys, which explains the results shown in Figs. 7.2 and
7.3, where both the XOR and XNOR gates require the least number of iterations to
decrypt the circuit with a SAT attack. To limit the selection of logic locking gates
to a single net connected to a single input or the output of the XOR/XNOR gate, a
penalty term is applied to the remaining inputs and the output of the XOR/XNOR
gate after the insertion of a key gate. For example, if input A of a two input XOR
gate is secured, both input B and the output of that XOR gate are penalized to avoid
the generation of undesired working keys.

7.3.0.c

Reconvergent fanout check

Another important consideration is the reconvergence of fanouts within the netlist
as inputs to a gate generated from a common source potentially reduce the total
number of input combinations possible at the given gate. An example of such a
circuit is shown in Fig. 7.10, where the inputs to the AND gate never equal one
another (i.e. 00 or 11). The reduction in the possible input combinations of the gate
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Figure 7.10: AND gate topology with dependent inputs limiting the possible functional outputs, which results in multiple correct key values when both inputs are
secured.

results in the generation of undesired correct keys when both inputs are secured.
The simplest solution is to only allow the locking of a single input of each gate.
However, such a solution results in a large reduction in the possible nets to secure
within the circuit. Tracking and simulating the location and the eﬀect of each reconvergent fanout is computationally expensive. Therefore, a trade-oﬀ between increasing computational complexity and not limiting the nets available when selecting gates
for logic locking is required to eﬃciently determine the potential for an undesired increase in the number of functional keys. After a key gate is inserted, the netlist is
traversed from the added secure gate to the inputs of the circuit, with each visited
node marked. Each of the remaining unsecured inputs to the target gate are then
traversed to the inputs of the circuit. If any of the marked nodes are encountered
during the traversal, a penalty is applied to those speciﬁc inputs of the gate.

Chapter 7: Characterization of In-Cone Logic Locking

148

Figure 7.11: Example circuit that includes pairwise secure key gates K1, K2, and
K3 [91]. The pairwise security of the key bits prevents the key sensitization attack
proposed in [129].

7.4

Overview of MFFC Gate Selection

The circuit shown in Fig. 7.11 includes three pairwise secure gates to prevent the
key sensitization attack [91, 129]. While the key gates cannot be muted to sensitize
the key bits to individual outputs, consider the case where I1 = 0, I2 = 1, and I5
= 1. The keyspace is now signiﬁcantly constrained as setting K1 = 1 results in an
incorrect output for the majority of the applied keys. The heavily constrained DIP
sequences for the circuit shown in Fig. 7.11 motivate the need for a novel gate selection
strategy. The fanout of incorrect key information is a primary factor in the eﬃcient
determination of the key, as shown in Section 7.2.2.
Increasing the resiliency of a circuit that implements in-cone logic locking in part
relies on controlling the amount and location of leaked information that the SAT
attack uses to generate DIPs. To ensure that the fanout of logical nets does not create
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unintended leakage channels for the SAT attack to utilize, the concept of maximum
fanout free cones (MFFCs) is developed. An MFFC is a cone of logic where a net
within the MFFC converges to a given output net [130]. As an example, consider
the ISCAS’85 benchmark c17 circuit shown in Fig. 7.12, where the MFFC of net N23
includes all gates contained within the dashed box. Since the fanout of G4 includes a
logical path that does not converge to N23, it is not part of the MFFC. In addition,
edges that converge at net N23 are potential locations to utilize for XOR/XNOR
locking as all leaked information must propagate through N23. For the circuit shown
in Fig. 7.12, the edges N 16 → G6 and N 11 → G5 are, therefore, added to the list of
eligible locations for the insertion of a locking gate. Returning to the example shown
in Fig. 7.11, if K1 is inserted only on the edge G1 → G4 and K2 is inserted only on
the edge G2 → G4, the three gates are now pairwise secure and within a MFFC. The
previous scenario, where I1 = 0, I2 = 1, and I5 = 1, is no longer dependent on any
key values, forcing the SAT attack to generate DIPs that are reliant on all three key
bits. Generating constraints that depend on a greater number of key bits increases
the circuit resiliency against the SAT attack as more DIPs are needed to determine
the key sequence.
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Figure 7.12: An example of an MFFC for net N23. Gates contained within the
MFFC converge to node N23. Dashed edges represent graph edges where potential
XOR/XNOR locking is possible while still being contained within the MFFC.

7.4.1

Determination of MFFCs

To determine the MFFC, a single node is selected and Algorithm 9 is executed
for the list of directly connected input nodes. When all outputs from a given node
are connected to nodes within the MFFC, the given node is added to the MFFC.
The algorithm is then applied recursively to input nodes that ﬁt the MFFC criteria,
termed next_lvl_gates in Algorithm 9. Edges that fanout to a node contained within
the MFFC are added to the MFFC for the current node evaluated by Algorithm 9
(G6 in the example circuit shown in Fig. 7.12), but the starting node of the edge
is not added to next_lvl_gates unless all of the fanout paths from the node are
also contained within the MFFC. Nodes and/or edges are traversed and added to the
MFFC in topological order. Although not guaranteed pairwise secure, the generated
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Algorithm 9: Determination of MFFC
Input: Logic level gates level_gates,
MFFC of Node N list, MN
next_lvl_gates = [ ];
for gate in level_gates do
f anout_f ree = T rue;
tmp_edges = [ ];
foreach gate_output in gate_outputs do
if gate_output in mf f c_nodes then
/* Add gate → gate_output to tmp_edges
else
f anout_f ree = F alse;
end
if f anout_f ree then
/* Add node to MFFC
/* Add gate_inputs of gate to next_lvl_gates
end
if next_lvl_gates not empty then
/* Recursively call function with next_lvl_nodes

*/

*/
*/

*/

order provides inherent pairwise security. The pairwise security due to the generated
MFFC protects against a sensitization attack as a brute force attack is required with
complexity of approximately 2k , where k is the total number of key bits. Therefore,
the SAT attack remains the dominant attack vector. If, however, non-mutable edges
are needed, then the algorithm in [91] can be applied to the MFFC nodes.

7.4.2

Weighting of the MFFCs

Once the MFFC of each node is calculated, the MFFCs are sorted by a weighted
sum of controllability to determine the MFFC best suited for the insertion of logic
locking gates. The measure of gate controllability is used due to the results described
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in Section 7.2.1, which demonstrated that skewed gate probabilities result in an increase in the resiliency of the circuit against the SAT attack. The controllability is
heuristically determined by estimating the probability of a logic 1 and logic 0 at
each node and then taking the absolute diﬀerence between the calculated probabilities. The controllability values for the nodes in an MFFC are averaged together and
multiplied by the total number of nodes in the MFFC, or multiplied by the target
number of key gates to insert if the total number of gates ﬁt within the entire MFFC.
Algorithm 10: Insertion of Logic Locking Gates
Input: Number of Gates to Insert num_gates,
Node MFFCs mf f cs
while keys_inserted < num_gates do
if use_mux then
enc_nodes = get_mux_enc_node(mf f cs);
num_inserted = insert_mux(enc_nodes);
else if remaining_keys > 4 and use_luts then
lut_netlist = get_lut_enc_nodes(mf f cs);
num_inserted = insert_lut(lut_netlist);
else
enc_node = get_xor_enc_node(mf f cs);
num_inserted = insert_xor(enc_node);
keys_inserted + = num_keys_inserted;
end
/* Determination of XOR Node
*/
/* Weighted MFFC selected and reversed so nodes close to inputs
are selected
*/
for elem in reversed_mf f c do
/* Check elem has not been consumed and is not marked
*/
if elem in netlist_gates and not_marked then
/* Select Node for locking
*/
end
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7.4.3

XOR-based Insertion

After the weighted MFFCs are determined, Algorithm 10 is executed to iteratively insert XOR/XNOR gates. The algorithm greedily chooses nets to insert an
XOR/XNOR based on the order of the weighted MFFCs. The MFFC with the highest score is then iterated through in reverse order, as nets closest to the inputs of the
circuit are added last to the MFFC. The edges and nodes within the MFFC are examined for marks, which represent a previous selection of the edge and/or a penalty
applied to avoid the generation of multiple working keys. The process is repeated
until the target number of key gates are inserted into the netlist.

7.4.4

Heterogeneous LUT Based Insertion

In addition to a gate insertion strategy for XOR based logic locking, a LUT based
insertion strategy is described that allows for the placement of heterogeneously sized
LUTs into the circuit netlist. The LUT based algorithm provides a means to increase
the number of keys per node, which was shown to increase the number of iterations
and execution time of the SAT attack, as described in Section 7.2.3. The maximum
allowed LUT size is set by the max_expansion variable in Algorithm 11, which is
limited to six inputs in this work.
When LUT based selection is enabled and the number of keys available is greater
than four, the execution of Algorithm 10 determines the best candidate locations
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Algorithm 11: Determination of LUT Candidate Gates
Input: MFFC of Node node_mf f c, List of Node MFFCs mf f cs
/* Access node from node_mf f c
for gi in get_gate_inputs(node) do
if not_marked and gi in node_mf f c then
/* Add to candidate nodes
num_expansion = get_num_expansion(netlist, lut_nodes);
if num_expansion < max_expansion then
get_expansion_candidates(mf f cs[gi])
end

*/

*/

within the netlist to insert a LUT. The process begins by examining the MFFC with
the highest weight for each node in reverse order. However, in contrast to XOR-based
insertion, the LUT based algorithm must examine fan-in gates as possible additions
to the LUT structure.
Execution of Algorithm 11 provides a list of candidate gates to include in a functionally equivalent LUT for each gate within the highest weighted MFFC. The MFFC
of a given node is also utilized in the algorithm to ensure that gates do not include
fanouts that require gate replication, avoiding additional overhead when inserting the
LUT. When executing Algorithm 11, the inputs to the current selected gate are analyzed. The gate is considered a candidate for inclusion in the LUT if no prior mark for
selection is included or no applied penalty is present. The number of expanded nodes
are then updated to ensure the number of inputs to the LUT has not exceeded six.
The algorithm is recursively called for all potential candidate gates, allowing for the
inclusion of additional gates into the logically equivalent LUT. As buﬀers/inverters
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within the MFFC of a node do not expand the number of inputs, the buﬀers/inverters
are possible candidate gates for inclusion in the logically equivalent LUT, which allows for additional obfuscation of the original netlist without requiring an increase in
the size of the LUT.
The determination of candidate LUT nodes is repeated for each of the non-marked
nodes within the weighted MFFC, one of which is selected as the insertion point of
the LUT. Once the insertion node for the LUT is selected, the list of candidate gates
generated from the execution of Algorithm 11 is utilized to include additional gates in
the LUT until 1) all consumable gates are exhausted, 2) the max_expasion limit is
reached, or 3) the limit on the number of key bits is reached. The netlist of the LUT
is then provided to Algorithm 10, which splices the netlist of the LUT into the logic
structure of the original netlist and removes the original gates that are obfuscated
by the LUT. For this work, the LUT insertion procedure is repeated until the target
number of key bits (a user deﬁned parameter) is reached or the remaining number of
key bits is less than four (the minimum number of key bits needed for a 2-input LUT
representation of a gate), at which point the algorithm utilizes XOR/XNOR based
logic locking to reach the required number of key bits.
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Algorithm 12: Determination of MUX Inputs
Input: List of Nodes in MFFCs mf f c_nodes
max_skew = 0; max_node = N one;
/* Determine node with max skew
for node in mf f c_nodes do
if not_marked then
prob_skew = get_prob_skew(netlist, node);
if prob_skew > max_skew then
max_skew = prob_skew;
max_node = node;
end
/* Find node with close skew
max_node_lvl = lvl(max_node);
min_skew = 1.0; obs_node = N one;
for node in mf f c_nodes do
if not_marked and (lvl(node) < max_lvl_node) then
skew_dif f = get_skew_dif f (netlist, max_node, node);
if skew_dif f < skew_min then
skew_min = skew_dif f ;
obs_node = node;
end
/* mark max_node
return max_node, obs_node;

7.4.5

*/

*/

*/

2x1 MUX Based Insertion

A 2x1 MUX based interconnect logic locking algorithm is also developed, as described by Algorithm 12. A node within an MFFC is ﬁrst determined that produces
the maximum probability skew, as described by results provided in Section 7.2.1.
The second input to the MUX is then selected from nodes that are 1) at lower levels
than the max_node in the topological order and 2) provide a minimum diﬀerence
in the probability of the node outputting a logic 0 when subtracting the probability
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of logic 0 produced by max_node. The constraint on topological order prevents the
generation of cycles within the netlist. The diﬀerence in the probability between the
two nodes is minimized to reduce the ability of the SAT attack to determine DIPs
that reveal the key of the MUX. Once selected, the max_node is marked to prevent
a repeated selection of the same node. A MUX is inserted into the netlist at the
target node, with the process described by Algorithm 12 repeated until the requisite
number of MUXes are added.

7.5

Results of MFFC Based Gate Selection

The gate selection algorithm is applied to the ISCAS’85 benchmark circuits and
to the combinational circuits from the Microelectronics Center of North Carolina
(MCNC), as described in [96]. Characterization is performed based on selecting a
fraction of the nodes to obfuscate, with an analysis of locking 5%, 10%, 25%, and
50% of the nodes performed. The number of implemented key bits remains the same
across all the obfuscation techniques. The developed MFFC and gate controllability
based XOR, LUT, and MUX based obfuscation techniques are compared with gate
selection methodologies for in-cone logic locking that include iolts14 [131], dac12 [91],
rnd [88], toc13xor [89], and toc13mux [89].
The analysis is performed on 1,000 random variable orderings of the netlist and for
the Lingeling [127], false, and true phase heuristics. All simulations were completed
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Figure 7.13: Number of required iterations of the SAT attack for in-cone logic locking gate selection methodologies
when securing 5% of the gates in the netlist. Number of keys shown in parenthesis next to benchmark name.
Evaluations are completed with 1,000 random variable orders and the default phase heuristic of Lingeling [127],
logic 0, and logic 1.
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on a Xeon E52687W CPU running at 3 GHz with 95 GB of RAM. The execution
time of the SAT attack is limited to a maximum of 24 hours (86,400 seconds).
The number of SAT iterations for each gate selection methodology when securing
5% and 25% of the gates is provided in Fig. 7.13 and Fig. 7.14, respectively. The
results indicate that the developed MFFC based selection algorithm signiﬁcantly increases the minimum number of iterations required to complete the SAT attack for
most of the evaluated benchmark circuits. The exceptions are the c880 benchmark
circuit with 5% of the gates secured in the netlist and the i9 benchmark circuit with
25% of the gates secured, where the minimum number of iterations is at most 20.8%
lower than the dac12 [91] methodology. In all cases, the LUT based selection algorithm meets or further increases the minimum number of iterations required to
execute the SAT attack. Overall, the XOR MFFC gate selection strategy increases
the minimum number of iterations to complete the SAT attack by 61.8% and increases, on average, the mean number of iterations by 80.1% across all benchmark
circuits. The XOR based selection strategy results in a 196.2% increase in the average
CPU run time, with a 119.6% increase in the minimum run time. The LUT MFFC
based selection methodology increases the minimum number of iterations to complete
the SAT attack by 123.6% and increases, on average, the mean number of iterations
by 82.8% across all benchmark circuits. The LUT based selection strategy results in
a 88.2% increase in the average CPU run time, with a 72.4% increase in the minimum
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Figure 7.14: Number of required iterations of the SAT attack for in-cone logic locking gate selection methodologies
when when securing 25% of the gates in the netlist. Number of keys shown in parenthesis next to benchmark name.
Evaluations are completed with 1,000 random variable orders and the default phase heuristic of Lingeling [127],
logic 0, and logic 1.
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apex2
c432
c499
c880
ex5
i7
i9

Benchmark

mﬀc_xor
mﬀc_lut
mﬀc_mux
Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%)
30.9
15.5
43.1
22.7
14.0
5.2
33.5
18.5
77.7
23.1
12.8
9.3
21.4
5.4
18.7
14.6
15.3
20.4
6.7
9.2
35.9
4.5
0.6
16.5
7.5
14.8
17.7
19.3
10.1
8.4
16.5
13.6
4.1
17.7
14.6
13.0
35.0
4.4
51.6
22.5
5.0
37.1
35.7
19.6
116.7
39.0
13.0
65.4
26.1
0.7
52.3
40.5
14.9
28.5
25.9
75.4
108.7
18.9
38.5
52.8
28.7
26.6
112.7

Table 7.3: Area, power, and performance overheads of the XOR, LUT, and MUX obfuscation techniques implementing the MFFC and gate controllability based gate selection methodologies for the benchmark circuits apex2,
c432, c499, c880, ex5, i7, and i9.
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dac12

iolts14

rnd

toc13xor

toc13mux

27.7
11.8
64.4

47.4

60.0

19.4

ex5

i7

i9

6.6
6.1

6.1

18.5

c880

8.6

c499

14.4

29.7

18.1

c432

55.0

103.1

67.7

2.3

21.0

21.0

3.7

4.8

22.4

10.4

5.5

1.7

23.1

8.6

-63.2

1.8

1.2

4.2

-3.7

3.8

5.2

27.5

1.5

5.9

4.8

3.6

22.4

8.6

31.7

60.1

64.3

15.6

9.0

21.2

41.3

67.9

32.1

52.0

6.9

1.7

8.8

40.7

44.1

79.2

41.4

9.1

39.5

35.1

23.4

23.6

62.5

73.6

16.9

8.4

31.4

31.2

174.4

32.4

77.1

13.5

18.6

25.2

19.0

101.7

116.2

87.6

22.5

33.1

43.3

42.0

27.1

55.2

75.6

21.4

7.6

37.3

25.7

14.2

51.4

41.5

19.2

6.1

34.9

4.9

203.5

99.2

303.8

38.6

19.0

51.3

54.6

Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%)

apex2

Benchmark

Table 7.4: Area, power, and performance overheads of the dac12, iolts14, rnd, toc13xor and toc13mux logic locking
gate selection methodologies for the apex2, c432, c499, c880, ex5, i7, and i9 benchmark circuits.

162

Chapter 7: Characterization of In-Cone Logic Locking

3512

2307

5066

6473

c7552

c5315

ex1010

des

Benchmark Num. Gates

mﬀc_xor
mﬀc_lut
mﬀc_mux
Num. Cubes Num. Iterations CPU Time (s) Num. Cubes Num. Iterations CPU Time (s) Num. Cubes Num. Iterations CPU Time (s)
8.91E+05
46
8.67
8.87E+05
47
4.65
7.38E+05
38
2.53
Min: 54.04%
Min: 39.29%
Min: 8.44% Min: 53.35%
Min: 42.42%
Min: -41.90% Min: 54.04%
Min: 15.15%
Min: -68.30%
Avg: 423.7%
Avg: 447.6%
Avg: 598.3% Avg: 421.4%
Avg: 459.4%
Avg: 269.2% Avg: 334.0%
Avg: 352.3%
Avg: 101.3%
4.89E+05
35
7.04
5.91E+05
44
5.01
5.57E+06
40
3.13
Min: 93.48%
Min: 59.09%
Min: 5.28% Min: 133.60% Min: 100.0%
Min: -25.0% Min: 93.48%
Min: 81.81%
Min: -53.30%
Avg: 263.2%
Avg: 235.3%
Avg: 648.7% Avg: 338.6%
Avg: 321.5%
Avg: 433.0% Avg: 313.6%
Avg: 283.2%
Avg: 232.2%
2.39E+06
93
10.03
1.74E+06
69
6.08
1.48E+06
57
4.91
Min: 67.78%
Min: 69.09%
Min: 71.70% Min: 22.17%
Min: 25.45%
Min: 186.0% Min: 67.78%
Min: 3.63%
Min: 10.01%
Avg: 679.5%
Avg: 874.8%
Avg: 547.0% Avg: 467.5%
Avg: 623.3%
Avg: 292.2% Avg: 381.1%
Avg: 497.5%
Avg: 216.5%
1.59E+06
49
5.6
1.34E+06
42
3.97
1.43E+06
44
4.9
Min: 127.1%
Min: 133.3%
Min: 137.60% Min: 92.04%
Min: 100.0%
Min: 68.60% Min: 127.1% Min: 109.52%
Min: 107.80%
Avg: 697.1%
Avg: 926.6%
Avg: 362.1% Avg: 547.1%
Avg: 780.0%
Avg: 227.8% Avg: 616.7%
Avg: 821.9%
Avg: 304.2%

Table 7.5: The minimum percentage and average percentage improvement in the minimum number of cubes, minimum number of iterations, and minimum CPU time over 100 variable orderings to complete the SAT attack is
provided for the XOR, LUT, and MUX based obfuscation techniques implementing the MFFC and gate controllability based logic locking gate selection methodology for a 128 bit key as compared to the dac12, iolts14, rnd,
toc13xor, and tox13mux gate selection methodologies.
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run time. The 2x1 MUX MFFC based selection methodology increases the minimum
number of iterations to complete the SAT attack by 38.2% and increases, on average,
the mean number of iterations by 23.1% across all benchmark circuits. The MUX
based selection strategy results in a 26.6% increase in the average CPU run time, with
a 17.4% increase in the minimum run time. The power, performance, and area overheads of the apex2, c432, c499, c880, ex5, i7, and i9 benchmark circuits are provided
in Table 7.3 for the XOR, LUT, and MUX MFFC based gate selection algorithms
and in Table 7.4 for the dac12, iolts14, rnd, toc13xor, and toc13mux methodologies.
All techniques were synthesized using Synopsys DC Compiler in a 180 nm technology,
with the toggle rate of the key inputs set to 0%. Overall, the overheads for all of the
techniques are large, with a few benchmark circuits for each technique resulting in
single digit overheads in area, power, and/or timing. One exception was the power
overhead after implementing the iolts14 selection methodology, which inserts AND
and OR gates into the netlist to increase the switching probability of nets, which
enhances the detection of Trojans for a given key. However, as the correct key was
unknown when performing the power analysis, the switching activity of the circuit
was modiﬁed, which resulted in low or reduced power consumption for iolts14. While
the overheads for the techniques are signiﬁcant, the primary optimization criteria was
security. A reduction in the overhead is possible by implementing a gate selection
methodology that applies a multi-objective optimization algorithm.
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In addition to the benchmark circuits characterized by results included in Fig. 7.13,
an analysis of the largest benchmark circuits from ISCAS’85 and MCNC is performed,
with the results listed in Table 7.5 for a key size of 128 bits. The minimum number
of cubes, number of iterations, and CPU time for the XOR, LUT, and MUX MFFC
based gate selection methodologies across 100 variable orderings are listed. The minimum percentage and average percentage increase for the XOR, LUT, and MUX based
techniques when compared with dac12, toc13xor, tox13mux, rnd, and iolts14 is also
provided. Shorter CPU run times are required for the LUT and MUX based techniques as each iteration is generally shorter than XOR based methods. The increased
iteration time for the XOR techniques may be an artifact of using a non-incremental
SAT attack [132]. Another consideration is that the iteration time increases when the
oracle model is not provided to the SAT attack, forcing an adversary to query the IC
and wait for the corresponding response, which often increases the iteration time.

7.5.1

Comparison with SFLL

The corruption of the primary output signals of the obfuscated benchmark circuits
is analyzed, with results listed in Table 7.6 for 1,000 random input patterns and 100
random key patterns applied to each random input. As expected, the toc13xor and
toc13mux techniques provide the highest percentage of corruption, as the techniques
were developed to produce a 50% Hamming distance as compared with the original
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Table 7.6: Average percentage of corrupted outputs of the apex2, c432, c499, c880,
ex5, i7, and i9 benchmark circuits for 1,000 random input patterns. 100 random key
sequences are applied to each of the 1,000 random input patterns.
Security Technique apex2 c432 c499 c880 ex5 i7
i9
dac12
12.68 17.85 0.78 3.32 6.31 47.30 40.74
iolts14
2.61 30.18 18.70 13.52 18.33 11.96 38.57
mﬀc_xor
0.09 13.34 3.17 1.97 0.39 2.23 20.36
mﬀc_lut
0.13 11.22 3.08 1.82 0.29 1.91 28.07
mﬀc_mux
0.03 6.00 1.04 1.54 0.69 2.87 23.00
rnd
7.05 21.09 6.03 14.70 12.67 27.58 43.31
toc13mux
68.08 37.35 14.99 15.88 16.86 37.51 44.37
toc13xor
50.14 45.24 27.96 19.08 19.08 48.70 43.90
outputs of the circuit. In addition, implementation of the MFFC based techniques
results in a lower percentage of corruption as gate controllability is used as an insertion
metric, which favors less observable gates within the netlist.
The implemented SFLL technique that includes Hamming distance error correction circuitry is k −log2

k 
h

secure against the SAT attack, where k is the total number

of key bits and h is the target Hamming distance of the primary outputs [101]. The
probability of a successful attack is, therefore, q/2k−log2 (h) , with q number of queries
k

made to the circuit [101]. The number of altered minterms is
of non-altered minterms is (2n −

k 
h

k 
h

, while the number

), where n is the total number of inputs. The

corruption of the outputs of the circuit for a non-altered minterm is
altered minterm results in (2k −

k 
h

k 
h

/2k , while an

)/2k corrupted outputs. The number of iterations

for a success rate of 50% and the corresponding percentage of corrupted outputs are
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listed in Table 7.7 for h = k/4, k/3, and k/2. The data indicates that for lower
k values and increased levels of output corruption, in-cone techniques are capable
of outperforming out-of-cone techniques. The analysis is completed by applying the
SAT attack, and not the more recently developed dominant attack vector for SFLL
described in [108], where properties of the Hamming distance checking circuitry are
exploited.

7.6

Discussion of Trends in Logic Locking

While out-of-cone techniques such as SFLL provide provable security against the
SAT attack when the number of keys is large, the data listed in Table 7.7 indicates
that the security is not adequate when the number of key bits is limited and the
desired level of corruption of the primary outputs is high. In-cone techniques, such
as the MFFC based methods developed in this paper, outperform SFLL for a low
number of key bits and for circuit conditions that require a higher level of output
corruption. However, even though the resiliency against the SAT attack increases,
execution of the SAT attack still determines the correct key within tens of seconds.
The concern is that even for large circuits, scan chain access partitions the IC into
smaller blocks that provide an easy means to attack obfuscated circuits. Scan chain
obfuscation, such as the work proposed in [133–140], is consequently vital to the
eﬀective implementation of logic locking techniques. However, many of the methods
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Table 7.7: Analysis of the average number of iterations and output corruption percentage for h=k/4, k/3, and k/2 when implementing SFLL.
Benchmark # Keys
apex2
c432
c499
c880
ex5
i7
i9

30
8
10
19
53
66
52

Average Iterations Corruption
k/4
k/3 k/2 k/4 k/3 k/2
263.71 17.87 3.46 0.38 5.44 24.72
4.57
4.57 1.83 19.48 19.48 39.73
11.38 4.27 2.03 8.40 20.69 37.11
67.63 9.66 2.84 1.47 9.81 29.03
5352.55 139.39 4.63 0.02 0.71 19.28
43129.06 202.51 5.11 2E-3 0.49 17.65
3546.07 102.61 4.54 0.03 0.97 19.60

that obfuscate the scan chain do not secure the logic between the registers, which
allows for the reverse engineering of the IC. Modiﬁcations to the logic cones between
registers is, therefore, needed, while accounting for the analysis and results presented
in this paper since attacks without scan chain access exist [141]. Any novel technique
must ensure obfuscation of both the scan chain and logic cone, with selection of the
speciﬁc logic locking implementation dependent on the number of cone inputs, desired
level of output corruption, and the cone structure, as indicated by the results in this
paper.
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Chapter 8: Synthesis of Hidden State Transitions for Sequential Logic
Locking

The analysis of in-cone logic locking SAT attack resilience, and out-of-cone techniques for circuits with limited inputs described in Chapter 7 demonstrates that alternative security techniques are required to adequately protect against a threat model
that includes oracle guided attacks. The partitioned state machine model described
in Chapter 5 is one potential measure to limit oracle guided attacks, as the activated
and locked IC are in diﬀerent state spaces. Due to the diﬀerent state spaces of the
activated and locked ICs, the oracle response does not reveal information regarding
the activation sequence of the IC. However, as discussed in Chapter 5, sequential logic
locking techniques are vulnerable to one or more attack vectors, including structural
attacks and the determination of the transition from obfuscated mode to functional
mode. In this chapter, the security of sequential logic locking is enhanced through
a novel partitioned state machine methodology that 1) does not allow an adversary
to observe the start-up sequence of the IC in obfuscated mode, 2) does not allow an
adversary to determine the transition from obfuscated mode to functional mode by
monitoring and attacking the combinational logic within the FSM, and 3) reduces
the observable structural information of the added security elements in the circuit.
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8.1

Preventing Scan Enable During Startup
If an adversary is able to restart the circuit and switch to scan mode after each

clock cycle, the key sequence is vulnerable to extraction, which limits the security
provided by the applied logic locking technique. To prevent access to scan mode
when the key sequence is applied, the circuit shown in Fig. 8.1 is utilized. The circuit
checks that the number of applied transition signals to the sub-block matches the
desired count, ensuring that the activation sequence has completed before scan mode
is enabled. If an adversary inserts additional glitches to try to bypass the counter,
the circuit transitions into a state outside of the startup sequence that generates an
incorrect key response, which results in either the circuit remaining in obfuscated
mode or starting the IC in an incorrect state. The utilization of a hidden state
function, as described in Section 8.4.3, permits the designer to determine if the current
state is in functional or obfuscated mode before allowing scan chain access, which
further protects against adversarial attacks. The observability of the primary outputs
is also an important consideration as attacks such as described in [141] and [142] do
not require scan chain access. If the protected FSM is observable at the primary
outputs, the outputs must also be masked during the start-up sequence to prevent an
adversary from determining state transitions by monitoring the outputs of the circuit.
As an example, an AND gate with a control signal from the comparator shown in
Fig. 8.1 prevents the outputs from switching until the startup sequence completes.
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Figure 8.1: A count register C is compared with a desired count X to determine
the number of transitions that have occurred, which allows entrance to scan mode if
correct.
The functional testing of an IC is minimally impacted as scan chain access is only
blocked during the application of the key sequence. Assuming that the testing facility
is not trusted, the IC is provided for testing without the correct key. The scan chain
becomes accessible after the IC is powered on and the test facility waits the required
number of cycles for the secure key sequence to complete. After the scan chain is
accessible, the testing facility is able to apply any sequence to the IC to verify the
functionality of the device.

8.2

Security Overview Against Activation Sequence Extraction

Since access to an oracle IC only provides information regarding the state transitions of a circuit operating in the functional mode, the SAT attack no longer applies
to the circuit topology developed in this article as the key sequence is not observable
due to the included partitioned state machine. The adversary is, therefore, tasked
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with ﬁnding a path from the starting obfuscated state to the ending obfuscated state
in s cycles, where s is the number of cycles set by the k-bit length key stored in
tamper proof memory or deduced from the run-time beginning from start-up until
activation. The adversary is essentially performing a depth ﬁrst search of the FSM,
attempting each activation sequence. Assuming the FSM has n inputs, f state ﬂipﬂops, and that a transition to each state exists, an adversary must search 2min(n,f )∗s
paths. However, the likelihood that each state transitions to every other state is
low. Therefore, the number of paths is weighted by the α term, which results in a
search space of [α ∗ 2min(n,f ) ]s , where α is between 0 and 1. Each path is assumed
to have a uniform chance of being the activation sequence, which results in the expected number of paths an adversary must traverse given by (8.1). An overview of
the security against SAT based attacks when functional mode FSM modiﬁcations are
implemented is provided in Section 8.4.5.

[α∗2min(n,f ) ]s

E[X] =

8.3



i

i=1

[α ∗ 2min(n,f ) ]s

=

[α ∗ 2min(n,f ) ]s
2

(8.1)

Hidden State Transitions

A methodology to eliminate the logical connection between the obfuscated mode
and functional mode is provided in this section. The transition of the state machine
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Figure 8.2: Original state machine with single input X.

once the logical representation in the state transition logic has been removed is referred to as a hidden state transition. Two diﬀerent methods to generate hidden state
transitions are described, which include 1) altering the clock frequency and 2) inserting logic to gate the clock signal, where both produce s strategic timing glitch in the
circuit. There are two primary security advantages that hidden state transitions add
over traditional logic based transitions. The ﬁrst is the ability to increase the number
of paths the adversary must search. Since an adversary is unaware of whether or not
a hidden state transition occurs during a given clock cycle, the number of possible
paths increases, which corresponds to an increase in the α term of (8.1). The second
beneﬁt is that the additional paths are not dependent on modiﬁcations to the original state transition function. The amount of structural information on the circuit
corresponding to the execution of the hidden state transition is, therefore, limited.
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Figure 8.3: State machine with hidden state transitions (HST) from S3 to S4, S6 to
S8, and S5 to S7 that activate when a strategic timing glitch is applied. A single
input X is applied to the circuit.

8.3.1

Frequency Based Hidden State Transitions

To demonstrate a frequency based hidden state transition, consider the original
state machine shown in Fig. 8.2. The desired transformation of the original FSM
results in a structure similar to that depicted in Fig. 8.3. The hidden state transitions
are shown as dotted lines in Fig. 8.3, with the primary hidden state transition from
the obfuscated FSM to the functional FSM occurring from S3 to S4. The transition
from S3 to S4 is dependent on a modiﬁcation (increase for this example) to the clock
frequency, which prevents the state transition logic from propagating the correct
logical value to a register of the FSM.
To demonstrate the execution of hidden state transitions within a circuit, the FSM
shown in Fig. 8.3 was implemented and simulated using SPICE. The results are shown
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(a)

(b)

Figure 8.4: Simulation of the state machine with (a) no frequency based state transition, and (b) a temporary increase in clock frequency to enable a hidden state
transition to S4.
in Fig. 8.4b, which indicate that while in S3 and a pulse corresponding to a frequency
of 5 GHz is applied, the circuit transitions to S4 (S1 to S3 to S4 ). However, when
the pulse is not applied, the circuit transitions to S2 on the next clock edge, as shown
in Fig. 8.4a. By applying a clock pulse corresponding to a frequency of 5 GHz, the
state transition logic for register S[0] does not have enough time to switch to logic 1.
Instead, S[0] is held at logic 0, which places the FSM in the functional mode.
The timing slack of the path chosen for insertion of the hidden state transition
determines the amount of variation that is tolerable by the circuit. If the path provides
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minimal timing slack, meaning that the propagation of the logic value requires the
majority of the clock cycle, then the execution of the hidden state transition is possible
at any time prior to the propagation of the signal(s) through the combinational logic.
However, if the logical path includes signiﬁcant slack, the arrival time of the key signal
used to execute the hidden state transition is constrained to a shorter time interval.
Path timing analysis is, therefore, required to ensure that the hidden state transitions
occur for all scenarios while accounting for process, voltage, and temperature (PVT)
variations.

8.3.2

Clock Gating Based Hidden State Transitions

In addition to relying on changes to the applied clock frequency, hidden state
transitions are also implemented by adding logic to the clock port of the registers to
generate controlled glitches. Three diﬀerent topologies that modify the clock signal
based on the applied key are shown in Fig. 8.5. The ﬁrst topology shown in Fig. 8.5a
allows the key signal to gate the clock signal directly. However, a diﬀerent topology
is needed if the circuit already requires clock gating for power management, which
includes an XOR connected to the control signal to allow for the execution of the
clock gating technique as shown in Fig. 8.5b. As a result, the state of a given register
is held when KEY0 is 0. If clock pulses are required, then the circuit topology shown
in Fig. 8.5c is utilized, which implements an AND/OR gate [143, 144] that allows for
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(a)

(b)

(c)

Figure 8.5: Circuit topologies to implement logic based hidden state transitions: (a)
Key controlled gating of the clock signal, (b) clock signal gated with an AND gate,
where the second input of the AND gate is the output of an XOR gate included to
implement clock gating, and (c) clock signal gated with an AND/OR [143, 144] and
with an XOR integrated to implement clock gating.
the insertion of clock pulses when setting KEY1 to 1.
To analyze the acceptable variation in the arrival time of the key signal when
executing the hidden state transition, the FSM shown in Fig. 8.3 is utilized. The
circuit shown in Fig. 8.5a is connected to the clock input of register S[0] and the
arrival time of KEY0 is analyzed. The results of the sweep of the arrival time of
KEY0 are shown in Fig. 8.6, which indicate a large range of acceptable arrival times
of KEY0. The minimum arrival time is determined by the hold time of the register
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at the start of the current clock cycle, as shown at time t = 0.25 ns in Fig. 8.6. The
maximum acceptable arrival time is determined by the hold time of the register for
the next clock cycle, as shown at time t = 2.25 ns in Fig. 8.6. The KEY0 signal
was modeled with a 30% variation in arrival time and for both the slow-slow (SS)
and fast-fast (FF) corners. The results indicate that a signiﬁcant portion of the clock
cycle is available for execution of the hidden state transition when KEY0 is applied
on the falling edge of the clock signal.

8.4

Synthesis of Hidden State Transitions

In Chapter 5, structural attacks on sequential logic locking methods are described,
that allow for the identiﬁcation of the circuitry added to implement a given security
technique by determining the connections to the tamper proof memory. Discerning
the added structure(s) allows an adversary to determine the enable signals used in
[115] or the ﬂip signals used in [125]. The determination of the modiﬁcation function
further exacerbates security concerns as value assignment is static after a correct key
is applied to the circuit. An adversary knows that the signals are set to logic 0 for
correct operation, which provides a means to bypass/remove the circuitry or reduce
the search space to determine the correct activation pattern. In order to reduce
structural leakage from partitioned FSMs, the modiﬁed FSM must 1) be integrated
within the original FSM and 2) not apply a static signal to the hidden state registers.
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Figure 8.6: Variability analysis of the arrival time of KEY0 for a hidden state transition implemented on register S[0] in the FSM shown in Fig. 8.3. The minimum and
maximum arrival times for the KEY0 transition are shown, as well results from analysis of the slow-slow (SS) and fast-fast (FF) corners, which indicates proper circuit
functionality with a 30% variation in the arrival time of KEY0.
An algorithm is, therefore, developed to incorporate hidden state transitions into an
FSM while avoiding static register values when inserting the additional components
to the state machine. A ﬂowchart of the primary steps of the algorithm, as shown in
Fig. 8.7, begins with an unobfuscated FSM and upon completion results in a secure
FSM.
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8.4.1

Identiﬁcation and Grouping of FSMs

The method described in [145] is utilized to identify and group the state registers
of a netlist into FSMs. All registers are ﬁrst examined to identify if any paths exist
that form a closed loop, where the output from a given register returns to the input of
the same register. The list of potential state registers is further ﬁltered by grouping
memory elements that share enable and clock gating signals [145]. The potential state
registers are then grouped by examining the netlist for strongly connected components
[146], where each sub-group includes a subset of the potential state registers that share
state transition logic. The ﬁnal outcome is a set of groupings of FSMs within the
original netlist.
The worst case time complexity, O(|V | + |E|), occurs when the algorithm must
explore the entire set of vertices |V | and edges |E| of the directed acyclic graph (DAG)
representing the netlist of the circuit. If no FSM groupings are found, the algorithm
terminates before any other stages of the algorithm are executed.

8.4.2

Modiﬁcation of State Transition Logic

While a partitioned state machine allows for secure activation and protection
against IC counterfeiting and overproduction, structural attacks, as pertaining to IP
theft, are still a concern. A possibility exists that an adversary is able to identify
the mapping function of the hidden state transition and determine the added hidden
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Original Netlist
A. Identify and Group FSMs

Modify logic cone?

yes B. Modify state
transition logic

no
C. Generate hidden state
mapping function
D. Determine hidden state transition
E. Flip altered next state logic
F. Generate key transition
Obfuscated Netlist
Figure 8.7: Primary steps to transform an unobfuscated circuit into a circuit that
includes a secure partitioned FSM with a hidden state transition. The procedural
steps that include a letter are further described in Section 8.4.

state registers if the modiﬁcations to the state mapping are not integrated within the
original state transition logic when synthesizing the netlist. If IP theft is a concern,
then modiﬁcation of the original state transition logic is needed. Consider the example
FSM shown in Fig. 8.2. The transition from S5 to S4 when X = 1 is changed to the
transition S5 to S6, and the transition from S5 to S5 when X = 0 is changed to S5
to S4. Modifying the conditions of the state transitions results in the altered state
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Figure 8.8: Modiﬁed FSM that requires a temporally dependent key. Dotted lines
represent incorrect edges that are corrected by asserting K0 or K1 in state S5 (correct
transitions are shown as thick red lines).
machine shown in Fig. 8.8.
The correct functionality when in state S5 is achieved by setting K0 to 0 when
X is 1 and K1 to 0 when X is 0, as shown by the thick red transition arrows in
Fig. 8.8. The required circuitry to execute the necessary corrections outside of the
original logic cone is described in Section 8.4.5. The in-cone modiﬁcations include
either an XOR if the function is altered in both the active and obfuscated mode, or
the circuits shown in Fig. 8.5 and described in Section 8.3 if there is no modiﬁcation
required for the hidden state transition. When using the circuits shown in Fig. 8.5,
the corresponding combinational logic path does not incur an additional delay for the
correction of the state mapping, which results in lower overhead in performance.
Each protected cube added to the FSM requires the addition of approximately
3 ∗ n vertices to the netlist represented by a DAG, where n is the number of inputs
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to the FSM. Since the addition of a vertex to the data structure of the adjacency
list graph is O(1), the worst case time complexity of adding the protected cubes is
O(c ∗ n), where c is the number of added cubes. However, the number of cubes
added is typically small as each additional protected cube incurs signiﬁcant overhead
in power consumption and area, which results in n as the dominant term. Therefore,
the time complexity of adding the additional cubes is typically O(n).

8.4.3

Generation of Hidden State Mapping Function

To avoid a static mapping of the hidden state register when the correct key sequence is applied, a novel mapping function of the hidden states is developed to ensure
that the added hidden state register periodically switches between logic 0 and logic
1. The primary challenge is remapping the original states with the new hidden state
bit. Applying a mapping of the old state to each new state becomes prohibitively
costly in terms of run-time as the number of original states increases, with each additional register resulting in an increase in the total number of new states by a factor
of 2. Instead, the use of a random logic function as the hidden state mapping results
in a signiﬁcant reduction in the time to re-map the states into the new state space.
However, applying a purely random function results in a large increase in the area
and power of the circuit and potentially degrades the performance as well.
To avoid a signiﬁcant degradation in the quality of results (QoR) of the obfuscated
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(b)

(a)

Figure 8.9: Example of a hidden state mapping function where (a) depicts the logical
remapping of the states in the form of a truth-table and (b) is a schematic of the
circuit that implements the hidden state mapping function of an FSM.

FSM, the hidden state mapping function is derived from an internal net within the
combinational logic used for the state transition, or is a function of the state registers
of the FSM. The hidden states are then derived by XORing the hidden state mapping
function. An example of the re-mapping of the state machine shown in Fig. 8.2 is
provided in Fig. 8.9, where the hidden state function is (R1 · R2) + R2. In addition,
a random subset of the outputs of the original FSM are ﬂipped to mask the original
transitions of the FSM. The modiﬁcation of the outputs of the original FSM is further
described in Sections 8.4.2 and 8.4.5.
In the case where an internal net is utilized as the hidden state mapping function,
the complexity is O(1). If, however a random function implements the hidden state
mapping, then the complexity becomes O(n), where n is the total number of registers
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Figure 8.10: Procedural steps to generate the hidden state transition values. The
steps include: 1) selection of the functional mode state, 2) ﬂipping of a randomly
chosen non hidden state (HS) bit, and 3) random selection of the bits not ﬂipped in
step two. The state bits that are modiﬁed during each step are highlighted in gray.

included in the selected FSM. The O(n) bound is a result of the random combination
of the sub-set of registers chosen for the hidden state mapping function, which requires
the random selection of a pair of registers until no further register pairs exist.

8.4.4

Determine Hidden State Transition

Once the hidden state mapping function is embedded into the FSM, the hidden
state transition is generated via the pseudocode provided as Algorithm 13. To generate the hidden transition, at least one register is chosen as the hidden state register.
For example, consider the process shown in Fig. 8.10, where the starting state in
functional mode is 0000 and the most signiﬁcant state bit HS(3) is the hidden state
bit. Another random state is generated with a one-bit Hamming distance, which, for
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Algorithm 13: Determination of hidden state transition
Input: FSM netlist netlist;
Hidden state funciton info hs_f unc_inf o;
/* Determine random obfuscated end state
hst_end = get_hst_end(netlist, hs_f unc_inf o);
/* Determine obfuscated start based on end state
hst_start = get_hst_start(netlist, hs_end);
/* Cut netlist at state registers
f sm_netlist = get_f sm_netlist(netlist);
/* Add flip signals to fsm_netlist
add_f lip_signals(f sm_netlist);
/* Unroll fsm_netlist 2x
for state_io in f sm_netlist do
add_state_constraints(f sm_netlist, state_io);
end
is_sat = satisf y_contraints(f sm_netlist);
if is_sat then
/* Extract states from SAT model
return f lipped_df f s, hst_start, hst_end;
else
return N one;

*/
*/
*/
*/
*/

*/

the given example, is 0010. The generated state serves as the ending state of the
obfuscated FSM when the hidden state transition does not occur. The second least
signiﬁcant bit (LSB) of the starting state of the obfuscated partition must, therefore,
equal the second most LSB of the starting state of the original FSM, but may diﬀer in
value for any other bit location. In the case of the given example shown in Fig. 8.10,
assume the generated state is 0101. Now, when transitioning from state 0101 to 0010,
if the second least signiﬁcant bit is held low during capture, the FSM transitions into
0000 instead of 0010.
Once the desired states of the hidden transition and the starting state of the
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functional FSM are generated, a logical transition from state 0101 to 0010 does
not exist within the FSM state transition logic. Note that the starting state of
the functional FSM does not have to coincide with the ending state of the hidden
transition. To allow for such transitions, an XOR gate is added at the end of the
combinational logic path for each state register, with the other input to the XOR
taken from the primary inputs of the original logic circuit, as shown in Fig. 8.11. In
addition, the states chosen for the hidden state transition must be reachable from
other states of the FSM. To ensure the states are reachable, the state transition logic
is unrolled twice (more state unrolling is possible), as shown in Fig. 8.11, where the
desired output of state m is the value of the ending state of the hidden state transition
in the functional partition, and the desired output of state m − 1 is the value of the
starting state of the hidden state transition in the obfuscated partition. The only
constraints for the states prior to m − 1 are that the state values do not equal the
starting or ending states of the hidden state transition, and that the state value of
m−3 does not equal the state value of m−2. The constraints of the FSM are provided
to a SAT solver, which, when successfully completed, validates the inclusion of a given
hidden state transition and determines if the output of a given register must be ﬂipped.
If the SAT solver returns UNSAT, the current hidden state transition is discarded
and a new hidden state transition is generated and validated by the solver, with
the process repeating until a valid transition is identiﬁed or the maximum number
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Figure 8.11: Unrolling the combinational logic of the state machine. The ending state
of the hidden state transition in the functional partition is m, the starting state of
the hidden transition is m - 1, and states m - 2 and m - 3 are previous states that
are constrained to not equal states m or m - 1. The f 0 to f n inputs represent the
ﬂip signals determined by the SAT solver to meet the required constraints.
of attempts, as set by the designer, is reached. Reaching the maximum number
of attempts indicates that the generated hidden state mapping function is not well
suited for modiﬁcation with a hidden state transition. The selection of a hidden state
mapping function is, therefore, restarted to generate a hidden state transition with a
new set of constraints.
The runtime for the generation of the hidden state transition is bounded by the
use of the SAT solver, which is an NP-complete problem [147]. The generation of an
UNSAT condition for a given set of constraints of the hidden state transition results
in the formulation of a new set of constraints. In this work, the number of restarts
is limited to 500; however, the limit is user speciﬁed. If during the generation of the
hidden state transition an UNSAT condition occurs and the number of restarts has
been exhausted, the algorithm terminates without generating the modiﬁed FSM.
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8.4.5

Flip Outputs of Altered Registers

A list of the outputs of registers that must be ﬂipped in either the obfuscated
or functional mode is generated as a result of executing subroutines of the hidden
state transition algorithm described in Section 8.4.2 and Section 8.4.4. If the state
transition logic is not modiﬁed, then the output of the function generated as described
in Section 8.4.3 is utilized as the ﬂip signal of the altered registers. The outputs of the
modiﬁed registers are then simply connected to an XOR gate, with the other input
to the gate connected to the ﬂip signal.
If, however, the original state transition logic is modiﬁed, then the ﬂip signal is
generated from the hidden state function using the inputs to the FSM. The logical
structure of the correction circuit is shown in Fig. 8.12, where the current state of
the circuit is compared to a key value to determine if the output of the cone must be
ﬂipped or not. The correction circuit serves the function of a look-up-table (LUT)
for the modiﬁed I/O pairs of the original circuit. Assuming that every register is
accessible via the scan chain in functional mode, the sequentially locked circuit is
now equivalent to a combinational structure vulnerable to an oracle guided attack.
The estimated security against the SAT attack is then equivalent to SFLL-Flex [101],
with each DIP given a uniform probability of c/2n to select a protected cube, where c
is the number of cubes and n is the number of inputs to the logic cone. The probability
of selecting a protected input cube is then given by 1/2n−log2 c , with the expectation
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Random Walk Score (α)

1.67E+02
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3.98E+15

3.36E+03

5.18E+03

6.05E+10

5.43E+10

8.21E+08

1.66E+02

5.85E+09

4.24E+12

6.99E+09

1.66E+04

1.46E+40

1.13E+21

7.15E+09

6.40E-01

3.51E+09

5.60E+05
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9

1

1

1

Number of HST Iterations

2.08

11.85

109.24

1.1

0.89

0.59

0.55

0.82

0.7

1.02

25.06

1.54

2.71

12.98

37.44

0.66

20.98

0.52

1.6

20.47

5.48

0.77

13.08

0.18

Runtime (s)

Table 8.1: Results from the analysis of the ISCAS’89 benchmark circuits including 1) the number of ﬂip-ﬂops in
the obfuscated FSM, 2) the number of inputs to the FSM being obfuscated, 3) the hidden state transition random
walk score (random walk score without hidden state transitions), 4) an estimate of the average number of paths to
determine the activation sequence from (8.1), 5) the number of iterations to generate the hidden state transition,
and 6) the runtime to obfuscate the circuit.
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Figure 8.12: Logical structure of the correction circuitry.
for the number of DIPs required given as (8.2). Note that the metric is conservative,
as the determination of a single cube is used to evaluate the security of the circuit.
An adversary must, however, determine all c protected cubes to extract the key.

E[X] =

c
2n−log
2

i

i=1

2n−log2 c

=

2n−log2 c
2

(8.2)

As discussed in Section 8.4.2, the time complexity of modifying the netlist to
include the protected cubes is O(n). In addition to the circuitry required to add the
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protected cubes, up to m XOR gates are needed to allow for logical modiﬁcations
to the outputs of the registers, where m is the total number of registers. Since the
addition of each XOR gate is O(1), the time complexity to add the XOR gates to ﬂip
the output of the registers is bounded to O(m).

8.4.6

Generation of Key Transition

The key is generated based on a user deﬁned number of key bits k. The algorithm
iteratively executes to produce a sequence of transitions through the FSM beginning
from the starting state of the hidden state transition to the starting state of the key
sequence, which is equivalent to the starting state of the obfuscated partition. The
netlist is ﬁrst unrolled and a constraint on the input state of the circuit is applied
to the SAT solver, which requires that the current state and the returned state from
the solver are both reachable. The satisfying conditions of the previous state are
determined using a SAT solver and are added to a list containing the states of the
key sequence. In addition, the generated state is added to a hash table to track the
number of times the generated state is visited. If the frequency of visits to a given
state in successive iterations of the SAT solver is greater than a set threshold (set to
two in this paper), then an additional constraint is added to prevent the solver from
returning to the given state. If the solver is unable to generate a solution with the
additional constraint on the number of visits, then the constraint is removed and the
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solver is executed again. If the solver is still unable to produce a valid solution, then
the algorithm exits without generating a key sequence.
Generating the key transition(s) is also bounded by the complexity of executing
the SAT solver, which is an NP-complete problem [147]. If an UNSAT condition
is produced by the SAT solver, the generation phase of the hidden state transition
algorithm described in Section VI-D is executed again. If a key is not generated for
a second time, the algorithm terminates and restarts the key generation process for
another FSM to be secured. In this paper, the number of attempts to generate a key
is limited to four; however, the number is user deﬁned. If the maximum number of
attempts to generate a key is reached, the algorithm exits without securing a single
FSM.

8.5

Results

The algorithm described in Section 8.4 is executed on the ISCAS’89 sequential
benchmark circuits. The number of ﬂip-ﬂops within the modiﬁed FSM and the total
number of inputs to the circuit, which aﬀect the potential security of an FSM, are
listed in Table 8.1. A majority of the modiﬁed FSMs include at most 15 ﬂip-ﬂops,
which are feasibly recoverable with FSM extraction tools, or even brute force analysis.
To estimate the α term from (8.1), an analysis utilizing a random walk is performed for each FSM. The α term is determined by starting with 50 random states
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Table 8.2: Area, power, and performance analysis of the ISCAS’89 benchmark circuits
with and without sequential obfuscation implemented with hidden state transitions.
The percentage overhead in area, power, and performance is also provided for each
benchmark circuit.
Benchmark

Original

Obfuscated

Overhead

Area (um2 )

Power (mW )

Timing (ns)

Area (um2 )

Power (mW )

Timing (ns)

Area (%)

Power (%)

Timing (%)

s13207

3.95E+04

6.87

1.85

4.00E+04

7.39

1.87

1.41

7.10

1.07

s1423

1.04E+04

1.82

1.85

1.06E+04

1.85

1.85

1.99

1.76

0.00

s1488

6.18E+03

1.17

1.85

6.27E+03

1.18

1.87

1.45

0.93

1.07

s15850

5.13E+04

9.70

1.86

5.15E+04

9.72

1.86

0.44

0.20

0.00

s27

2.86E+02

0.03

0.49

4.83E+02

0.06

0.65

40.73

43.78

24.62

s298

1.65E+03

0.57

1.10

1.87E+03

0.65

1.23

11.89

12.54

10.57

s344

1.98E+03

0.35

1.16

2.18E+03

0.37

1.28

9.19

6.38

9.38

s35932

1.75E+05

55.54

0.70

1.77E+05

55.87

0.75

0.65

0.59

6.67

s382

2.31E+03

0.43

1.90

2.50E+03

0.49

1.92

7.41

11.80

1.04

s38417

1.83E+05

48.90

1.85

1.85E+05

53.24

1.87

0.80

8.15

1.07

s38584

1.60E+05

48.68

1.86

1.60E+05

50.41

1.86

0.27

3.43

0.00

s386

1.64E+03

0.32

0.96

1.86E+03

0.34

1.32

12.16

6.64

27.27

s400

2.38E+03

0.51

1.60

2.58E+03

0.56

1.84

7.90

8.80

13.04

s420

2.21E+03

0.38

0.77

2.35E+03

0.45

0.92

6.11

14.78

16.30

s444

2.38E+03

0.52

1.53

2.56E+03

0.61

1.70

6.95

15.45

10.00

s510

2.76E+03

0.64

1.50

2.93E+03

0.66

1.68

5.93

2.08

10.71

s526

2.40E+03

0.46

1.54

2.54E+03

0.48

1.72

5.51

4.42

10.47

s641

2.87E+03

0.47

1.86

3.09E+03

0.49

1.86

7.21

4.23

0.00

s713

2.86E+03

0.47

1.85

3.07E+03

0.48

1.94

6.77

1.58

4.64

s820

3.12E+03

0.48

1.45

3.27E+03

0.48

1.73

4.40

1.32

16.18

s832

3.13E+03

0.48

1.69

3.43E+03

0.49

1.76

8.69

1.84

3.98

s838

4.48E+03

0.67

0.85

4.66E+03

0.72

1.07

3.81

5.87

20.56

s9234

1.61E+04

2.20

1.86

1.74E+04

2.80

1.86

7.52

21.50

0.00

s953

5.18E+03

0.86

0.72

5.39E+03

0.87

0.80

3.86

1.58

10.00

Average

-

-

-

-

-

-

6.79

7.78

8.28

and applying 100 random input sequences, where each input sequence must each be
diﬀerent. The average percentage of unique paths over the 100 walks per state is
listed in Table 8.1, with most circuit benchmarks producing a random walk score of
less than 10%. Results estimating the α term are provided in Table 8.1 for circuits
that include FSMs modiﬁed with a hidden state transition as well as for circuits that
include no hidden state transitions. In most cases, the FSMs with a hidden state
transition produce an α term that is multiple percentage points greater than FSMs
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with no hidden state transitions, which indicates that an adversary must search extra
paths for the correct start-up sequence. For example, a change in α from 2.9% to
4.7% for the s382 benchmark circuit results in an increase in the average number of
paths to search from 6.03E+08 to 7.15E+09. A further increase in the α term is
possible by adding the circuit shown in Fig. 8.5a to multiple registers, rather than a
single register as was done to produce the results listed in Table 8.1. Applying the
hidden state circuitry to all 14 state registers of the s382 benchmark circuit increases
the α term to 35.46%.
The estimate of the average number of paths an adversary must traverse obtained
from computing (8.1) indicates that circuits with a small number of both ﬂip-ﬂops and
inputs only require the analysis of thousands of paths to correctly decrypt. However,
when the number of both ﬂip-ﬂops and is suﬃciently increased, the estimated average
number of paths to analyze becomes computationally expensive, as shown for the
s15850 benchmark circuit, which requires the analysis of an estimated 5.78E+28 paths
to properly determine the obfuscated activation sequence. In order to enhance the
security of netlists comprised of smaller FSMs, or FSMs with low unique path scores
given by (8.1), multiple FSMs must be grouped together within the IC. However,
some of the small benchmark circuits such as s27 only contain a single FSM. The
small circuits are, therefore, not optimal for the implementation of sequential or
combinational logic locking.
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The runtime of the algorithm to determine and implement hidden state transitions
is also provided in Table 8.1, with the algorithm completing for most of the large
ISCAS’89 benchmark circuits in the order of 10’s of seconds. The longest runtime
was 109.242 seconds for the s838 benchmark circuit, which required 390 restarts of
the algorithm to determine a hidden state transition, as described in Section 8.4.4.
The diﬃculty of ﬁnding a satisfying condition of the constraint for the hidden state
transition only occurs for a few benchmark circuits, with most only requiring a handful
of iterations to successfully determine a hidden state transition that does not stem
from an unreachable state.
The unobfuscated and obfuscated ISCAS’89 sequential benchmark circuits are
characterized for area, power, and performance, with results provided in Table 8.2.
The characterization of the ISCAS’89 benchmark circuits is performed on a 180 nm
IBM technology node using Synopsys DC compiler. The circuit shown in Fig. 8.5a
that executes the hidden state transition is included in the analysis of the overhead
in power, area, and performance. However, the overheads due to the tamper proof
memory are not considered as is common when analyzing logic locking [88, 89, 101].
The circuits that resulted in the most signiﬁcant overheads in area and power once
obfuscated are the smallest benchmark circuits, which includes s27 and s526. As the
benchmark circuits increase in size, the area and power overheads of implementing
the sequential locking technique for a majority of the obfuscated circuits is less than
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C=1

C=2

C=3

C=4

C=5
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15.62

0.61

4.15

0.46

0.75

14.08

s344

s349

s35932

s382

s38417

s38584

s386

3.21

23.64
28.85

40.26

17.55

19.52

25.98

7.30

9.13

12.89

s713

s820

s832

s838

s9234

s953

Average

1.71

14.07

12.47

9.09

13.77

45.90

45.89

3.52

40.26

19.39

s641

s510

27.48

3.31

13.20

8.09

5.83

3.32

7.27

3.16

4.16

2.81

3.70

s526

4.09

21.93

s444

4.09

5.58

15.62

s298

28.88

4.37

s15850

s420

16.44

3.83

s1488

s400

16.44

4.58

s1423

4.62

3.66

48.22

26.40

s27

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

26.46

18.26

14.71

52.04

38.92

34.99

80.65

80.65

8.80

43.73

10.22

57.60

10.22

29.11

1.51

0.92

10.37

1.23

31.64

31.64

13.95

8.75

7.56

9.16

7.35

57.60

30.30

26.13

19.56

61.37

49.43

28.80

97.54

97.50

5.39

39.44

10.13

55.86

10.46

26.11

17.32

12.25

10.49

15.46

31.32

31.32

10.00

8.52

5.10

7.75

9.51

113.67

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

39.46

27.40

22.42

78.77

58.55

52.65

122.06

122.06

11.64

65.78

13.52

86.64

13.52

43.66

2.31

1.38

13.72

1.87

47.46

47.46

18.45

13.44

11.33

13.74

11.02

85.60

44.94

39.12

29.55

92.32

79.54

46.34

146.87

146.81

5.33

63.42

10.01

89.81

10.33

39.30

26.85

18.09

10.37

23.28

48.95

48.95

9.88

13.00

7.70

11.58

14.62

156.32

0.15

0.00

0.00

3.66

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

53.82

36.40

30.00

107.49

77.83

69.99

163.48

163.48

17.59

88.21

20.44

115.19

20.44

58.45

3.09

1.84

20.73

2.52

62.89

62.89

27.90

17.95

15.00

18.25

14.67

128.80

65.68

54.39

42.61

132.61

106.07

61.80

207.64

207.56

10.54

86.45

19.79

120.03

20.43

54.98

36.36

24.20

20.50

33.02

65.02

65.02

19.53

18.43

10.77

16.14

19.47

277.56

0.44

0.00

0.00

10.98

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

66.34

45.79

37.55

133.39

97.95

88.08

206.71

206.71

19.35

111.53

22.48

146.91

17.61

74.88

3.87

2.32

22.81

3.15

80.47

80.47

30.69

22.75

19.00

22.95

18.59

142.40

80.36

67.85

51.17

173.23

131.81

76.80

282.59

282.47

9.37

106.13

17.60

150.60

15.45

69.88

45.73

32.26

18.23

44.58

84.05

84.05

17.37

23.43

13.22

20.15

27.76

279.89

1.42

0.00

0.00

15.85

0.00

0.00

0.00

0.00

0.00

0.00

0.00

19.74

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

0.00

Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%) Area (%) Power (%) Timing (%)

s13207

Benchmark

Table 8.3: Additional overhead in area, power, and performance beyond the overheads reported in Table 8.1 for 1
to 5 modiﬁed minterms C within the state transition logic. A timing overhead of 0% implies that the performance
of the circuit is constrained by the state transition logic and not the correction circuitry.
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5%, with most of the large benchmark circuits (i.e. s13207, s15850, and s38584)
resulting in power and area overheads of less than 1%. A larger variation in the delay
overhead is observed across the benchmark circuits, as the delay is dependent on 1)
the depth of the combinational logic of the modiﬁed FSM and 2) whether the critical
path is included as one of the ﬂipped outputs as described in Section 8.4.5. Rerunning
the algorithm and selecting a diﬀerent hidden state transition, therefore, results in
a diﬀerent overhead in delay, as indicated by the results shown in Fig. 8.13. The
variation in the delay due to the selection of the path through the state transition
logic is characterized by running the hidden state transition algorithm on the s35932,
s526, s15850, and s298 benchmark circuits 100 times.
The additional overhead in area, power, and performance required when the original logic cone is modiﬁed to secure against structural attack is listed in Table 8.3. The
overheads are analyzed for 1 to 5 cubes C, where the protected cubes are minterms
of the given circuit. A lower overhead in power, performance, and area is obtained
when using non-minterm protected cubes of the circuit. In addition, the corruption
of the outputs increases and attacks such as described in [108] become more diﬃcult
to execute. For example, consider the s1423 benchmark circuit, which has 41 primary
inputs. The output corruption when a single protected cube is utilized is 9.1E-11%.
However, if the protected cube constrains only 20 inputs, the corruption increases
to 9.54E-5%, but the resilience to a SAT attack, as given by (8.2), is reduced to an
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s35932
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Figure 8.13: Histogram of circuit timing (ns) for 100 instances of the s35932, s526,
s15850, and s298 benchmark circuits.
average of 5.24E+5 iterations from 1.1E+12 iterations. For larger FSMs, the trade-oﬀ
between output corruption and provided security is acceptable. However, for smaller
FSMs, the resulting decrease in the security of the circuit may not be suﬃcient to
protect against the primary attack vectors including SAT.
Implementing a secure partitioned state machine to protect against unauthorized
activation and modiﬁed logic to protect against reverse engineering forces an adversary to conduct two separate attacks. The adversary must determine the activation
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sequence, with a measure of the provided security given by (8.1). In addition, the
adversary must utilize an oracle guided attack to determine the modiﬁcations to the
functional mode FSM, with the measure of the provided security given by (8.2). The
analysis of the resilience of all circuits to the SAT attack was conducted on a Xeon
E52687W CPU running at 3 GHz with 95 GB of RAM, with a timeout set to 5 days
(432,000 seconds). The results of the analysis of the resilience of the secured circuits
to the SAT attack are listed in Table 8.4 for the case when two minterm cubes are
protected. Over 75% of the executing SAT attacks time out in 5 days, with the exception of the benchmark circuits that have a small number of inputs, as listed in
Table 8.1. The results also correlate with the estimated number of required attack
iterations given by (8.2), which further demonstrates strong resilience against SAT
based attacks. Note that the execution of the SAT attack on s38584 returned the
correct key despite a large security expectation as calculated by (8.2). The SAT attack was re-run with 5 diﬀerent netlist orderings, as described in [148]. However, all
but one trial resulted in a decryption of the key sequence as the locked cone has a
large fanout but a shallow logic depth, which provides the SAT attack with increased
probability of ﬁnding the modiﬁed logic cubes.
A comparison of the security of circuit obfuscating methodologies against various threats is provided in Table 8.5. The proposed hidden state transition (HST)
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Table 8.4: Analysis of execution of the SAT attack with a set timeout of 5 days
for the ISCAS’89 sequential benchmark circuits. All benchmark circuits include two
protected cubes. The number of iterations and the total number of SAT cubes are
determined at the moment a timeout TO occurs.

Benchmark

# of Iterations

# of Cubes

CPU Time(s)

s13207

3.33E+04

7.40E+08

TO

s1423

6.94E+04

3.02E+08

TO

s1488

4.83E+03

2.55E+07

1913.23

s15850

4.47E+04

8.85E+08

TO

s27

6.70E+01

1.28E+04

0.11

s298

1.19E+05

9.82E+07

140143.00

s344

1.30E+05

1.74E+08

278422.00

s349

1.71E+05

2.42E+08

TO

s35932

1.91E+04

1.77E+09

TO

s382

1.46E+05

1.42E+08

TO

s38417

2.16E+04

8.81E+08

TO

s38584

1.97E+04

2.15E+09

309432.00

s386

1.62E+03

2.13E+06

35.50

s400

1.70E+05

1.78E+08

TO

s420

1.36E+05

2.18E+08

TO

s444

1.95E+05

1.93E+08

TO

s510

1.09E+05

2.49E+08

TO

s526

1.38E+05

1.60E+08

TO

s641

1.01E+05

2.08E+08

TO

s713

1.34E+05

2.77E+08

TO

s820

1.33E+05

3.18E+08

TO

s832

1.06E+05

2.55E+08

TO

s838

1.12E+05

3.50E+08

TO

s9234

2.87E+04

6.76E+08

TO
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Table 8.5: Comparison of diﬀerent sequential logic locking methodologies against
various attack vectors, including 1) oracle guided attacks, 2) structural attacks that
allow for the bypass of the added security features, 3) extraction of the transition from
obfuscated to functional mode, and 4) extraction of the combinational state transition
logic through reverse engineering. A  means the technique is not vulnerable to the
attack vector and a  means the methodology is susceptible to the attack vector.
Obfuscation

Oracle Guided

Structural

Extraction of Obfuscated to

Extraction of

Methodology

Attacks

Attacks

Functional Mode Transition

State Transition Logic

[115]









[117]









[124]





N/A



[125]





N/A



HST









HST-MOD CONE









algorithm is the only partitioned state machine algorithm that protects against extraction of the obfuscated to functional mode transition, which results in an increase
in the number of paths an adversary must search to determine the key sequence that
activates the circuit. In addition, HST with modiﬁcations to the logic cone protects
against extraction of the state transition logic.

Chapter 8: Synthesis of Hidden State Transitions

203
Chapter 9: Increased Output Corruption and Structural Attack
Resilience for SAT Attack Secure Logic Locking

While out-of-cone logic locking techniques provide greater resilience to the SAT
attack, the techniques discussed in Chapter 4 do not provide the same security guarantees when high corruption of the input-output pairs is required for an incorrect
key. The concern with limited output corruption is that an adversary has access to
an IC that produces very few incorrect input-output pairs. The rare errors allow
an adversary to sell an IC without applying the correct key. An unknowing customer might never realize that the circuit is functioning incorrectly, or may have the
error occur during critical circuit functionality. Therefore, the generation of significant input-output pair corruption is of importance when implementing out-of-cone
logic techniques, while also maintaining suﬃcient resilience to the SAT attack and
minimizing any overhead in power, performance, and area.
In addition, as discussed in Chapter 4, the circuitry added to modify the original
logic cone typically leaks information regarding the key through the structure of
the logic. Many of the developed structural attacks allow for the extraction of the
key without an oracle IC. While techniques exist to minimize the structural leakage
through subtractive measures [112], the overhead in design time to modify the original
cone is large.
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A novel out-of-cone logic locking methodology is presented in this chapter, which
is termed CORruption Adaptable Logic Locking (CORALL), The technique provides
improved SAT attack resilience while also increasing the number of corrupted inputoutput pairs. The chapter begins with an overview of the CORALL methodology
and continues with a discussion of the resilience of the technique to both SAT and
structural attacks. In addition, a logic cone modiﬁcation algorithm that relies on
logical cofactors is described.

9.1

CORALL

The developed CORALL architecture addresses limitations to current techniques
by utilizing an expanded key space that allows for increased output corruption while
providing high SAT attack resilience. The expansion is denoted as an increase in the
number of unique columns of the truth table representing the key space, which implies
more functions for an oracle guided attack to constrain. For example, consider the
output corruption tables shown in Fig. 9.1 of the ﬂip function circuitry of a two-input
AND gate implemented with SFLL-HD0 , SFLL-HD1 , and a LUT. The modiﬁcation
of the logic cone when implementing SFLL-HD0 on a two-input AND ﬂips the output
of the circuit when A = 0 and B = 1, which results in a modiﬁed cone with an
output corruption probability of 25%. In comparison, 50% of the cubes, AB = 00
and AB = 11, are corrupted when implementing the AND with SFLL-HD1 . However,
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as discussed in Section 4.2.1, less DIPs are required to execute a successful SAT attack
on the obfuscated AND gate, with an average of two DIPs required for SFLL-HD0
and only one DIP for SFLL-HD1 . As opposed to the SFLL-HD implementations,
the LUT ﬂip function shown in Fig. 9.1c implements up to 24 possible functions.
Since there are 24 possible functions, four iterations of the SAT attack are required
to decrypt the key independent of the corruption applied to the modiﬁed logic cone.
n

In general, a LUT with n select lines generates 22 unique columns. Since each input
pattern applied to the LUT generates an equally balanced logic one and logic zero
in the key space, as shown in Fig. 9.1c, the key space is cut in half each iteration.
n

The 22 unique columns, therefore, force an oracle guided attack to apply 2n input
patterns to determine the correct key.
While a LUT allows for the maximum amount of unique columns, and therefore,
the largest number of functions for an adversary to search, the use of a LUT as the
ﬂip-function is limited by the signiﬁcant overhead in power, performance, and area
required to implement the circuit. The objective of CORALL is to generate a large
number of unique columns in the key space without resulting in a large overhead in
power, performance, and area.
The CORALL architecture is described as CORALL(n, l, c), where n deﬁnes a
subset of the circuit inputs, l is the number of LUT select lines, and c is the number
of protected cubes. The circuit structure when l equals 2 is shown in Fig. 9.2, where
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(b)

(a)

(c)

(d)

Figure 9.1: Truth tables of a two input AND gate locked with a) SFLL-HD0 with a
correct key of K1, b) SFLL-HD1 with a correct key of K1 and K2, c) a LUT based
correction circuit with a correct key of K1, and d) CORALL n2l1c1 with a correct
key of K1.
each logical input of the circuit is connected to a select line of a two input LUT that
requires four key bits and the output of each LUT is then connected to an AND tree.
The structure is easily modiﬁed to account for multiple protected cubes, where each
output of a protected cube is connected to an OR gate, as shown in Fig. 9.2. In
addition, the size of the LUTs is adaptable. For example, setting l to 4 is possible,
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Figure 9.2: Implementation of the ﬂip function circuit of CORALL. The ﬁrst layer
consists of l-input LUTs, where l is two for the example shown, with the inputs to
the modiﬁed cone provided to the LUTs. The outputs of the LUTs are inputs to an
AND tree, which forms a single protected cube. Multiple protected cubes are then
provided as inputs to an OR gate, which generates the ﬂip signal to correct any errors
in the modiﬁed logic cone.
which combines inputs A, B, C, and D into a single LUT instead of utilizing two
LUTs to group inputs A and B and inputs C and D when l equals 2. Rather than
requiring an exponential increase in the number of keys, as needed for a standard
LUT topology, the CORALL architecture only requires a linear increase in the key
size. The number of keys required for circuits with 1 to 12 inputs is provided in
Fig. 9.3, where a linear increase in the number of keys for an l of 2, 3, 4, 6, and
8 inputs is shown for the CORALL architecture. For example, securing a circuit
with inputs A to H (n = 8) requires 28 key inputs for a standard LUT topology as
compared to 16 key bit inputs for CORALL n8l2c1, which signiﬁcantly reduces the
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Figure 9.3: Number of keys required for a standard LUT based logic locking topology
and the CORALL methodology as the number of primary inputs to the circuit is
increased from 1 to 12. The CORALL architecture is evaluated for LUT sizes of 2,
3, 4, 6, and 8 inputs.
area and power overhead when l is less than the total number of inputs to a given
logic cone. The number of keys required to implement CORALL is given by (9.1),
where num_lut =  nl .


num_lut

c∗

2 li

i=1
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9.1.1

SAT Attack Resilience of CORALL

When the corruption of the modiﬁed logic cone equals 1/2n , the resilience of
CORALL nl1c1 to a SAT attack is nearly identical to SFLL-HD0 as the functionality
of CORALL inherently contains the point ﬂip function produced by SFLL-HD0 . The
only diﬀerence is that CORALL results in an increase in the minimum number of
iterations required by the SAT attack to return the correct key since guessing the
protected cube does not eliminate all but one key value as is the case with SFLL-HD0 .
For example, consider the resulting key space when securing the input pattern AB =
11 with CORALL n2l1c1, which is shown in Fig. 9.1d. Even when the DIP AB = 11
is selected, multiple correct functions still exist. In the case of CORALL n2l1c1, three
DIPs are required to determine the correct functionality of the circuit as the technique
generates 10 out of a possible 16 functions. Note that when the correct constraints
(check marks) and incorrect constraints (X’s), as shown in Fig. 9.1d, are roughly
evenly distributed, the number of iterations of the SAT attack is approximated by
log2 (u), where u is the number of unique columns. For the approximation of log2 (u) to
hold, the remaining valid columns for each iteration must also have an approximately
even distribution of correct and incorrect output possibilities. If, for example, a DIP
of AB = 10 was chosen after AB = 00 in Fig. 9.1d, there are still four correct and
two incorrect possible functions remaining, which implies that the adversary is only
able to eliminate two of the six possible key values.
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As the amount of output corruption is increased, which is quantiﬁed by comparing
the outputs of the original and modiﬁed logic cones, the number of unique columns in
the truth table of the key space dictates the extent to which the CORALL topology is
resilient to an oracle guided attack. An increased number of unique columns provides
greater resilience to the SAT attack as an added constraint to the SAT solver when
a protected cube is chosen as a DIP is the logical AND of the key bits exposed by
the LUTs. For example, the circuit shown in Fig. 9.2 with c = 1 results in the
constraint K0 · K4 · (Kn − 4) · Kn when the DIP input of A to H equals 00001111
produces an output of 1 from the ﬂip function. The extreme case occurs when the
modiﬁed logic cone is an inversion function of the original logic cone, which results
in a constant one at the output of the ﬂip function. In the case where the modiﬁed
logic cone is completely corrupted and c = 1, which implies a single protected cube,
the CORALL architecture requires a minimum number of SAT iterations of 2l , where
l is the number of LUT select lines. The minimum number of iterations is a result
of revealing a single key bit of each LUT for each determined protected minterm
pattern. Increasing l results in a greater minimum number of iterations required to
fully execute an oracle guided attack. The greater number of unique columns added
to the truth table of the key space by increasing l, therefore, provides an improved
resilience to oracle guided attacks, with the number of unique columns when c = 1
l

given by (22 − 1)n/l + 1.
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Figure 9.4: Number of unique columns of the key space truth table as the number of
protected cubes c is increased for CORALL and SFLL-Flex when n = 4. The l size
of CORALL is varied from 1 to 3.
The number of unique columns is also increased by providing a greater number
of cubes c to the CORALL circuitry. Whereas the number of unique columns for
SFLL-Flex is given by

c
i=1

n 
i

, CORALL generates more unique columns as multiple

minterms are ﬂipped per protected cube. The number of unique columns for CORALL
and SFLL-Flex when the number of inputs to the ﬂip function equals four is provided
in Fig. 9.4. The results shown in Fig. 9.4 indicate that CORALL provides a much
faster increase in the number of unique columns than SFLL-ﬂex, generating SAT
attack resilience with increased modiﬁed logic cone error rates without requiring the
large overhead of additional cubes needed with SFLL-ﬂex. Using the notation deﬁned
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in [107], the CORALL circuit is able to achieve Best-Possible Approximation-Resilient
Locking (BPARL) with regard to oracle guided attacks as the hypothesis space, which
equals the number of unique columns, exponentially increases until the space saturates
n

at 22 columns. As the required level of output corruption for a given modiﬁed logic
cone decreases, the value of both the c and l parameters is reduced as the SAT attack
resilience of SFLL given by (4.1) applies.

9.1.2

Simulation of benchmark circuits

The SFLL-HD, SFLL-Flex, and the proposed CORALL architectures are compared for 5, 10, 15, and 20 input ﬂip functions implemented for the b17 and b18
ITC’99 [149] benchmark circuits and the s38584 and s35932 ISCAS’89 [150] benchmark circuits, with results provided in Fig. 9.5. The CORALL architecture is evaluated for 2 and 4 protected input cubes c and for 2 and 4 inputs to the LUT l. The
number of constrained inputs for the analysis of CORALL is 1, which implies that
n − 1 inputs are free, where n is the total number of inputs to the ﬂip function. Constraining only a single input per cube results in modiﬁed logic cones that produce a
large amount of output corruption as compared to an activated IC.
The analysis of SFLL-HD with results as shown in Fig. 9.5 is completed for Hamming distances of n/4, n/3, and n/2 to ensure signiﬁcant output corruption within
the modiﬁed logic cone. The analysis of SFLL-Flex for all trials is completed with 2
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Figure 9.5: Comparison of the SFLL-HD, SFLL-Flex, and proposed CORALL out-of-cone logic locking techniques
when the modiﬁed logic cone requires a high corruption of outputs as compared to an activated IC. The techniques
are evaluated for circuit implementations of the ﬂip function with 5, 10, 15, and 20 inputs. The number of cubes
c and LUT-size l are varied for CORALL. The SFLL-HD architecture is evaluated for varying Hamming distances
computed based on the number of inputs n. The SFLL-Flex architecture is analyzed for a varying number of cubes
c and number of inputs per cube n.

CPU Time(s)

CORALL c2l2
SFLL-Flex c2n1
b17
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Table 9.1: Output corruption from the modiﬁed logic cones of the b17, b18, s38584,
and s35932 benchmark circuits. The secured circuits include a 20 input ﬂip function
and are evaluated for 1,000 random input patterns, with each random input pattern
evaluated for 100 random key values.

Methodology

Benchmark
b17

b18

s38584

s35932

CORALL c4l4f 19

83.60%

82.90%

80.80%

84.70%

CORALL c2l2f 19

76.30%

73.00%

73.60%

74.30%

SFLL HD n/3

6.80%

7.90%

6.70%

6.90%

SFLL HD n/2

29.60%

31.60%

28.60%

30.40%

SFLL HD n/4

3.20%

3.30%

2.50%

3.30%

SFLL Flex c2n5

10.10%

10.60%

13.20%

11.70%

SFLL Flex c4n5

21.70%

20.20%

22.00%

20.70%

and 4 protected cubes c and 1 and 5 inputs n for each cube.
The results shown in Fig. 9.5 conﬁrm that CORALL signiﬁcantly outperforms
SFLL-HD and SFLL-Flex in both the number of iterations of the SAT solver and the
CPU execution time required to complete the SAT attack. When implementing a 20
input ﬂip function, CORALL c4l4, on average, outperforms SFLL-HD n/4 by 34.41x
and SFLL-Flex by 82.36x in the number of iterations required to execute a successful
SAT attack. The execution time of the SAT attack on circuits secured by CORALL
is, on average, 111.96x that of SFLL-HD and 430.05x that of SFLL-Flex for a ﬂip
function with 20 inputs.
In addition to increasing the number of SAT attack iterations, CORALL also
provides greater corruption of outputs as compared to SFLL-HD and SFLL-Flex. The
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estimated error rate (output corruption) for the CORALL, SFLL-HD, and SFLL-Flex
techniques is analyzed for a 20 input circuit implementation of the ﬂip function with
results listed in Table 9.1. The analysis is performed by comparing the outputs of
an activated and locked IC for 1,000 random input patterns. For each random input
pattern, 100 random key values are applied to the locked IC. The results listed in
Table 9.1 indicate that the CORALL architecture produces a minimum corruption of
73% of the total input-output pairs. The maximum output corruption observed for
SFLL-HD and SFLL-Flex is, respectively, 31.60% and 21.70%. CORALL, therefore,
signiﬁcantly improves the resilience of a circuit to a SAT attack as compared to both
SFLL-HD and SFLL-Flex for cases where a large corruption of the primary outputs
is required.
An additional consideration when characterizing the resilience of a circuit to the
SAT attack is the variation in the number of iterations required to execute the attack,
which is analyzed on the c1908 ISCAS’85 benchmark circuit. The c1908 circuit is
evaluated for 500 random netlist orders after applying the SFLL-HD and CORALL
techniques with a 10 input circuit of the ﬂip function. Results of the analysis are
provided in Fig. 9.6. Varying the order of the netlist results in variation in the
number of iterations required to successfully execute the SAT attack [148].
SFLL-HD0 and CORALL c2l2f 1 are also characterized for a single free input
f = 1 as shown in Fig. 9.6, which represents the case where the provided output
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Figure 9.6: Number of SAT attack iterations required to decrypt the ISCAS’85 c1908
benchmark circuit when the circuit is locked with a 10 input ﬂip function using the
SFLL-HD and CORALL methodologies. Each secured circuit is evaluated for 500
netlist orders [148] to characterize the variation in the number of iterations. The
SFLL-HD technique is evaluated for Hamming distances of 0, n/4, n/3, and n/2,
where n is the number of inputs to the circuit of the ﬂip function. The CORALL
methodology is evaluated for c2l1f 1, c2l2f 5, c2l2f 7, c2l2f 9, and c5l3f 9, where c
represents the number of cubes, l the LUT size, and f the number of free inputs.
corruption is limited for each methodology. Note that the free inputs f are a subset
of n and represent the inputs a protected cube is independent of. The results shown
in Fig. 9.6 indicate that the mean number of iterations produced by SFLL-HD0 is
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slightly greater than CORALL c2l2f 1. However, the minimum number of iterations
for SFLL-HD0 is much lower, and the distribution is uniform across much of the range
of the number of iterations required to complete the SAT attack. The uniform nature
of SFLL-HD0 matches the expected numerical results given by (4.1). A much larger
minimum number of iterations is required for CORALL c2l2f 1, which matches the
results from the analysis provided in Section 9.1.1. CORALL, therefore, provides
nearly equivalent resilience to the SAT attack as that of SFLL-HD0 for cases that
require a low output corruption while also requiring a much larger minimum number
of iterations of the SAT attack.
As the Hamming distance parameter of SFLL is increased, the mean number of
iterations required to execute the SAT attack is reduced signiﬁcantly as indicated by
the results shown in Fig. 9.6. However, the minimum number of iterations needed to
successfully execute the SAT attack increases. In contrast, the number of iterations to
complete the SAT attack decreases as the number of free inputs increase for CORALL.
However, the mean and minimum number of iterations are greater for CORALL than
SFLL-HD. Note that the resilience of CORALL to the SAT attack increases as the
number of cubes c and the LUT size l increase. Increasing the number of cubes to
5 and the LUT size to 3 while 9 of 10 inputs are unconstrained to produce greater
output corruption results in an increase in the number of iterations to over 210 . The
trade-oﬀ for increasing the number of cubes and LUT size is the additional overhead
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in power, performance, and area.
The overhead in power, performance, and area to implement the SFLL-HD and
SFLL-Flex techniques with a ﬂip function of 20 inputs is listed in Table 9.2, while
the characterization of the overheads for CORALL are listed in Table 9.3. The listed
data indicates that for the large ITC’99 (b17 and b18) and ISCAS’89 (s35932 and
s38584) benchmark circuits, the implementations of all three techniques result in low
overheads, with the power, performance, and area increasing by no more than 10% as
compared to the unobfuscated version of the circuit. Applying the three techniques
on all of the large benchmark circuits results in no more than a 3% increase in area,
with both SFLL-Flex and CORALL providing further reductions in occupied area
after re-synthesis of the modiﬁed logic cone. Implementations of all three techniques
result in large overheads in area for the small ISCAS’85 benchmark circuits, where the
c1908 and c432 circuits increase in area by over 100%. On average, a 20% reduction
in area and a 2.14% increase in performance was observed as compared to SFLL-HD
when implementing the CORALL architecture utilizing four protected cubes c and a
LUT size l of four. The largest variation occurs in the timing overhead, as diﬀerent
cones are secured by each technique for each benchmark circuit.
The results listed in Table 9.3 indicate that the implementation of CORALL results in similar overheads in power, performance, and area as SFLL while providing
a signiﬁcantly higher resilience to the SAT attack for circuits that require a large
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1.18E+05

s38584

2.12

4.15E+03

9.72E+04

c1908

s35932

0.48

1.71E+03

c432

40.56

38.04

402.93

7.11E+05

102.81

2.47E+05

Power (mW )

b18

Area (μm2 )

Original

b17

Benchmark

5.22

3.04

4.64

3.85

27.67

23.73

Timing (ns)

4.25

4.47

95.83

249.01

0.43

1.15

Area (%)

2.11

11.18

145.82

659.26

1.89

5.15

Power (%)

SFLL-HD

24.71

114.47

8.41

24.42

4.26

5.65

Timing (%)

0.93

0.54

10.44

30.77

-0.06

-0.62

Area (%)

-7.91

1.01

10.41

22.92

0.79

-1.28

Power (%)

c2n5

1.53

-0.33

3.88

20.26

2.35

2.44

Timing (%)

1.31

1.04

22.60

55.82

0.05

-0.42

Area (%)

SFLL-Flex

-7.76

1.75

17.22

40.09

0.98

-1.54

Power (%)

c4n5

5.94

0.66

-1.29

13.25

2.02

2.44

Timing (%)

Table 9.2: Analysis of the power, performance, and area overhead of implementing SFLL-HD and SFLL-Flex on
the b17, b18, c432, c1908, s35932, and s38584 benchmark circuits. SFLL-Flex is evaluated for 2 and 4 protected
cubes c and a ﬂip function with 5 inputs (n = 5). All evaluated circuits are limited to a maximum of 20 inputs to
the ﬂip function.
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Table 9.3: Analysis of the power, performance, and area overhead of the CORALL
architecture for the b17, b18, c432, c1908, s35932, and s38584 benchmark circuits.
CORALL is evaluated for 2 and 4 protected input cubes c and LUT sizes of 2 and 4
inputs. Only a single constrained input is utilized for the generation of the CORALL
circuits. All evaluated circuits are limited to a maximum of 20 inputs to the ﬂip
function.
CORALL
Benchmark

c2l2

c4l4

Area (%)

Power (%)

Timing (%)

Area (%)

Power (%)

Timing (%)

b17

-2.12

-1.70

3.37

0.14

1.06

7.12

b18

-2.50

-0.59

12.94

-1.30

0.68

9.65

c432

117.80

103.21

7.79

494.95

530.18

23.90

c1908

46.64

36.56

-0.65

203.99

152.38

10.56

s35932

2.33

0.46

-3.95

8.62

8.26

-3.95

s38584

0.81

-6.83

8.05

6.88

8.86

3.64

percentage of corruption between the activated and locked IC. In addition, CORALL
provides greater ﬂexibility than SFLL, as the number of cubes and LUT size are
adaptable parameters that tune between the security of a circuit, as measured by
the number of iterations of the SAT attack, and the overhead in area, power, and
performance of implementing CORALL on the circuit. For example, the timing overhead of the c432 benchmark circuit secured with CORALL c4l4 is 23.90%, as listed
in Table 9.3. As a four input LUT contributes to the delay of the ﬂip function, decreasing the LUT size to three inputs reduces the logical depth of the critical path
of the circuit implementing the ﬂip function, which reduces the overhead in delay to
0%. If increased resilience to the SAT attack is required, an additional cube is added
instead to limit the impact on the timing of the circuit.
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9.2

Structural Attack Resilience of CORALL

Increasing the resilience of out-of-cone logic locking techniques to structural attacks requires 1) better mixing of the original logic cone with the perturb function
and 2) non-identical modiﬁcations to the logic cone that prevent identiﬁcation and
exploitation of the logical structure of the perturb function due to the possession of
knowledge of the logic locking algorithm. The ﬁrst modiﬁcation to the locking mechanism of the circuit when implementing CORALL is the elimination of the XOR gate
in the perturb unit, which reduces the complexity of integrating the perturb function
with the original logic cone. To remove the XOR, the algorithm must determine a
set of input constraints that result in a constant logic 0 or logic 1 output from the
original logic cone. The output of the circuit is now ﬂipped with standard OR and
AND gates, depending on the desired output of the modiﬁed cone.
fx2 = f (x0 , x1 , 1, x3 ..., xn )

(9.2)

fx2 = f (x0 , x1 , 0, x3 ..., xn )

(9.3)

In order to determine the modiﬁed logic cubes for CORALL, an approach based
on iterative cofactors is applied. For a Boolean function, the positive cofactor of a
variable x2 is given by (9.2), while the negative cofactor is given by (9.3). The positive
cofactor sets x2 to logic 1 and returns the remaining logic function, while the negative
cofactor sets x2 to logic 0 and, similarly, returns the remaining logic function.
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Algorithm 14: Protected Cube Generation
Input: FSM netlist netlist, LUT Size lut_size,
Common Probability common_prob,
Number of Cubes num_cubes;
curr_f unc = netlist;
num_cone_inputs = length(curr_f unc.inputs);
f lip_f uncs = [];
for num_cubes do
while num_cone_inputs > lut_size do
if common_inputs then
/* Set cf_var, cf_val from common inputs
else
/* Choose random cf_var and cf_val
f unc_cf s = get_cf s(curr_f unc, cf _var);
if common_inputs then
curr_f unc = f unc_cf s[cf _val];
else if num_ins_cf 0 < num_ins_cf 1 then
curr_f unc = f unc_cf s[0];
else if num_ins_cf 1 < num_ins_cf 0 then
curr_f unc = f unc_cf s[1];
else
curr_f unc = f unc_cf s[cf _val];
/* Add set input to constraints
if rand(0, 1) <= common_prob then
/* Append to common inputs
if num_cone_inputs <= 2 ∗ lut_size then
/* Check for 2-LUT function criteria
end
f lip_f uncs.append(curr_f unc)
end
/* Add correction circuitry for flip_funcs

*/
*/

*/
*/
*/

*/

The formulaic description of utilizing the iterative cofactor to determine the modiﬁed logic cubes is provided as Algorithm 14. The while loop included in Algorithm 14
is the primary pseudo-code describing the generation of the protected cubes. The algorithm begins by checking if there are previous common inputs to utilize as the
Chapter 9: Corruption Adaptable Logic Locking

223
branching variable for the cofactor. If not, a random variable and logic value are generated for the branching of the cofactor. The positive (fx ) and negative (fx̄ ) cofactors
are determined for the given cofactor input variable cf _var. If the branching direction is already chosen by the common input, then the respective positive or negative
cofactor is selected as the current function curr_f unc. Otherwise, the number of inputs to the positive and negative cofactor functions are considered for the branching
direction. The polarity of the cofactor with the smallest support set is chosen as the
curr_f unc. Utilizing the cofactor with the smallest support set reduces the number
of branches taken, which results in fewer constrained inputs and, therefore, the generation of more input-output pairs with corrupted outputs. If, however, the objective
is to lower the output corruption, then the cofactor with the largest support set is
selected. If the positive and negative cofactors include an equal number of inputs,
then the cofactor polarity is chosen at random. The set variable and the polarity of
the given set variable are added to a hash map of the constrained inputs, which are
utilized when generating the logic of the perturb unit.
The computational complexity, as given by the runtime of executing Algorithm 14,
is bounded by the cofactor operation and the number of iterations of the while loop
required to determine the protected cube. In the worst case, the cofactor algorithm
needs to update the entire graph structure to a constant value, which is bounded by
O(|V | ∗ |E|), where |V | is the set of graph vertices and |E| the set of graph edges.
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(a)

(b)

(c)

Figure 9.7: Three diﬀerent perturb functions generated with the developed algorithm
that selects protected cubes through iterative cofactors. Note the topological diﬀerences between the three generated circuits and the variance in the support set of the
functions.

(a)

(b)

(c)

Figure 9.8: Procedural stages of the modiﬁcations to the original logic cone to include
the logic of the perturb unit shown in Fig. 9.7a. The schematics depict (a) the
unmodiﬁed c17 circuit, (b) the modiﬁed logic cone before re-synthesis, and (c) the
modiﬁed logic cone after re-synthesis.
However, in most cases, the cofactor operation does not have to update the entire
graph. Rather, the cofactor operation typically only updates a small portion of the
graph corresponding to an average runtime complexity on the order of O(log(|V | ∗
|E|)). The number of iterations is limited to n, where n is the number of primary
inputs to the circuit. The total runtime complexity of the operation is then bounded
by O(n ∗ log(|V | ∗ |E|)). Note that the number of iterations of the algorithm and the
cofactor complexity are correlated. As a result, a cofactor iteration that signiﬁcantly
modiﬁes the graph also eliminates a subset of the n input variables, which reduces
the total number of executed iterations of the cofactor algorithm.
To produce increased variation in the logical structure of the generated perturb
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Table 9.4: Output corruption of the modiﬁed logic cone for the CORALL iterative
cofactor protected cube selection algorithm and SFLL-HD0 . The number of inputs
to the secured cone of the CORALL architecture is provided. The corruption is
measured as the number of errors per second, assuming an IC operating at 1 GHz.
Benchmark

Number of Cone Inputs

CORALL Corruption

SFLL-HD0 Corruption

ex5

7

6.51E+08

3.97E+06

apex4

9

4.97E+08

9.80E+05

ex1010

10

9.10E+07

4.89E+05

c1908

33

1.00E+06

5.82E-02

c432

36

4.00E+04

7.28E-03

apex2

36

1.28E+08

7.28E-03

c499

41

1.80E+00

2.27E-04

seq

38

4.80E+08

1.82E-03

c1355

41

1.00E+04

2.27E-04

k2

29

7.00E+04

9.31E-01

c3540

50

4.00E+06

4.44E-07

c880

36

2.20E+07

7.28E-03

dalu

27

1.10E+05

3.73E+00

i9

13

4.10E+07

6.11E+04

i8

17

2.20E+07

3.81E+03

c5315

67

7.00E+06

3.39E-12

i4

47

4.00E+06

3.55E-06

i7

7

2.35E+08

3.97E+06

c7552

80

1.43E+03

4.14E-16

c2670

107

8.40E+07

3.08E-24

des

19

8.60E+07

9.54E+02

b17

150

9.54E+02

2.80E-36

s38584

49

6.00E+07

8.88E-07

s35932

14

5.00E+07

3.05E+04

b18

141

4.77E+02

8.35E-44
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unit, a term described as common probability is introduced to the algorithm. The common probability is the likelihood that a variable from a previous protected input cube
is applied again on another cube, which results in the generation of non-comparator
based logical functions and a signiﬁcantly large amount of variation within the logic
of the perturb unit. The resulting variation increases the diﬃculty of successfully
executing a structural attack on the modiﬁed cone. Three logical topologies of the
perturb unit generated using the iterative cofactor technique on the c17 ISCAS’85
benchmark circuit are shown in Fig. 9.7. The variation in the logic of the perturb
unit provides increased diﬃculty to an adversary examining the netlist to determine
the structure of a given perturb unit. The procedural stages of implementing the
modiﬁcations to the logic cone that integrate the perturb circuit shown in Fig. 9.7a
with the ISCAS’85 c17 benchmark circuit are shown in Fig. 9.8. The modiﬁed logic
cone with no re-synthesis is shown in Fig. 9.8b, which is the worst case structural
topology as the additional perturb logic is not well integrated with the original cone.
However, the similarity of the logic of the perturb unit to the original logic cone of the
circuit increases the diﬃculty of detecting the perturb unit, even when re-synthesis
does not produce an optimal mixing of the perturb logic with the original logic cone.
The re-synthesized logic cone of c17 including the perturb unit shown in Fig. 9.7a is
depicted in Fig. 9.8c, which demonstrates that re-synthesis of the modiﬁed logic cone
results in a logical topology that is more diﬃcult to sub-divide and extract.
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In addition, for each iteration of the while loop, a check is performed to determine
if the number of remaining inputs to the cube-generation function is less than 2 ∗
lut_size. If the number of inputs is less than 2 ∗ lut_size, the algorithm explores the
feasibility of mapping the remaining logical function to two LUTs connected with an
AND gate. The remaining inputs must allow for independent groupings of literals. As
an example, for a function with literals ABCD, one possible grouping of the literals
is AB and CD, which are then mapped to two 2-input LUTs. For the standard
CORALL architecture, independent groups with last level functions of AND/NOR
are searched for ﬁrst, as AND/NORs are readily mapped to two LUTs followed by
an AND gate. If more ﬂexibility in the logical topology of the circuit is needed, the
ﬁrst level of AND gates connected to the LUTs, as shown in Fig. 9.2, are converted to
AND/OR gates [143]. The conversion to AND/OR gates allows for the use of AND,
OR, NAND, and NOR gates as last level logic.
If the number of remaining inputs to the cube-generation function is greater
than 2 ∗ lut_size, then the algorithm continues to iterate until the remaining cubegeneration function ﬁts into a single LUT, or the remaining function is a constant
logic 0 or logic 1. The generated function is then added to a list of ﬂip functions
(f lip_f uncs) and the algorithm is repeated until the target number of cubes is
reached. By utilizing a LUT to capture some of the logic of the perturb unit, even
if modiﬁcations to the logic cone are identiﬁable, the adversary does not possess the
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necessary information required to determine the key.
The iterative cofactor is utilized until the logic of the protected cube is mapped
to a LUT, is a constant logic 0, or is a constant logic 1 to ensure that the generated
perturb function is of similar logical depth to the original logic cone. The goal is
to avoid large diﬀerences in the depth of logic between the original circuit and the
perturb unit. For example, if the logic of the perturb unit is only reliant on a single
input, then the output corruption is high but the logic of the perturb unit is discernible
from the original logic cone. In that case, the perturb unit does not integrate with
the original logic cone during re-synthesis as the logical path only has a depth of one.
In contrast, if all inputs to the logical cone are constrained within the perturb unit,
the adversary is able to isolate the perturb unit by the logical structure of the circuit.
While applying the iterative cofactor of the logical cone reduces the disparity in the
logical depth between the logic of the perturb unit and the logic of the original cone,
additional constraints on the inputs reduce the corruption of the outputs of the circuit.
For an IC operating at 1 GHz, an error rate of one corrupted output every second
deems a device unusable. The corruption of the outputs of the benchmark circuits
modiﬁed using the iterative cofactor based algorithm is listed in Table 9.4, where all
benchmark circuits secured with CORALL produced more than 4.77E+02 errors per
second when locked. The error rate for SFLL-HD0 is much lower, which provides an
adversary with a much more functional IC when an incorrect key is applied. CORALL
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Table 9.5: Comparison of the resilience of SFLL-HD, SFLL-Flex, and CORALL to the
structural attacks proposed in [108–110, 151]. A  denotes the technique is resilient
to the attack vector and a  denotes the methodology is susceptible to the attack
vector. A * indicates the topology is partially resilient to the attack vector.
Attack Vector

Logic Locking Methodology
SFLL-HD [101]

SFLL-Flex [101]

CORALL

[108] Unateness



*



[108] 2H







[109]







[110]



*



allows for additional corruption by adding more protected cubes and/or increasing
the size of the LUTs. However, both increasing the LUT size and/or the number of
cubes results in an increase in the power, performance, and area overheads. CORALL
is also capable of utilizing cubes with less constraints, which generate greater output
corruption. The trade-oﬀ is increased risk to structural attack if the re-synthesis of
the circuit does not integrate the perturb unit into the original logic cone.
By 1) replacing the XOR gate as the output of the perturb unit, 2) generating
variation in the structure of the perturb logic, and 3) placing the logic of the perturb
unit in the top level LUTs of the CORALL architecture, CORALL protects against all
current structural attacks. The unateness check described in [108] no longer applies as
the perturb unit is not required to utilize all inputs of the logic cone. The properties
of the Hamming distance checker exploited in [108] and [109] also no longer apply as
the perturb unit does not utilize a Hamming distance checker and does not have a set
logical structure. The mixing of multiple correlated comparators of varying lengths by
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Table 9.6: SAT attack analysis of CORALL implemented with two protected cubes
and a LUT size of two inputs. A TO designates a timeout, which was set to ﬁve days
(432,000 seconds) for the analysis. The number of needed key bits is determined by
utilizing (9.1) and the number of inputs to the logic cone from Table 9.4.
Benchmark

# of Keys

# of Iterations

# of Cubes

CPU Time(s)

apex2

144

1.38E+05

3.67E+08

TO

apex4

34

7.00E+02

1.52E+07

146.992

b17

586

5.69E+04

1.20E+09

TO

b18

688

4.27E+04

1.92E+09

TO

c1355

162

7.51E+04

3.52E+08

TO

c1908

130

7.96E+04

3.21E+08

TO

c2670

426

4.17E+04

4.02E+08

TO

c3540

200

7.30E+04

6.31E+08

TO

c432

144

1.02E+05

1.93E+08

TO

c499

162

9.66E+04

4.51E+08

TO

c5315

266

4.07E+04

6.15E+08

TO

c7552

320

4.73E+04

8.28E+08

TO

c880

144

9.11E+04

3.43E+08

TO

dalu

106

5.36E+04

4.83E+08

TO

des

74

3.76E+04

1.24E+09

TO

ex1010

40

6.62E+02

1.37E+07

69.1274

ex5

26

1.86E+02

6.19E+05

1.50104

i4

186

1.20E+05

3.23E+08

TO

i7

26

6.20E+01

3.20E+05

1.0908

i8

66

6.33E+04

5.98E+08

TO

i9

50

1.09E+04

6.77E+07

8144.68

k2

114

7.69E+04

6.42E+08

TO

s35932

56

1.78E+04

1.66E+09

TO

s38584

194

1.94E+04

2.12E+09

TO

seq

152

5.07E+04

7.19E+08

TO
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471
522

192
36
41
8
60
9
199

i4

c432

c499

ex5

c880

apex4

i7
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207
256
1464
1763
1452
3357

des

s38584

s35932

b17

b18

50

c3540

c7552

41

c5315

45

k2

seq

75

1201
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c2670

133

1193

39

i8

880

33

c1908

apex2

dalu

810

10

ex1010

111241

30777

12204

11448

4000

3512

2307

1831

1697

1669

1459

1035

546

88
41

i9

c1355

438

383

256

202

160

Number of Gates

Number of Inputs

Benchmark

7.11E+05

2.47E+05

9.72E+04

1.18E+05

3.48E+04

1.67E+04

1.37E+04

8.55E+03

7.49E+03

1.01E+04

1.87E+04

1.04E+04

5.79E+03

2.78E+03

4.15E+03

2.94E+04

3.90E+03

5.61E+03

5.08E+03

3.00E+04

3.59E+03

4.64E+03

3.90E+03

1.71E+03

2.03E+03

Area (um^2)

402.93

102.81

38.04

40.56

19.03

8.48

7.13

1.78

1.67

4.42

5.59

1.54

2.44

0.59

2.12

11.11

2.43

1.83

1.53

11.46

0.89

1.30

2.42

0.48

0.29

Power (mW)

Original

27.67

23.73

3.04

5.22

3.76

8.62

4.70

3.01

5.51

6.63

3.38

4.07

3.79

2.84

4.64

3.63

2.78

2.61

1.33

4.08

4.49

1.97

2.78

3.85

1.19

Timing (ns)

-0.29

-0.79

-2.84

0.23

2.26

13.54

55.42

22.76

74.81

53.99

21.34

29.93

28.22

182.70

118.78

-1.24

171.14

29.83

25.98

-1.74

42.08

20.03

172.49

319.12

347.04

Area (%)

1.24

-1.43

-6.05

-0.02

0.91

13.70

30.70

34.84

81.02

29.58

23.41

58.78

7.93

208.16

83.43

-0.54

99.92

20.24

13.50

-0.25

50.17

19.09

79.58

259.87

567.22

Power (%)

4.92

-0.17

-20.07

-2.11

4.26

4.18

4.89

11.63

-29.40

-11.46

16.86

1.23

-2.37

-1.41

29.74

-2.20

22.30

7.66

34.59

-0.74

-4.68

3.55

20.14

22.86

62.18

Timing (%)

CORRALL

20.86

66.75

5.91

6.56

0.01

0.02

3.80

0.01

0.26

6.90

0.05

0.07

16.46

0.01

4.96

0.05

9.68

0.04

0.03

0.07

0.05

0.02

0.03

0.11

0.01

Runtime (s)

Table 9.7: Overhead in area, power, and performance of implementing CORALL on a subset of ISCAS’85, MCNC,
ISCAS’89, and ITC’99 benchmark circuits when utilizing the algorithm that selects protected cubes through iterative cofactors. The number of inputs and the number of gates are provided for each benchmark circuit. The
runtime of the iterative cofactor algorithm is also listed for each benchmark circuit.
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executing CORALL results in the generation of logic structures similar to the original
logic cone, which prevents the execution of the functional reverse engineering attack
described in [110]. Even if a comparator is utilized, the support set of the comparator
is unknown, which forces the BSIM tool to examine a majority of the logic within the
original cone of the IC. With CORALL, removing the topological distinction between
the original logic cone and the perturb logic signiﬁcantly increases the computational
cost of a BSIM attack. A summary of the vulnerabilities of SFLL-HD, SFLL-Flex,
and CORALL to structural attacks is provided in Table 9.5. While the SFLL-Flex
technique is not described as providing cubes of variable length, the ﬂip function
does allow for modiﬁcations to the size of cubes. Therefore, SFLL-Flex oﬀers partial
protection against the unateness attack described in [108] and the functional reverse
engineering attack described in [110]. Full protection against both attacks is not
possible as the circuit implementing the ﬂip function reveals the variable length of
the cubes, which permits the unateness and functional reverse engineering attacks to
search a smaller subset of the original logic cone.
The primary challenge in performing a structural attack on CORALL is verifying
that the original cone has been restored. Consider the worst case scenario where the
added logic is found within the netlist, which is equivalent to extracting the added
logic from Fig. 9.8b. While other techniques produce a static structural signature of
the perturb unit, CORALL yields no such distinct signature. Without a set structural
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signature, the only means for an adversary to verify that the original logic cone has
been extracted is to apply an oracle guided attack.

9.2.1

Results of Simulation

The analysis of circuit resilience against the SAT attack is performed for two protected cubes and a LUT size of two inputs when utilizing the developed algorithm that
selects protected cubes using iterative cofactors, with results as listed in Table 9.6.
The SAT attack was performed on a Xeon E52687W CPU running at 3 GHz and
with 95 GB of RAM. A timeout of 5 days (432,000 seconds) was set for all circuits
when executing the SAT attack. The results listed in Table 9.6 further support the
expectation that larger cone sizes, as listed in Table 9.4 for each benchmark circuit,
provide greater resilience to the SAT attack as discussed in Section 9.1.1. In addition, the output corruption is lower for the algorithm that selects protected cubes
using iterative cofactors as compared to the results shown in Table 9.1, which also
increases the resilience against the SAT attack as the probability of generating a DIP
that causes the ﬂip function to evaluate to logic 1 on the activated IC decreases. The
circuits that the SAT attack decrypted the key within 5 days include a small number
of inputs to the logic cone, such as the ex1010 benchmark circuit that contains only
10 inputs. Other than the four circuits that were expected to fail due to smaller size,
all other circuits timed out after 5 days of executing the SAT attack.
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In order to increase the resilience of a circuit to the SAT attack when the number
of inputs to a single cone is small but the total number of inputs to the circuit
is much larger, as is the case for the i9 benchmark circuit that includes 88 total
inputs, securing multiple cones with a single implementation of the CORALL circuit
is possible by applying protected cubes from both cones. For merged cones, the
logic that interfaces between the two or more cones is prioritized. Combining cones
allows for greater resilience against the SAT attack. For example, the key for i7 was
determined in 1.09 seconds when executing the SAT attack as the cone included only
7 inputs. However, a larger number of inputs to the ﬂip function is generated by
combining three of the smaller cones of the i7 benchmark circuit, which results in a
cone with 11 total inputs. The execution time of the SAT attack increases to 192.48
seconds from 1.09 seconds, and the number of iterations of the SAT solver increases
to 2048 from 32. The cost of combining the multiple cubes is an increase in the logic
of the ﬂip function, which is a trade-oﬀ that must be considered.
The resilience against the SAT attack is also improved by increasing the number
of cubes and the LUT size of the CORALL architecture, as discussed in Section 9.1.1.
The cost of increasing the number of cubes and/or the LUT size is an increase in the
power consumption and area of the circuit as well as a potential drop in performance.
The overhead in power, performance, and area (PPA) to secure the ISCAS’85,
MCNC, and ISCAS’89 benchmark circuits by CORALL with two protected cubes
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and a LUT size of two inputs is provided in Table 9.7. The analysis of the benchmark
circuits indicates that the overhead in power, performance, and area of a given topology is highly dependent on the original size of the circuit being secured. For example,
the i4 circuit includes a total of 120 gates, which results in a greater percentage of
the total gates added to implement the CORALL architecture and a corresponding
increase in area of 347.04%. However, for the s38584 circuit that includes 11,448
gates, the overhead in area is only 0.23%. The size of the circuit must, therefore, be
considered when choosing a logic locking implementation. The CORALL architecture
provides a similar overhead in PPA to SFLL-HD as indicated by the results listed in
Table 9.2.
In addition, certain benchmark circuits including apex4 and ex1010 resulted in
reductions in the area and/or power consumption and improvements in the performance over the original unobfuscated circuit. The improvements are due to a significant modiﬁcation to the original logic cone and indicate a strong integration of the
logic of the perturb unit and the original logic of the circuit.
The runtime of executing the algorithm that generates protected cubes through
iterative cofactors for each benchmark circuit is also listed in Table 9.7. All of the
benchmarks complete within approximately one minute or less, with most of the
benchmarks requiring less than one second. The low runtimes demonstrate the usability of the algorithm to quickly secure a circuit netlist.
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Chapter 10: Conclusions

The expanding utilization of untrusted third parties within the design and manufacturing ﬂow raises concern over the security of underlying hardware. Ensuring a
secure computing stack requires that the hardware layer provides a secure foundation.
The work in this dissertation furthers the design of secure hardware by 1) developing
low-cost logic locking solutions, 2) incorporating logic locking into the electronic design automation (EDA) ﬂow, and 3) improving the security of logic locking against
oracle guided attacks, where such attacks utilize an activated IC with the correct
key already applied to generate input-output constraints that are used to eﬃciently
determine the logic locking key.
Low cost in-cone logic locking techniques are developed in Chapter 6 that utilize
novel logic structures that provide increased performance, reduced power consumption, and reduced area as compared to XOR or look-up table (LUT) based in-cone
logic locking methodologies. For a locked AND gate, a reduction in power of 41.50%,
an estimated reduction in area of 43.58%, and an increase in performance of 34.54%
is achieved when applying the developed gate level logic locking technique instead
of the LUT-based locking technique described in Chapter 2. The developed logical
structures reduce the cost of implementing in-cone logic locking, but are developed
for a threat model that does not consider oracle guided attacks.
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When oracle guided attacks are considered as part of the threat model, the security
of in-cone logic locking techniques is signiﬁcantly reduced. The security of in-cone
logic locking against oracle guided attacks is, therefore, characterized through analysis
of SAT solver parameters and logic structure in Chapter 7. The results from the
characterization are then utilized to develop three gate selection algorithms for logic
locking based on maximum fanout free cones (MFFCs). The use of MFFCs resulted
in an increase of the average number of iterations to complete an oracle guided attack
by 61.8% when securing 5% of the logic gates of a netlist. The results demonstrate
that while the security of in-cone logic locking techniques is improved, oracle guided
attacks still prove eﬀective due to the logical masking of key gates within the circuit.
Two methodologies are then developed to increase the resilience of a circuit to oracle guided attacks. The ﬁrst methodology, presented in Chapter 8, utilizes sequential
logic locking to partition the state space into obfuscated and activated modes. As
the oracle IC only reveals information on the activated state space, the oracle provides limited information to utilize in the extraction of the activation sequence of
the circuit. Hidden state transitions are developed to limit the logical and structural
information of a reverse engineered IC, which increases the expected time to determine the key to 1.64 x 1012 years for the ISCAS’89 s15850 benchmark circuit from
an initial maximum decryption time of 48 hours [152]. Algorithms to modify the
original state machine and insert hidden state transitions are also developed, which,
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when executed, result in an average overhead of 6.05% in area, 10.30% in power, and
8.97% in performance across all of the ISCAS’89 sequential benchmark circuits.
The second methodology to increase security against oracle guided attacks is presented in Chapter 9. The developed CORALL technique increases the output corruption of out-of-cone logic locking techniques while maintaining a high level of security
against oracle guided attacks. The CORALL architecture results in an increase in
the number of iterations required to complete a SAT attack for a 20 input circuit
implementing a ﬂip function with high input-output pair corruption by 34.41x over
SFLL-HD n/4 and 82.36x over SFLL-Flex. Even while signiﬁcantly increasing the
security of a circuit when high output corruption is required, the developed technique
provides a 20% reduction in area and a 2.14% increase in performance on average
as compared to the state of the art. In addition, an algorithm based on logical
cofactors is developed to reduce the structural signatures of the implemented logic
cone modiﬁcations, which results in an increase in the security of out-of-cone logic
locking methodologies. The runtime to secure the ISCAS’89 sequential benchmark
circuits with CORALL was 66 seconds at the maximum, which demonstrates that the
developed techniques provide a signiﬁcant opportunity to secure hardware without
signiﬁcant cost in computational resources.
Overall, the work presented in this dissertation provides enhanced logic locking
security while also minimizing the eﬀect on power, performance, and area as compared
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to an unobfuscated IC. The developed algorithms to automate the implementation
of the techniques on an unobfuscated IC minimize the cost in design time and allow
for increased access to secure hardware. Therefore, the presented work allows for the
addition of security as a design objective along with power, performance, and area to
further secure the cyber landscape.
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Chapter 11: Future Work

The hardware security techniques developed in this dissertation provide increased
security of the hardware layer without drastically increasing the overhead in power,
performance, area, or design time. There are, however, research directions that have
the potential to further secure the circuit landscape, and provide a broader utilization
of secure ICs. Future research directions discussed in this chapter include 1) the
evaluation of the security provided by obfuscating techniques , 2) validation of tamper
proof memory, and 3) subtractive logic cone modiﬁcation algorithms.

11.1

Evaluation of the Security of Logic Obfuscation Methodologies

The evaluation of techniques to secure hardware largely relies on empirical validation. For example, the measure of the security provided against the SAT attack
typically involves executing the attack with a single implementation of the technique
across multiple benchmark circuits. However, a variety of parameters, including the
implementation of the SAT solver, eﬀect the number of DIPs required to determine
the key of a locked IC, as demonstrated in Chapter 7.
The development of mathematical estimates of the number of DIPs to execute
a SAT attack described in [101] is a positive step towards reducing the reliance on
empirical measures. However, the quantiﬁed measure described is average security.
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The distribution of SFLL-HD0 is uniform, with the key just as likely to be determined
in the ﬁrst iteration as in the 2n iteration, where n is the number of inputs. The
expected security of 2n /2 iterations might not be acceptable for some applications
that require a guarantee of the minimum number of iterations.
The analysis described in Chapter 9 provides an estimate of the distributions to
determine the correct key as a measure of the expected security when implementing CORALL and SFLL. However, the evaluation is limited to small circuits as the
number of possible evaluation paths is large (32,768 possible paths for a circuit with
four inputs). Future work estimating the distribution of determining the key after
applying a given security technique must provide eﬃcient and ﬂexible deﬁnitions of
security for a variety of use cases. Work such as described in [153] moves towards
determining probability distributions and evaluating methods under exhaustive exploration at a small scale to develop closed form equations of the security provided by
a given technique. However, complex logic spaces like CORALL become diﬃcult to
evaluate and to develop closed form equations for. Research directions into sampling
the attack space and evaluating the security provided with less reliance on empirical
evidence are then vital to moving logic locking towards wide spread use.
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11.2

Validation of the Security of Tamper Proof Memory

All logic locking methodologies rely on memory storage for the key. The key is
stored in either oﬀ-chip or on-chip memory, with diﬀerent threats to consider for each
methodology. Since bringing the key from an oﬀ-chip source to an on-chip location
is potentially vulnerable to attack, many techniques assume a tamper proof on-chip
memory to store the key. However, the design and validation of the security of the
tamper proof memory is not provided.
Future research on the ability to securely store a key on-chip and withstand a
variety of key retrieval attack vectors is vital for logic locking to progress towards
commercial and military use. For example, the work described in [154] highlights
probing attacks on registers and minimal mask modiﬁcation attacks to extract the
key value. Such attacks bypass any provable security provided against oracle or
structural attacks. Research into tamper proof memory compilers that allow for
the generation and use of tamper proof memory for logic locking is, therefore, vital
to provide the assurance and protection against the wide-variety of threats currently
possible. The development of secure memory requires signiﬁcant physical validation as
well as modeling in the logical domain to ensure the value of the key is not propagated
to any accessible locations within the IC.
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11.3

Eﬃcient Subtractive Logic Cone Modiﬁcation Algorithms

The research presented in Chapter 9 reduces structural signatures of additive logic
cone modiﬁcations by utilizing an iterative cofactor algorithm. While the technique
provides increased security against structural attacks, no formal guarantees exist that
the diﬀerences between the perturb unit and the original logic cone do not allow an
adversary to determine the key.
Measures of subtractive logic cone modiﬁcations, such as described in [112], provide an increased level of conﬁdence that minimal distinctions exist between the
original logic cone and the perturb unit. However, utilizing subtractive modiﬁcation
algorithms currently requires signiﬁcant runtime to determine an optimal logic net
to modify, with stuck-at-faults utilized in [112]. The long runtime is correlated with
the limited nets within the IC that produce a small enough set of errors to ﬁt into
an SFLL-Flex restore unit, which biases the algorithm towards a small percentage of
nets within the circuit. Research into techniques that combine the beneﬁts of the cofactor approach with techniques implementing subtractive modiﬁcations will further
increase the security of the circuit while limiting the computational cost.
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